Chapter 2

Autonomous Recognition and
Mapping
2.1

Introduction

This chapter describes basic concepts for recognition, representation and localisation. These
concepts are formulated in a statistical framework which provides the mathematical tools
needed to model sensor uncertainty and to represent the complexity of unstructured environments. The chapter begins by presenting the basic methodology to model and learn
from data. Models can be learnt in a generative or a discriminative fashion according to
the objective function they describe. Learning can be formulated as maximum likelihood,
maximum a posteriori or Bayesian learning and the benefits of each approach are discussed.
Compression of sensory information is employed in this chapter to create more compact representations of sensor data. This is necessary in many robotics problems where the
amount of sensory information cannot be processed given time constraints, or the need to
communicate higher level representations in a sensor network. A very useful set of statistical
techniques known as dimensionality reduction methods can be applied to learn the underlying structure of the data. Once the structure is obtained, the data can be mapped to a
low-dimensional space where most of the information content is preserved. These techniques
find direct application in data association and object recognition tasks as discussed in later
chapters.
Using statistical learning concepts, recognition of objects from images can be significantly
improved. Recently, the computer vision community has adopted many of these techniques,
achieving high levels of performance for an increasing number of object classes. Object
recognition is discussed in two approaches, patch-based and feature-based.
The last part of this chapter presents current methods for localisation and mapping from
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both images and ranging sensors. Localisation is discussed in a stochastic process context
and current research involving loop closure detection in SLAM is explained.

2.2

Statistical Learning

Statistical modelling requires the calculation of parameters associated to probabilistic distributions. These parameters can be specified a priori by an expert or learnt from training
data. The structure of the probabilistic model can also vary. For example, mixture models
can have different number of components; the probabilistic density can be modelled with
different distributions (Normal, Student-t, Weibull, etc). The selection of the probabilistic function from data is termed structure learning. The computation of the parameters
that best describe the data given a particular probabilistic function is termed parameter
learning 1 .
In outdoor robotics it is almost impossible to build a priori perceptual models; the
manual determination of parameters and structures is difficult given the complexity and
variety of the environments. To address this problem, statistical techniques can be applied
to both structure and parameter learning. Models can be used to explain how the data
was generated. In this case they are known as generative models. Conversely, models can
explain the features of the data that best separates it into classes (specially in classification
problems). These models are known as discriminative models. In both cases, parameter
and structure learning can be performed using three approaches: maximum likelihood (ML),
maximum a posteriori (MAP) and Bayesian learning.

2.2.1

Discriminative and Generative Models

In classification tasks, the goal is to assign an observation (continuous or discrete) to a label
(categorical variable). For instance, in object recognition, images are classified according
to whether they contain or not a specific class of object: Given a measurement zi , usually
a feature extracted from an image, return the most likely class label x = [x1 , x2 , . . . , xc ].
When there is only one object of interest, the problem is a binary classification with two
classes: object and non-object. In a probabilistic framework, classification can be modelled
with generative or discriminative models. Generative models represent the joint probability
p (x, z). Intuitively, they model how the data is generated. The posterior probability of an
observation zi is given from the Bayes rule:
p (x | z = zi ) =
1

p (x, z = zi )
p (z = zi | x) p (x)
=
p (z = zi )
p (z = zi )

Parameter learning is also known as parameter inference in statistics.

(2.1)
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Discriminative models represent the conditional distribution directly p (x | z). They

model how classes are separated and therefore do not need to model the observation likelihood function (also known as observation model) p (x | z = zi ). In spatial statistics the
observation likelihood function is in general difficult to learn due to complex dependencies.
This is the main reason why discriminative models such as Conditional Random Fields (Lafferty et al. 2001) outperform generative models such as Markov Random Fields (Rozanov
1982) in classification problems. Conversely, discriminative models are more difficult to
extend in an incremental manner; generative models can easily include one more class by
learning p (z | xc+1 ) and updating the sufficient statistics of the prior p (x). This thesis

employs both discriminative and generative models for recognition from images, and from a
combination of visual and range data.

2.2.2

Maximum likelihood

Maximum likelihood (ML) is the most common approach for parameter learning. ML maximises the likelihood of a set of observations (training data) with respect to a set of parameters given a particular probabilistic model (structure):
θ ∗M L = arg max p(Z | θ),
θ

(2.2)

where θ is a set of parameters and Z is a set of observations. Taking the logarithm and
assuming that samples are independent, Equation 2.2 can be rewritten as
θ ∗M L = arg max
θ

X
i

log p(zi | θ),

(2.3)

where maximisation is perform over the log-likelihood. It is preferable to maximise the
log-likelihood as it is more numerical stable.
In many applications, hidden variables may also exist. A common example is mixture
models where the component responsible for a particular observation is unknown during
learning. In these cases, ML learning can be performed in two steps iteratively, where in the
first, the expectation of hidden variables are computed. The result is then used to maximise
the parameters of the model in the second step. This is known as Expectation Maximisation
(EM) (Dempster et al. 1977; McLachlan and Krishnan 1997). The EM algorithm is widely
employed in computer vision (Fergus et al. 2003) and robotics (Thrun et al. 2004).
Consider the problem of learning a mixture of Gaussians with m components from n
training samples. Each component has a Gaussian distribution given by Ns (z | µs , Σs ). The

weights for the components are given by a discrete hidden variable s which has a multinomial
Pm
distribution p (s). The joint distribution is p (s, z | θ) =
s=1 p (s) Ns (z | µs , Σs ) with
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s=m
parameters θ = {p (s) , µs , Σs }s=1
. The log-likelihood for this model is given by

L=

n
X

log

m
X
s=1

i=1

p (s) Ns (zi | µs , Σs ) .

(2.4)

Direct maximisation of Equation 2.4 is difficult due to the sum within the logarithm function
(when the hidden variable is continuous, this would be an integral). To cope with this, EM
approximates the log-sum with a lower bound by introducing a free distribution q (s) over
the hidden variable. and applying Jensen’s inequality(Cover and Thomas 1991)2 :
L=
≥
=

n
X

log

i=1

n X
m
X

q (s)

p (s, zi | θ)
q (s)

q (s) log

p (s, zi | θ)
q (s)

s=1

i=1 s=1

m
n X
X
i=1 s=1

≡

m
X

(2.5)

q (s) log p (s, zi | θ) −

F (q (s) , θ) .

m
n X
X

q (s) log q (s)

i=1 s=1

This transformation is possible because the logarithm function is convex. The result is the
difference between the entropy of the free distribution q (s) and its expectation with respect
to log p (s, z | θ). This quantity is known in statistical physics as the negative free energy.

Maximisation is performed iteratively. First, the derivative of F (q (s) , θ) is taken with

respect to the free distribution q (s). In the second, the derivative is calculated with respect

to the set of parameters θ. Using t to denote the iteration number, EM can be seen as an
iterative procedure with both steps maximising the negative free energy:
E-Step : q t+1 (s) ← arg max F q t (s), θ t
q

M-Step:

θ

t+1

←



arg max F q t+1 (s), θ t
θ



It can be proved that the E-Step is equal to the expectation over the hidden variable given
the observation. This is calculated from the following expression, for each ith observation:
q

t+1


p (s) Ns zi | µt , Σt
.
(s) = p(s | zi , θ ) = Pm
t
t
′
s′ =1 p (s ) Ns′ zi | µs′ , Σs′
t

(2.6)

Defining γis = p(s | zi , θ t ), the expectations are then used in the M-step to compute a new
2

Jensen’s inequality states that for a convex function ϕ (x) and positive weights w, ϕ

“

Σw
P i xi
wi

”

≤

P

w
Pi ϕ(xi ) .
wi
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likelihood function

ML estimation

Figure 2.1: Maximum likelihood estimators approximates the likelihood function by a set of
Delta functions centred on training points. It can therefore disregard important information.
set of parameters for each component s:
1
n

ns

µt+1
s
Σt+1
s

←

←

←

Pn

s
i=1 γi
npt+1 (s)

pt+1 (s) ←

1
ns

Pn

1
ns

s
i=1 γi

Pn

zi −

s
i=1 γi zi

µt+1
zi
s

− µt+1
s

T

.

These new parameters are used to compute a new γis . This process continues between
E-steps and M-steps until convergence. Although relatively simple, ML has a series of
drawbacks. The first is known as overfitting. The likelihood always increases with more
complex models. In the example above, the likelihood increases with the addition of more
components. If at certain point one component is modelling a single sample, its covariance
becomes zero and the likelihood infinite. Second, ML estimates the model based on the
probabilistic density rather than mass. This means that ML will always estimate parameters
that best represent the training data points without considering the shape of the likelihood
function. For ML, the likelihood is a set of Delta (Dirac) functions centred on training points
rather than a smooth surface. Figure 2.1 illustrates this problem.
Methods to overcome the overfitting problem and enable ML learning to compare different probabilistic models without always preferring complexity. The Bayesian Information Criterion (BIC) (Schwarz 1978) is very popular and is derived as an approximation of
Bayesian learning. BIC has two terms, one exactly the same as the log-likelihood, the other
which penalises complexity based on the number of model parameters:
BIC =

X
i

log p(zi | θ) −

k
log n,
2

(2.7)
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where n is the number of training points and k is the number of model parameters.
The Minimum description length (MDL) criteria (Suzuki 1998) is the negative of BIC
but it is motivated by optimal coding. Each data point can be considered as a message that
needs to be encoded and sent to the receiver. MDL treats the model as a machine to encode
the message and naturally prefers the shortest code for the transmission. Other techniques
for model selection are presented in Chapter 3.

2.2.3

Maximum a posteriori

Maximum a posteriori (MAP) incorporates prior knowledge by maximising the posterior
probability of the data given prior distributions over parameters:
θ ∗M AP = arg max p (θ) p (z | θ) .
θ

(2.8)

MAP is a useful replacement for ML when prior knowledge is available, however it does
not solve the problems of ML. The estimator will still consider the likelihood function as
a set of Delta functions centred on training points but now shifted according to the prior
distribution. It is also basis dependent, i.e. transformations on the set θ (such as scaling)
will usually yield different solutions than maximising with density p (θ) (Mackay 2003).

2.2.4

Bayesian learning

Bayesian learning (Bernardo and Smith 1994) can be used to address the problems of ML
and MAP by modelling both models and parameters given the training data. All possible models are represented with probabilistic distributions over structures and parameters,
making possible the identification of optimal solutions. Bayesian learning takes into account
the uncertainty about the model, while ML and MAP approaches only evaluate how well
the model fits the dataset for a given structure. Additionally, Bayesian learning methods
allow the inclusion of priors over parameters that can model a priori knowledge about the
context or properties of observed data.
Bayesian learning derives from the idea that parameters of distributions are unknown
and can be treated as random variables with associated distributions. The prior knowledge
is encoded by selecting prior distributions over parameters that are representative of the
particular problem (for a discussion about the choice of prior distributions see Appendix
B). With prior distributions over parameters p (θ), Bayesian learning first computes the
posterior distribution of parameters given training data:
p (θ | Z) = R

p (Z | θ) p (θ)
.
p (Z | θ) p (θ) dθ

(2.9)
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This quantity represents the updated knowledge of the distribution over parameters after
observing the data.
The predictive distribution for new observation can then be calculated as:
Z
new
p (z
| Z) = p (znew | θ) p (θ | Z) dθ.

(2.10)

This is the main expression in Bayesian learning which represents the prediction of a new
datum given a set of observations, convolved by distributions over parameters. Additionally,
distributions over models can be included to average over all possible models, theoretically
returning predictions that have the best model and the best set of parameters. This is
in general computationally intractable (current research investigates approximations and
heuristics for thisCheeseman and Stutz (1996); Roberts et al. (1998); Jordan et al. (1999);
Beal (2003)). For the a particular model M , the marginal likelihood is the expression used
in Bayesian learning to compare models,
p (Z | M ) =

Z

p (Z | θ, M ) p (θ | M ) dθ.

(2.11)

This expression is approximated by lower bounds with the variational Bayesian EM (to be
described in Chapter 3) as a Bayesian formulation for detecting and segmenting objects in
images. The approximation employs calculus of variation techniques (Weinstock 1974) to
learn mixture models.

2.3

Dimensionality Reduction

In this section, dimensionality reduction techniques are presented as a general solution for
compression and fusion of sensory information. The methods described here are known as
spectral techniques since they require the computation of eigenvalues and eigenvectors. Two
linear techniques are presented followed by four nonlinear and neighbourhood-preserving
methods.
The main motivation in applying dimensionality reduction to robotics is to interpret
the huge amount of information captured from lasers, high-resolution cameras, radars and
sonars for the purpose of navigation. It is not uncommon in field robotics to receive dozens
of megabytes of data per second. The ability to process this sensory information in real-time
to create internal representations is thus crucial for the successful deployment of autonomous
systems.
Formally, dimensionality reduction is the process of computing a function f : RD → Rd

that maps a set of high-dimensional observations Z = {z1, , z2 , . . . , zN }, zi ∈ RD , to a set of
low-dimensional embeddings X = {x1 , x2 , . . . , xN } , xi ∈ Rd , where D ≫ d. The function
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f can be linear or nonlinear and tries to minimise the residual of the resulting mapping:
E=

n
X
i=1

zi − f −1 (xi ) ,

(2.12)

where k . k is a particular norm, usually L2 .

2.3.1

Principal Component Analysis

Principal component analysis (PCA) (Jolliffe 1986) is a widely used method for dimensionality reduction. It has been applied to face recognition (Turk and Pentland 1991), robot
localisation (Sim and Dudek 1999) and panoramic image representations (Skocaj et al. 2002).
PCA finds a linear projection of the data points that preserves most of the variability of
the data. PCA scales as O((n + d)D 2 ) where n is the number of points of a D-dimensional
dataset mapped to a d-dimensional representation. PCA is thus very attractive for processing datasets with a large number of points since it scales linearly with n.
Consider a set of n data points Z = {z1 , z2 , . . . , zn } in a D-dimensional space and an

affine transformation with translation given by µ projected in the direction of a subspace
given by W :







z1
z2
..
.
zn





=µ+W










λ1
λ2
..
.
λN





,



(2.13)

with kW k = 1. λi is a real number representing the distance between a data point and µ.
PCA minimises an objective function of the form of a reconstruction error

J(µ, {λi } , W ) =
=

n
X
i=1

n
X
i=1

kzi − (µ + W λi )k2
2

kzi − µk − 2

n
X
i=1

W λi (zi − µ) +

n
X
i=1

.
2

kW k

(2.14)

λ2i

Differentiating with respect to λi and setting to zero results in
λi = W (zi − µ) .
Substituting back in Equation 2.14 gives

(2.15)
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n
X
i=1

=

n
X
i=1

=
=

n
X

i=1
n
X
i=1

kzi − µk2 − 2
2

kzi − µk −
2

kzi − µk −

n
X

λ2i +

i=1

n
X
i=1

λ2i

i=1

i=1

n
X

n
X

[W (zi − µ)]2
T

(2.16)
T

W (zi − µ) (zi − µ) W

kzi − µk2 − W T SW

where
S=

n
X
i=1

(zi − µ) (zi − µ)T

(2.17)

is the scatter matrix. From Equation 2.16 , minimisation of J is obtained by setting µ =
P
E[z] = n1 ni=1 zi , the sample mean. The basis function W that minimises J also maximises

W T SW . Considering the constraint kW k = 1, minimisation of J can be performed from

the Lagrangian,

L = W T SW − αW T W,

(2.18)

where α is the Lagrangian multiplier. Differentiating with respect to W results in
∂L
= 2SW − 2αW.
∂W
Setting it to zero, the solution W are the eigenvectors corresponding to the largest eigenvalues of the scatter matrix S
SW = αW.

(2.19)

The low-dimensional affine projection from PCA can thus be computed from Wk
X = WkT Z,

(2.20)

where X is the set of points in a d-dimensional space obtained from the eigenvectors Wk
corresponding to the d largest eigenvalues.
When the number of points n is larger than the number of dimensions, the scatter
matrix S will be symmetric positive definite and the problem can be solved by computing
the eigenvectors of S. Frequently, however, the number of dimensions D is larger than the
number of samples resulting in singular scatter matrices. To overcome this problem, PCA
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Figure 2.2: Swill roll dataset. (a) Manifold surface. (b) 2000 samples used to test dimensionality reduction algorithms. The colour coding indicates neighbourhood.
can be computed in an alternative manner using singular value decomposition (SVD). Let
A be a D × n matrix; the SVD of A is
A = UDVT
where

U = eigenvectors of AAT
p
D = diag(eig(AAT ))

V = eigenvectors of AT A

(2.21)
D×D

D×n .
n×n

Therefore, to compute the eigenvectors of S, the mean is subtracted from the data,
H=Z−µ
where S = HHT and the SVD of H is computed. The resulting matrix U has the D
eigenvectors of S with eigenvalues given by D2 .
PCA is tested on a synthetic manifold known as the Swiss Roll. To recover the lowdimensional representation of this dataset, 3D-points have to be unrolled to form a plane that
keeps the neighbourhood preserved. Obviously, this operation is a nonlinear transformation
of the data that cannot be obtained through linear methods for dimensionality reduction
as PCA. Figure 2.2 shows the surface of the manifold3 and 2000 samples generated from
it. The colour coding indicates neighbourhood which will be important in analysing the
performance of this and subsequent algorithms.
3

Manifold is formally defined as a topological space that is locally Euclidean.
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Figure 2.3: Swiss Roll dataset projected into a 2-dimensional space using the eigenvectors
computed by PCA.
The 2D projection yielded by PCA is depicted in Figure 2.3. Clearly points in the upper
part of the manifold are mixed with points in the lower part. This is an undesirable characteristic of linear methods for dimensionality reduction when processing nonlinear manifolds.
For example, when dimensionality reduction is followed by classification in a lower dimensional space, points of a class in the upper part of the manifold could be mixed with points
in the lower part after the 2D projection given by PCA. This would make classification
more difficult. The classifier would have to compute complex nonlinear decision boundaries
to classify points properly. Similar situations occur in pattern recognition and computer
vision problems. PCA is thus very useful when computational speed is important. However,
it may give poor results if applied to nonlinear manifolds that cannot be approximate by
linear surfaces.

2.3.2

Multi-Dimensional Scaling

Multi-Dimensional Scaling (MDS) (Cox and Cox 1994) is a technique used to create lowdimensional representations of the data preserving distances, or dissimilarities in the highdimensional space. It scales as O((D + d)n2 ) and thus is more appropriate for problems
with a large number of dimensions (D) and not many data points (n), since it is linear in
the dimensionality and quadratic in the size of the dataset. Much of the theory developed
in MDS was published in behavioural science journals such as Psychometrika. This explains
the popularity of the method in psychology and psysiology problems.4 Like PCA, MDS is
a linear algorithm and apart from possible translations and rotations of the data, classical
4

The book of (Cox and Cox 1994) describes some very interesting data analysis with MDS in problems
like the “skull data” published in the very first volume of Biometrika in 1901-1902, concerning cranial
measurements on an ancient race of people in Egypt.
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MDS achieves the same results as PCA, with a different computational complexity. The
formulation of MDS is, however, quite different as detailed below.
MDS can be metric or nonmetric depending on the kind of dissimilarity function used.
Relevant to this thesis, is the metric case of which two methods are known: classical scaling
and least squares scaling. Since Isomap - explained in the next section - uses the classical
method, the explanation given below will concentrate on this. Details on least square scaling
can be found in (Cox and Cox 1994).
Consider a dataset Z = {z1 , z2 , . . . , zN } of n points in a D-dimensional space. Classical

MDS computes an Euclidean distance matrix between the r th and sth points as
d2r,s = (zr − zs )T (zr − zs ) .

(2.22)

From the distance matrix it is possible to compute the inner product matrix defined as
B = ZZT in a fast manner. To overcome the indeterminacy of the solution due to arbitrary
translation, the dataset is translated to the origin such that
n
X

zr,i = 0

r=1

for i = 1, 2, . . . , D. To compute B from Equation 2.22 the variables in the brackets are
multiplied given

Since

d2r,s = zTr zr + zTs zs − 2zTr zs .

(2.23)

n
n
1X 2
1X T
d
=
z zr + zTs zs
n r=1 r,s
n r=1 r
n
n
1X 2
1X T
T
dr,s = zr zr +
zs zs
n
n
s=1
s=1
n
n
n
2X T
1 XX 2
zr zr
dr,s =
n2
n

(2.24)

r=1 s=1

r=1

and substituting into Equation 2.23 results in
br,s = zTr zs
1
= −
2

where ar,s

d2r,s

n
n
n
n
1X 2
1X 2
1 XX 2
−
dr,s −
dr,s + 2
d
n r=1
n s=1
n r=1 s=1 r,s

= ar,s − ar − as + a,
P
= − 12 d2r,s , ar = n1 ns=1 ar,s , as =

1
n

Pn

r=1 ar,s

and a =

1
n2

!

(2.25)

Pn

r=1

Pn

s=1 ar,s .

Alternatively, defining a matrix A as Ar,s = ar,s , the inner product matrix B can be
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computed as
B = HAH

(2.26)

H = {hij } , hij = δij − 1/n

(2.27)

where H is the centering matrix,

with δij being the Kronecker delta function (δij = 1 if i = j and δij = 0 otherwise).
The low-dimensional coordinates of Z can be obtained by computing the spectral decomposition of B,
B = VΛVT

(2.28)

where Λ = diag (λ1 , λ2 , . . . , λN ), the diagonal matrix of eigenvalues λi of B, and V =
[v1 , v2 , . . . , vn ], the matrix of corresponding eigenvectors. Since the rank of B is D (rank(B) =
rank(ZZT ) = rank(Z) = D) there will be D non-negative eigenvalues. B can now be rewritten as
T
B = V+ Λ+ V+

(2.29)

where Λ+ = diag (λ1 , λ2 , . . . , λD ) and V+ = [v1 , v2 , . . . , vD ]. The low-dimensional coordinates of Z are then given by
1

X = V+ Λ+2 ,
1



1

1

(2.30)


1

2
where Λ+2 = diag λ12 , λ22 , . . . , λD
. It is interesting to note that the coordinates of the

points in the dataset have been recovered from a distance matrix. This makes MDS a very
important technique for problems where it is not possible to precisely measure the attributes
of an entity but it is possible to measure distances from those entities in some defined space.
MDS was tested in the synthetic Swiss roll dataset of Figure 2.2. The result is presented
in Figure 2.4. As can be seen, the upper part of the manifold is mixed with other points,
hence not preserving the neighbourhood. The solution found is similar to PCA results, but
with a different computational cost. The interesting aspect about MDS is its flexibility. By
defining different distance functions, the method can be applied to nonlinear manifolds to
recover the desirable structure - the next section describes one possible approach for this
using geodesic distances. Distance functions specifically designed for a particular problem
can also be applied. In this sense, semi-definite programming (Vandenberghe and Boyd
1996) could be used to find the best possible distance function while keeping a positive
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Figure 2.4: Results of MDS on the Swiss roll dataset. Note the similarity of this solution
with the solution found by PCA.
semi-definite inner product matrix. This is an interesting research topic for future work.

2.3.3

ISOMAP

Linear methods are not appropriate in processing nonlinear manifolds. In the past decade,
new dimensionality reduction methods have been developed. Isomap (Tenenbaum et al.
2000) uses geodesic distances in conjunction with MDS. However, Isomap is not a simple
variation of MDS. In reality, it brings graph theory into dimensionality reduction methods
with great benefit. Points in a high-dimensional space are associated with their nearest
neighbours and a graph is constructed. This graph tries to model the structure of the
manifold where distances between points, that should be preserved in the low-dimensional
embedding, are obtained with shortest path algorithms. As a result, distances computed
over the structure of the manifold are used with MDS which is known as geodesic distance.
A formal description of the algorithm is presented as follows.
Given a set of points Z = {z1 , z2 , . . . , zn }, the first step of the algorithm is to select

nearest neighbours. This can be performed by creating a graph G over all data points where

points r and s are connected if their distance is smaller than ǫ. This is known as ǫ-Isomap.
Alternatively, points can be connected if a point r is one of the K nearest neighbours of
s. In this case the version is known as K-Isomap. The K-Nearest Neighbour (KNN) can
be used for this operation; it scales naively as O(n2 D) but if better data structures are
used, such as KD-Trees, the performance can be improved to O(Dn log n). Having selected
nearest neighbours, the edge lengths are set to dr,s . Distance can be defined over different
metric spaces as in the MDS method.
From G, shortest paths can be computed using optimised algorithms such as the Djik-
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stra’s algorithm (Cormen et al. 1990) which scales as O(n2 log(n)+nK) or Floyd’s algorithm
(Cormen et al. 1990) scaling as O(n3 ). The final matrix with distance values computed over
the manifold (geodesic distances) is dG
r,s .
The matrix dG
r,s is transformed to an inner product matrix using Equation 2.25 which is
further decomposed in its spectral components as in classical MDS. The final embedding is
1

X = V+ Λ+2 , where V+ is the set of eigenvectors corresponding to Λ+ non-negative eigenvalues (in decreasing order) of the inner product matrix τ (dG
r,s ) of the geodesic distances. τ
is an operator that converts distances to inner products, similar to B in MDS.
The Landmark Isomap method (DeSilva and Tenenbaum 2002) was designed to overcome the significant computational burden involved in the Dijkstra algorithm and subsequent
eigen-solution of a full symmetric matrix incurred in global Isomap. The theoretical description of Landmark Isomap presented here closely adheres to the implementation provided by
the original authors (DeSilva and Langford 2000). In this method, a small random subset
nL of the total number of data points N are designated as landmarks. The distance matrix
dij
G now corresponds only to the distances between the landmarks and is of size nL × nL

(as opposed to n × n in global Isomap). The cost of the Dijkstra algorithm correspondingly

reduces to O(nL n log(n)).

MDS is applied to the now smaller distance matrix to compute a low-dimensional embedding of the landmarks. The low-dimensional embedding is obtained by computing the eigen

G 2
vectors of the inner product matrix τ dG
r,s = Bn = −Hn dr,s Hn /2, Hn = δij − (1/nL ).
Introducing a unit row vector with nL columns, P = [11...1]
and an nL × nL translation
2 
PnL PnL
G
, the nL × nL matrix Bn (similar
matrix Q with constant entries Qij =
s=1 dr,s
r=1
to Equation 2.25 in classical MDS) can be expressed as
1
Bn = −
2

2
dG
r,s

nL
nL

2
P X
PT X
Q
G 2
−
dr,s −
dG
+
r,s
nL s=1
nL r=1
nL × nL

!

(2.31)

The low-dimensional coordinates of the landmarks in d-dimensional space is designated
T
p
p
p
(λ1 )v1T , (λ2 )v2T , ....., (λl )vlT , where λi are the non-negative eigenvalues and
as L =
vi the eigenvectors of Bn in decreasing order.
2
If △n is the column-wise mean of dG
r,s , a non-landmark point z’ can be embedded into

the d-dimensional space as

1
X = L♯ (△n − △z )
2

(2.32)

where L♯ is the pseudo-inverse transpose of L and △z is the vector of squared distances

between the candidate point z’ and the landmarks. Thus, the remaining n − nL non-

landmark points can be embedded into the d-dimensional space.

The embedding computed by the Landmark Isomap method is consistent with that com-
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puted by classical MDS at the landmark locations and is an estimate at the non-landmark
locations. If the distance matrix between all the points and the landmarks can be represented exactly by a Euclidean configuration in Rd , and the landmarks are chosen such that
their affine span in that configuration is d dimensional, the estimate at the non-landmark
locations is accurate up to a rotation and translation.
It is interesting to note that Isomap can also estimate the intrinsic dimensionality of the
dataset. The number of significant (positive) eigenvalues indicates the dimensionality computed during the spectral decomposition of τ (dG
r,s ). This is important when creating representations of objects from sensory information. The correct estimation of the dimensionality
can save memory and processing time. In turn this impacts the real-time performance and
communication requirements of robotic systems (Upcroft et al. 2006).
The convergence properties of Isomap in a wide class of manifolds makes it very appealing for processing visual information. For convex regions of the Euclidean space, Isomap
guarantees asymptotic converge to the true dimensionality and geometric structure of the
data. This can be verified by noticing that as the number of data points increases, the
matrix of graph distances dG
r,s provides an increasingly more accurate approximation to the
intrinsic geodesic distances of the manifold, becoming arbitrarily accurate in the limit of
infinite data (Tenenbaum et al. 2000).
The graph connecting K-nearest neighbours obtained from Isomap for the Swiss roll
dataset is depicted in Figure 2.5. Geodesic distances are estimated from this graph over the
points in the high-dimensional space (Figure 2.5-a). After computation of Isomap, the graph
can be converted to a low-dimensional space (Figure 2.5-b). The final nonlinear manifold
representation computed by Isomap for the Swiss roll dataset is illustrated in Figure 2.6.
It is clear from a comparison of the colour coding of points in the sampled manifold
and the two dimensional embedding (Figure 2.6) that high-dimensional neighbourhoods
are preserved in the computed two-dimensional embedding. This property is crucial to
applications in robotics as similar visual observations of colour and texture in the original
sensor space must have similar underlying visual states. For data association problems,
Isomap is also of value due to the isometry property. Formally, a bijective map between two
Riemannian manifolds is isometric if d(f (x), f (y)) = d(x, y), where f is the map and d(a, b)
is the distance function. This property ensures that distances and angles between neighbour
points in high and low-dimensional spaces are preserved. Details on how this property helps
data association are provided in Chapter 6.

2.3.4

LLE

Locally linear embedding (LLE) (Roweis and Saul 2000) is based on simple geometric relationships between points of the same neighbourhood. The local geometry of a point is
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Figure 2.5: (a) K-nearest neighbour (K = 15) graph in high-dimensional space obtained
as the first step of Isomap for the Swiss roll dataset. (b) The same graph defined over the
Isomap solution in low-dimensional coordinates.
assumed to be a linear combination of its neighbours. A cost function representing these
relations can be written as
2

J (W ) =

X
i

zi −

X

Wij zj

(2.33)

.

j

The weight Wij is the contribution of a point j in representing a point i. To compute the
matrix W , the cost function J(W ) can be minimised subject to two constraints:
1. Only neighbour points of i will contribute to its reconstruction. This can be enforced
by making Wij = 0 if j is not a neighbour of i.
2. The sum of the weights for a particular point i is 1:

P

j

Wij = 1.

The minimisation can be computed in closed form by solving a least-square problem in four
steps:
1. Compute an indicator matrix of neighbours η, where ηij = 1 if i and j are neighbours.
2. Compute the Gram matrix between neighbour points Cij = zi · zj and its inverse C −1 .
3. Compute the Lagrange multiplier λ = α/β to enforce the sum of weights to one, where
P
P
−1
−1
.
(z · zj ) and β = ij Cij
α = 1 − ij Cij

4. Compute the reconstruction weights as Wi =

P

j

−1
Cij
(z · zj + λ).
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Figure 2.6: Final Isomap solution for the Swiss roll dataset with K = 15 . Neighbourhoods and distances are preserved indicating that Isomap has correctly learnt the nonlinear
structure of the manifold.
This formulation ensures that local geometry between neighbour points are preserved in
transformations between high-dimensional coordinates and the low-dimensional embedding.
In the final step of the algorithm, the low-dimensional output is obtained from the weight
matrix W by minimising the embedding cost function
2

Φ(X) =

X
i

xi −

X

Wij xj

.

(2.34)

j

By imposing the condition that the solution be centred in the origin, one degree of freedom
P
of the solution is eliminated as i xi = 0. In addition, to avoid degenerative solutions, the

result can be constrained to have unit covariance

1X
xi ⊗ xi = I
n
i

where ⊗ is the outer product and I is the identity matrix. It can be proved5 that the solution
is obtained by computing the spectral decomposition of a matrix M defined as
Mij = δij − Wij − Wji +

X

Wki Wkj

(2.35)

k

where δij = 1 if i = j. Discarding the bottom eigenvector, the coordinates of the embeddings
found by LLE are the last d eigenvectors of M
X = VdT .
5

The proof is similar to the computation of the dot product matrix in classical MDS.

(2.36)
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Figure 2.7: Swiss roll embedding computed by LLE. The solution is neighbourhood preserving but not isometric - the manifold is deformed towards its right end.
LLE requires only polynomial-time optimisations which makes it suitable for large datasets.
Like Isomap, it is non-parametric and converges to the global maximum. The disadvantages
are, it is not isometric and the eigenvalues of M do not provide an estimate for the dimensionality of the data.
Figure 2.7 illustrates the solution obtained by LLE for the Swiss roll dataset. The
embedding is neighbourhood preserving but it is not isometric. This can be observed from
the vertical deformation of the embedding towards the left end.

2.3.5

Laplacian Eigenmaps

Laplacian eigenmaps (Belkin and Niyogi 2003) are inspired by the theory of heat flow applied
to graphs. It provides nonlinear embeddings and has strong connections to spectral clustering (Ng et al. 2002). The algorithm computes the spectral decomposition of the Laplacian
matrix over the nearest-neighbour graph. The solution of this problem can be interpreted
as a function that minimises the mapping of nearby points in high-dimensional space to
their low-dimensional embeddings measured on a Riemannian manifold. This can be proved
using the Stokes’ theorem on the Laplace Beltrami operator.
Specifically, the algorithm has three steps stated below:
1. Construct the adjacency graph by either using a K-nearest neighbour algorithm or
connecting points closer than a pre-defined norm in Euclidean space.
2. Assign weights to the edges of the graph using a heat kernel
2

−

Wij = e

kZi −Zj k
t

(2.37)
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Figure 2.8: Low-dimensional representation of the Swiss roll dataset obtained using Laplacian Eigenmaps. The values of the free parameters are K = 15, and t = ∞. Neighbourhood
is preserved but the shape of the manifold is significantly deformed.
where t ∈ R. This kernel is the solution for the heat partial differential equation

∂
+
L
u = 0 where L is the Laplace Beltrami operator and u(x, t) is the heat
∂t

distribution at time t. For infinite time the weight is equal to 1.

3. Compute eigenvalues and eigenvectors for the generalised eigenvector problem
Lf = λDf
(2.38)
P
where D is diagonal weight matrix with Dii = j Wji and L is the Laplacian matrix

defined as L = D − W . The solution is given by the eigenvectors X = [f1 , . . . , fd ]T

corresponding to the eigenvalues sorted in ascending order 0 = λ0 ≤ λ1 ≤ λ2 ≤ . . . ≤
λd . The eigenvector f0 is left out of the solution since the corresponding eigenvalue
λ0 = 0.
Results for the Swiss roll dataset using Laplacian Eigenmaps are presented in Figure 2.8.
The neighbourhood is preserved but the manifold is significantly deformed and certainly not
isometric. The solution is also sensitive to the values of K and t which generate different
configurations. This makes the use of the method in real problems difficult.

2.3.6

Semi-Definite Embedding

Semi-definite embedding (SDE) was recently proposed for manifold learning problems (Weinberger and Saul 2004). It can be understood as a particular version of Kernel PCA (Mika
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et al. 1999; Scholkopf and Smola 2002) where the kernel function is learnt through semidefinite programming. The algorithm is formulated using the notion of isometry of neighbour
points and overcomes problems with Isomap such as its applicability to non-convex manifolds. Existing implementations, however, are very computationally intensive and infeasible
for large datasets.
The derivation of SDE starts from the isometry property. Neighbour points are locally
isometric if their distances and angles are preserved. Let zj and zk be neighbours of zi and
let η be a binary matrix n × n indicating neighbourhood, that is ηij = 1 if zi and zj are
neighbours. To satisfy local isometry it is sufficient that

(xi − xj ) · (xi − xk ) = (zi − zj ) · (zi − zk )

(2.39)

where {xi }ni=1 is the low-dimensional embedding of zi . The relationship of Equation 2.39

is defined over the angles and lengths of neighbour points specifying a triangle which is
determined up to rotation, reflection and translation. Since zi and zj are neighbours and

the transformation from zi to xi is isometric the following expression also holds:
|xi − xj |2 = |zi − zj |2 .

(2.40)

This ensures that the pairwise distances are preserved as in Equation 2.39. Defining Gij =
xi · xj and Kij = zi · zj this relation can be written in terms of Gram matrices as
Kii + Kjj − Kij − Kji = Gii + Gjj − Gij − Gji .

(2.41)

This expresses the constraints for local isometry and can be used by the optimisation algorithm.
In addition to neighbourhood constraints, the output points X can be centred on the
origin which imposes another constraint:
n
X

(2.42)

xi = 0.

i=1

This constraint eliminates the translational degree of freedom of the final solution. Expressing this in terms of the Gram matrix Kij results in
2

0=

X
i

xi

=

X
ij

xi · xj =

X

Kij .

(2.43)

ij

Optimisation is performed over the matrix K using the constraints in Equations 2.41 and
2.43. However, to be considered a Gram matrix, K also needs to be symmetric and with non-
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negative eigenvalues. This constrains the problem to the cone of solutions of semi-definite
matrices (Vandenberghe and Boyd 1996).
Having set the constraints, it remains to choose the function to optimise. By observing
that any fold in the manifold decreases the Euclidean distance between two points, the sum
of pairwise squared distances between output points can be maximised
T (X) =

1 X
|xi − xj |2 .
2n

(2.44)

ij

Expanding the terms on the right hand side, and imposing the constraint 2.42 results in




X
X
X
X
1
n
|xi |2 + n
|xj |2 −
|xi xj | −
|xj xi |
T (X) =

2n 
j
ij
ij
( i
)
X
1
=
2n
|xi |2 − 0 − 0
2n
iX
X
=
|xi |2 =
Kii = Tr(K).
i

(2.45)

i

The optimisation problem is then formulated as
minimise Tr(K)
subject to K  0
P
ij Kij = 0

(2.46)

Kii + Kjj − Kij − Kji = Gii + Gjj − Gij − Gji

and


∀ij such that ηij = 1 or η T η ij = 1.

The symbol  is used to indicate that K is constrained to be positive semi-definite.
With the Gram matrix learnt through semi-definite programming the outputs can be
obtained from the spectral decomposition of K
K = VΛVT

(2.47)

and
1

X = VΛ 2

(2.48)

where Λ is guaranteed to have only non-negative values. The dimensionality can be estimated by first sorting the eigenvalues and looking for large differences in magnitude. If there
is a large difference between the d and the d + 1 eigenvalue, the manifold dimensionality is
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Figure 2.9: Low-dimensional representation of the Swiss roll dataset computed by semidefinite embedding. The solution is isometric and neighbourhood preserving.
near to d.
To summarise, the three steps of semi-definite embedding are:
1. Compute the distance matrix and the neighbourhood matrix η.
2. Compute the semi-definite programming to calculate the Gram matrix K.
1

3. Compute the spectral decomposition of K and the embedded points with X = VΛ 2 .
Results from SDE for the Swiss roll dataset are presented in Figure 2.9. As with Isomap,
the solution is neighbourhood preserving and isometric. There is a small rotation of the lowdimensional points with respect to the origin although this does not affect the quality of the
result, and which could be eliminated by running the algorithm for longer.
SDE is the most general dimensionality reduction method in the sense it is neighbourhood
preserving, estimates the underlying dimensionality of the manifold, provides isometric outputs and can cope with non-convex manifolds. However, the computational cost of solving
the semi-definite programming problem makes it prohibitive for large datasets. Interesting
research has been undertaken in creating a landmark version of SDE that can deal with
larger datasets (Weinberger et al. 2005). Currently, however, manifolds with a few thousand
points still take several hours to run.
An interesting application of SDE to map images to actions was proposed by Bowling
et al. (2005). They include one more constraint in the semi-definite programming step that
represents a transformation f of an action a in the image feature-vector. Letting Υ(xi )
denote a data point xi in the learnt space, the transformation fa must satisfy
kfa (Υ(xi )) − fa (Υ(xj ))k = kΥ(xi ) − Υ(xj )k ∀i, j.

(2.49)
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This states that the distance between two points in the learnt space is equal to their distance
after a transformation due to a particular action a. Observing that fa (Υ(xi )) = Υ(xi+1 )
and fa (Υ(xj )) = Υ(xj+1 ) the constraint, Equation 2.49 becomes
kΥ(xi+1 ) − Υ(xj+1 )k = kΥ(xi ) − Υ(xj )k

(2.50)

which can be expressed in terms of inner products by squaring and expanding both sides of
the equation
K(i+1)(i+1) − 2K(i+1)(j+1) + K(j+1)(j+1) = Kii − 2Kij + Kjj ∀i, j.

(2.51)

This constraint is added to the constraints in Equation 2.46 to produce the final optimisation problem. Bowling et al. (2005) tested the algorithm in a simple problem of mapping
actions of an imaginary robot moving over an image plane with 8 different actions (translation(4), rotation(2) and zoom(2)). The algorithm correctly learns a manifold to encode the
relationship between the actions and the image transformations.

2.4

Recognition

Thus far this chapter has discussed statistical learning and dimensionality reduction techniques in a theoretical context. This section discusses the application of some of these
concepts to perception problems, especially recognition of objects.
Among perceptual tasks, recognition is one of the most important. It consists in recognising entities from models previously trained. Normally, the problem involves the recognition
of objects meaningful to humans such as faces, cars, etc. The computer vision community
has been investigating this problem for the specific case of recognition from imaging sensors.
Traditional approaches require sets of training images with a segmented object, or, in the
unsupervised case, with labelled images. The major challenge is how to encode the variation
in appearance in object classes. Different viewpoint perspectives, different illumination conditions, occlusions and innumerous other complexities make this problem very difficult. As
an example, in recognising cars, the algorithm has to identify cars observed from the front,
back or side. Cars can have various colours and their shape differs significantly (station
waggons and sedans have very different shape for example). All these variations have to
be learnt from data and incorporated into the recognition model. To this end, probabilistic models have been intensively used due to their power in modelling uncertainty through
probabilistic distributions.
Strategies for object recognition from images are divided into two basic approaches:
patch-based and feature-based. These are discussed as follows.
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Patch-Based Object Recognition

In the patch-based approach multiple sub-windows of different sizes are moved across the
image and classification is performed for each sub window at several locations. This approach
has the advantage of also segmenting the object from the image, or at least finding a subwindow where the object is located. Patches can be interpreted as points in a very highdimensional space where each pixel is one dimension. Algorithms proposed in this approach
apply either a fast classifier directly in the image space or use dimensionality reduction
before performing classification.
Viola and Jones (2004) use a cascade of AdaBoost classifiers (Friedman et al. 2000)
trained discriminatively for face detection. Haar basis functions are used to extract simple
features for patches of different sizes. These features resemble Haar wavelets and can be
computed quickly using the integral image. This system works well, detecting faces in
77.8% of the cases, with only 5 false positives in 23 images with 149 faces. However, the
most interesting aspect is the speed. It can detect faces in images of 384 by 288 in 0.067
seconds. This is the fastest face detector algorithm in the literature.
PCA can be used for the recognition of objects under various viewpoints and illumination
conditions (Murase and Nayar 1995). Images of objects are presented to the algorithm with
different illumination and orientation. PCA is applied to the set returning eigenvectors that
preserved most of the variability in the data. A spline is fitted to low dimensional points
parametrised by two values, one representing orientation, the other illumination. When a
new image is supplied to the system, it is projected to the low-dimensional space of each
object class and classification is obtained by computing the minimal distance of the image
in the low dimensional space to the spline of each object. An interesting feature of this
approach is that given an image of a known object, it is possible to infer its orientation
and illumination from the regression spline that represents the underlying object manifold.
Splines are used to perform a nonlinear regression that PCA is not able to compute. This
can be avoided by applying nonlinear methods for dimensionality reduction such as those
discussed previously. The algorithm was able to recognise simple objects such as cars and
toys in almost 100% of cases for various illumination conditions and orientations with the
background first removed.
Supervised dimensionality reduction such as Fisher linear discriminant analysis (FDA)
can be used to detect and distinguish faces in images (Belhumeur et al. 1997). The use of
supervised dimensionality reduction methods results in better performance than unsupervised methods such as PCA. This is expected since, PCA, MDS, and other dimensionality
reduction methods seek a representation that best describes the data, rather than trying
to find spaces that best separate classes. Results over several datasets with variation in
lighting, camera axis, facial expression and eye wear demonstrate that FDA is also more
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robust. For the problem of face detection with FDA an error rate of 5.3% was achieved
while with PCA and 10 principal components, an error of 52.6% resulted. The algorithm
was applied directly to image pixels, with no prior feature extraction.
Context information can be combined with patch images to help detecting objects from
the scene while providing global interpretation (Torralba et al. 2003; Murphy et al. 2003;
Torralba et al. 2004b). Probabilistic models represented as a Dynamic Bayesian Network
(Murphy 2002) correlate scenes and objects in a stochastic process. This correlation significantly improves the performance of object detection. Objects are detected given the
context where they exist, an intuitive idea that humans use all the time but difficult to
model in practise. Global features can be extracted using the steerable pyramid (Freeman
and Adelson 1991) and PCA can be applied to create general low dimensional representation
of places. The final classification takes local and global information into account with this
relationship encoded in the probabilistic model.
When the task is detection of multiple classes of objects at different viewpoints, features
can be shared to speed up the learning procedure and reduce the computational cost (memory and time). This idea was used in (Torralba et al. 2004a) for detection of cars, monitors,
traffic signs, faces, etc. Boosting can be used to identify common features in a procedure
called JointBoost. Features from patches of similar appearance, for example edges of traffic signs and corners of the back of a car share the same classification functions. Another
important consequence of joint training the multiclass classifier is that the number of training images can be significantly reduced. Torralba et al. (2004a) report results with only 20
training images, and achieving a performance of 96% (area under the receiver-operator curve
(ROC)) for the multiclass object detection and 98% (area under ROC) for the problem of
multiview detection of a particular object. Using a conventional approach, with a different
classifier for each class and for each view, results are 95% and 96% for the multiclass and
the multiview problems respectively.
Specific problems of detecting wired objects has been investigated using an alternative
approach proposed by Carmichael and Herbert (2004). As this sort of objects cannot be
directly modelled from the image patch, edge detection is first applied to extract the general
shape of the object. Edge features are obtained through a series of decision tree classifiers
(Quinlan 1993) over successively larger areas of the image. These are then used to train a
cascade of classifiers to recognise the object based on shape characteristics. The system can
recognise and segment edge of objects, but illumination changes in outdoor environments
can significantly reduce the performance of the algorithm.
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Figure 2.10: Salience-based feature detector applied to a set of chair images. The variety of
chair shapes makes association of features a difficult task for object recognition.

2.4.2

Feature-Based Object Recognition

Object recognition with the feature-based approach relies on a feature detection algorithm
to extract small areas of interest in the image. The geometric configuration of these areas in
conjunction with their appearance are used to train generative models for each object class.
This approach does not provide additional segmentation as in the patch-based approach,
but since several features are usually detected, the training set can be reduced using priors
over similar features detected over different object classes (Fei et al. 2003). This approach
can also avoid the need to manually segment objects in images, since the feature extractor
can automatically select a number of features that are common in all objects of a particular
class.
A salient feature detector was proposed by Kadir and Brady (2001). Salience is defined
as an area with high entropy over different scales. Figure 2.10 illustrates salient features
found in a set of chair images using this method. Note that due to the variety of shapes for
this object class, features are quite distinctive. This makes the association and generalisation
of features over the whole object class a difficult task.
Another popular feature detector was proposed by Lowe (2004) and is known as scaleinvariant feature (SIFT). It extracts features that are invariant to scale and rotation after
convolution with several difference-of-Gaussian functions. The most stable points are selected and a description based on local image gradients in the region around these points
can be computed; the local gradients are weighted by a Gaussian window and accumulated
into orientation histograms which correspond to the sum of the gradient magnitudes near a
direction within a defined region. This detector and descriptor has been applied to object
recognition (Lowe 1999) in cluttered partially-occluded images. SIFT keys detected in the
image were used in a simple nearest-neighbour approach to index possible object candidates.
Since hundreds of key points are usually detected, the algorithm is able to perform well in
substantial levels of occlusion. The authors also report experiments with camera viewpoint
variation of up to 60 degrees in rotation away from the camera and up to a 20 degree rotation
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of a 3D object. However, experiments were conducted with simple objects (such as phones,
toys, sneakers, etc) in an indoor environment only.
In (Fergus et al. 2003), a probabilistic model representing shape and appearance features
is built for feature-based object recognition. The salient-based feature detector of (Kadir
and Brady 2001) is used to extract relevant areas in the image. Two generative models
are built, one for the object considered and one for the background. As the object is
represented as a collection of features (or parts), the generative model has several terms,
one for each part of the object. The appearance model is defined with a probabilistic model
over a low-dimensional vector computed by PCA from detected parts. The shape model
has a probabilistic distribution over the position of the part in the training images. The
likelihood rate of these models given an image provides a decision as to whether or not an
instance of a particular object class is present. A possible drawback of this approach is
the computational cost of the learning procedure. If an object requires several parts (five
or more) to be accurately detected, the number of model parameters grows significantly.
This algorithm was tested for the detection of motorbikes, faces, airplanes and cars. The
performance was 92.5%, 96.4%, 90.2% and 88.5% respectively. It is significant to note that
learning was unsupervised in the sense that there were no segmented objects in the images,
only labels identifying which objects were present.
This methodology was further extended in a Bayesian context (Fei et al. 2003; 2004).
The advantages of Bayesian statistics over frequentist approaches is the incorporation of
prior information to reduce the number of training samples. This was explored with great
success. Compared to (Fergus et al. 2003) the number of training samples was 80 times
smaller for similar error rate. Learning time was reduced to under a minute compared
to hours in (Fergus et al. 2003). The variational Bayesian EM (Jordan et al. 1999; Beal
2003) was employed to approximate the complex integrals resulted from the convolution of
probabilistic distributions with their prior distributions as required in Bayesian learning.
The combination of dimensionality reduction with SIFT descriptors was proposed by
Ke and Sukthankar (2004) to improve the stability of the representation. The authors applied principal component analysis (PCA) to the normalised gradient patch rather than to
smoothed weighted histograms as in SIFT. The algorithm is more robust to image deformations and more compact than the standard SIFT representation. The same descriptor was
used by Grauman and Darrell (2006) to learn object recognition classifiers in a discriminative
manner. A kernel is learnt to account for dissimilarity measures of histograms at different
resolutions. The kernel function is proved to satisfy Mercer’s condition6 which enables it to
be used in kernel machines. Impressive results were achieved in multiclass object recognition
6

Mercer’s condition is the essential requirement for many kernel machines. It states that a kernel K is
positive semi-definite if and only if K(xi , xj ) = hΦ(xi ), Φ(xj )i , ∀xi , xj ∈ X, where h.i denotes a scalar dot
product and Φ a non-linear function that maps the feature-vector to a higher dimensional space.
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at a low computational cost.

2.5

Localisation and Mapping

High-level recognition of objects is usually treated separately from localisation and mapping.
In this thesis, however, recognition, mapping and localisation are treated as part of the same
problem.
For autonomous localisation, two basic strategies are possible. In topological localisation
the robot seeks its position with respect to set of places associated with a topological map.
Localisation is then performed as a classification task where the robot identifies its place
based on visual properties, laser scans, or a combination of both. The second approach solves
the simultaneous localisation and mapping (SLAM) problem where the robot localises itself
with respect to a metric map that is incrementally constructed as the robot moves through
the environment.

2.5.1

Topological Localisation

In topological localisation (Kuipers and Byun 1991) a robot is presented with an abstract
internal representation of the world described as a graph. The graph G = (V, E) is defined

as a set of V vertices, each representing a particular partition of the space, and a set of
E edges that connects neighbour places. Figure 2.11 shows an occupancy grid (Elfes 1989)
of ACFR upstairs area overlaid with the corresponding topological map. The topological
discretisation of the area was obtained manually.
Torralba et al. (2003) describe an approach to combine place recognition and object
detection. Features extracted with steerable pyramids (Freeman and Adelson 1991) were
averaged over image regions to capture spatial information. A wearable device with a camera
mounted on a helmet and feedback to the user through a head-mounted display was used
in the experimental evaluation. The topological map was learnt from a large set of labelled
images using the maximum likelihood approach with Dirichlet priors. Each localisation was
represented by a mixture of Gaussians with parameters obtained using EM. The system was
tested for recognition of 63 different places including 7 outdoor places. Results are presented
in terms of precision recall values which are further analysed in Chapter 5. As discussed
before, the recognition of a place affects the likelihood of detecting particular objects. The
opposite, however, was not investigated; i.e. how the recognition of individual objects affects
the recognition of the location.
Classification of places into semantic, high-level categories was addressed in (Mozos et al.
2005). Adaboost (Friedman et al. 2000) was employed to select a group of features from
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Figure 2.11: Occupancy grid of ACFR upstairs area overlaid with a corresponding topological map.
laser scans and classify indoor places as corridors, offices or doorways. Having selected
features from a training environment, they were able to correctly classify places in other
indoor environments in 92.1% of cases. Although this problem is easier than recognising
individual places, it proves that very simple features from horizontal laser scans contain
enough information for higher order recognition.
Topological maps are simple, do not require much storage space in memory, and are an
efficient framework to abstract the spatial configuration of the environment. However, they
are more suitable for indoor applications since the construction of topological maps involves
discretisation of the space. In outdoor environments, and especially more unstructured
environments, discretisation is difficult since the limits between two regions may not be
well defined. Nevertheless, the combination of topological maps with geometric local maps
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obtained with SLAM has proved to be an useful approach to deal with the complexity of
mapping in extensive areas (Bosse et al. 2004; Bailey 2002).

2.5.2

Stochastic SLAM

Simultaneous localisation and mapping (SLAM) concerns the localisation of a mobile robot
in a map that is constructed incrementally during motion (Dissanayake et al. 2000; Leonard
et al. 1992; Moutarlier and Chatila 1989; Smith et al. 1990). Most SLAM algorithms employ
probabilistic methods to model sensor and motion uncertainty (see Thrun 2002; for a survey).
As observations of map features are obtained relative to the vehicle, feature and vehicle poses
become correlated. The correct estimation of this correlation is of major importance for the
SLAM problem.
The stochastic SLAM problem requires the computation of the posterior distribution

p xk | Zk , Uk , xv,0 , where xk = [xv,k , xm,l ]T is the state vector containing the vehicle pose
xv,k at time k and map feature positions xm,l , Zk = {z0 , z1 , . . . , zk } is the set of observations
received up to time k, and Uk = {x0 , u0 , u1 , . . . , uk } is the set of control inputs received

up to time k with known initial robot position xv,0 . A graphical representation of the
problem using Bayesian networks (Pearl 1988) and the temporal extension dynamic Bayesian
networks (Murphy 2002) is shown in Figure 2.12. The likelihood function p (zk | xv,k , xm )
describes the sensor model. The conditional probability p (xv,k | uk , xv,k−1 ) describes the
motion model.
In SLAM, landmarks are observed at different times and incrementally added to the
state vector xk . Recursive inferences in this model yields an estimate of the posterior robot
pose xv,k and landmark locations xm as

= α · p (zk | xv,k , xm )

Z

p (xv,k , xm | zk , uk ) =
p (xv,k | uk , xk−1 ) p (xv,k−1 , xm | zk−1 , uk−1 ) dxv,k−1 ,

(2.52)

where α is a normalising constant. As the map is assumed static, marginalisation does not
involve xm .
A common solution to the SLAM problem involves minimum mean-squared error estimators such as the Kalman filter (KF) (Kalman 1960; Maybeck 1979). Given a continuous
random variable xk describing a stochastic process with observations Z, the KF minimises
the mean-squared estimation error conditioned on sequence of observations. A KF is a linear estimator that assumes errors are well modelled by independent Gaussian noise. The
KF solution is numerically equivalent to computing inferences in a hidden Markov model
(HMM) (Rabiner and Juang 1986) under the same assumptions. A naïve implementation
has complexity O(n3 ), but efficient methods have O(n2 ), where n is the dimensionality of
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Figure 2.12: Dynamic Bayesian network representing the SLAM problem. Landmark 1 is
observed at times 0 and 2, landmark 2 is observed at times 1 and k, while landmark 3 is
observed at time k. The control inputs are denoted by uk and the hidden state consisting
of robot and landmarks positions is denoted by xk . Sensor and motion models are also
indicated.
the hidden state.
Robots and sensors generally have nonlinear process and observation models. For these
problems, two KF extensions exist. In the Extended Kalman filter (EKF), nonlinear functions are linearised by using their Taylor series expansions (Maybeck 1979). The EKF
solution for the SLAM problem (Dissanayake et al. 2001) maintains a state-vector with
the robot pose and landmark positions. The map is constructed as an on-line data fusion
problem and a joint estimate of uncertainties in the robot pose and landmark locations
is maintained. The recursive EKF-SLAM is performed as a sequence of predictions and
updates.
In prediction, the motion model is used to compute an estimate of the state vector for time k given observations up to k − 1. The predicted probability distribution


p xk|k−1 | uk , x̂k−1|k−1 is assumed Gaussian, N x̂k|k−1 , Pk|k−1 with estimated mean x̂k|k−1
and estimated covariance Pk|k−1 , where,
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and Pk|k−1 = ∇fx Pk−1|k−1 ∇fxT + ∇fu Qk ∇fuT .

(2.53)

The subscript i | j means “the estimated at time i given observations up to time j".
The function f is known as the process model. It maps robot pose at time k − 1 to pose at

time k according to the new control inputs received uk . Since the map is assumed to consist
of stationary landmarks, the map position does not change during the prediction step. Pk

represents the covariance in the estimation of the state vector and Qk the covariance of
the control inputs noise. The function f is generally nonlinear and is linearised through its
first order Taylor expansion. This results in the Jacobians of Equation 2.53 which can be
computed as:
∇fx =

∂f
∂f
, ∇fu =
.
∂x (x̂k−1|k−1 ,uk )
∂u (x̂k−1|k−1 ,uk )

(2.54)

On arrival of a new observation, the state vector is updated resulting in the posterior


p xk|k | zk , uk . The posterior has a Gaussian distribution, N x̂k|k , Pk|k with
x̂k|k = x̂k|k−1 + Wk νk and Pk|k = Pk|k−1 − Wk Sk WkT

(2.55)

where
Wk = Pk|k−1 ∇T hx S−1
k is the Kalman gain,

ν k = zk − h x̂k|k−1 is the innovation vector,

Sk = ∇hx Pk|k−1 ∇T hx +Rk is the innovation covariance matrix and Rk is the covariance

matrix of the observation noise.

The function h represents a nonlinear observation model that maps state and control
inputs to observations. Its Jacobian is given by
∇hx =

∂h
.
∂x (x̂k|k ,uk )

(2.56)

As mentioned in the introduction, data association is one of the main problems for robust
SLAM. To tackle this issue the gating procedure with NN is commonly applied. With the
Kalman filter equations described above, gating is formally explained as follows.
Let an observation model of a dynamic system with several targets be defined as
z = h (x) + w;

w ∼ N (0, R),

(2.57)

where w is a white Gaussian noise. The idea of gating is to perform a hypothesis test on
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the residual (or innovation) vector, which is the difference between the actual observation
zi and the predicted measurement vector h (x̂j ) for a target j:
ν ij = zi − h(x̂j ).

(2.58)

It can be shown that the innovation ν follows a Gaussian distribution with zero mean and
covariance given by the innovation covariance matrix S. A hypothesis test is then performed
2 (Mahalanobis distance)
over the statistic Dij
2
Dij
= ν Tij S−1
ij ν ij

(2.59)

2 < χ2 , where
which has a χ2 distribution (Muirhead 1982). A hypothesis is accepted if Dij
d,α

d is the dimensionality of ν ij and α is the desired confidence level. In practice, however,
more than one hypotheses can be accepted for the same association. Thus, it is convenient
to define a scoring function that compares hypotheses in the search for the best. One such
function can be defined from the Mahalanobis distance augmented with the logarithm of
the determinant of the innovation covariance:
2
2
DG
= Dij
+ log (|Sij |) .
ij

(2.60)

The second term penalises hypotheses of large uncertainty. It helps in eliminating cases with
missing observations which increase the innovation covariance matrix.
As the complexity of EKF-SLAM is O(n2 ), a naïve real-time implementation for maps
with more than 1000 landmarks is intractable. To address this issue, solutions using local
maps were proposed in (Castellanos et al. 2000; Guivant and Nebot 2001a; Williams et al.
2002; Bailey 2002; Bosse et al. 2004). The central idea is to simplify the problem by dividing
the map into sub-maps. The real-time computation uses only a single sub-map which is
connected to its neighbours by topological relationships (Bailey 2002; Bosse et al. 2004).
Another extension for KF with nonlinear models is the Unscented Kalman filter (UKF).
This propagates means and covariances through nonlinear mappings using the unscented
transformation; the state distribution is approximated by a Gaussian using a set of carefully chosen sample points from the true nonlinear system (Julier and Uhlmann 1997). The
algorithm scales as O(n2 ). The unscented Kalman filter (UKF) was applied to SLAM in
(Martinez-Cantin and Castellanos 2005). UKF is guaranteed to provide accurate approximations at least up to the second-order moment for non-Gaussian inputs and up to the third
order for Gaussians in all nonlinearities (Wan and van der Merwe 2000). In contrast, EKF
provides an accurate approximation up to the first-order moment only. Martinez-Cantin
and Castellanos (2005) tested their algorithm with the Victoria Park dataset (Guivant and
Nebot 2001b) demonstrating that it is statistically consistent for the entire 3.5 km outdoor
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trajectory. The computational complexity of UKF is essentially of the same order as EKF.
Sequential Monte Carlo (SMC) (Doucet et al. 2001) techniques were applied to SLAM
with the introduction of particle filters and the Rao-Blackwellized particle filter (Doucet
et al. 2000). The FastSLAM algorithm (Montemerlo et al. 2002; Montemerlo and Thrun
2003) uses Rao-Blackwellized particle filter to perform SLAM with thousands of landmarks.
The computational complexity is reduced to O(m log n) where m is the number of particles. This method does not need to linearise the process or the observation models and can
compute general distributions, not only Gaussians. However, it suffers from the curse of
dimensionality on the number of vehicle states. Moreover, data association must be performed for each particle independently, which can be computationally expensive depending
on the number of particles. Since a joint distribution over vehicle and landmark poses is not
maintained, the estimation of the uncertainty can be quite optimistic.
The Sparse Extended Information Filters (SEIF) (Thrun et al. 2002) approximates the
posterior of the hidden state distribution by a sparse precision matrix in information form.
The idea behind this approach is that the correlation between landmarks observed at far
distances is small and can be neglected without significantly affecting accuracy. The major
problem is the need to invert the precision matrix in order to obtain predicted values for
the map and robot states. As inversion is a O(n3 ) operation, where n is the number of
landmarks, every time hidden states are needed - for example to perform data association a costly computation is required.
A different filter using junction trees (Cowell et al. 1999) was proposed by Paskin (2003).
Junction trees (JTs) are graph structures representing a particular factorisation of a joint
probabilistic distribution. The graph is obtained by triangulation (Kjaerulff 1990) and inferences are computed by message passing algorithms (Pearl 1988). In the case of SLAM,
the JT has only Gaussian distributions which are parametrised in canonical form (Lauritzen
1992) (also called information form as in SEIF). The formulation of the problem as a JT
can thus be considered an information filter. In Bayesian networks, the structure of the
JT is static; once built, general inferences can be performed with complexity determined by
the size of the largest separator. In SLAM on the other hand, the JT has to be incrementally updated to account for the inclusion of new landmarks, which may change the graph
structure. Paskin (2003) proposes methods for this and defines the thinning operation on
a junction tree. Based on the idea of edge removal (Kjaerulff 1993), thinning reduces the
complexity of the problem at the cost of accuracy. Experiments on synthetic data shows
that the thinning junction tree filter can be as fast as FastSLAM with not much loss in
accuracy as compared to a full EKF-SLAM solution.
Probabilistic PCA (PPCA) (Tipping and Bishop 1999) has been applied to SLAM in
(Brunskill and Roy 2005). PPCA is used to map features to a low-dimensional space from
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laser points. The method can be viewed as fitting line segments to data with a likelihood model supplied by PPCA. The algorithm incrementally add more features by running
PPCA on new points and merging clusters using the incremental PCA (Weng et al. 2003).
The procedure is integrated with FastSLAM and tested in an indoor dataset. As features
are represented using line segments, the approach is suitable only for indoor or structured
environments.

2.6

Summary

This chapter introduced the main concepts that will be used throughout this thesis. Statistical learning techniques are a powerful tool to deal with the complexity of natural environments. Models can be generative or discriminative depending on the modelling objective.
Learning can be performed using maximum likelihood (ML), maximum a posteriori (MAP)
or Bayesian learning. ML is simple but can disregard important information by not modelling the true likelihood function. MAP takes into account prior information but it is basis
dependent and, as ML, suffers from the overfitting problem. Bayesian learning addresses
these problems at the cost of higher computational complexity.
Dimensionality reduction provides means of generating compact and meaningful descriptions of sensory data. Linear algorithms for dimensionality reduction include PCA and MDS.
These yield good results when the underlying data is linear or near linear. For the general
case, nonlinear methods were proposed recently. Isomap, LLE, Laplacian eigenmaps and
SDE have different properties and computational costs, but produce better results than
linear methods when dealing with nonlinear data.
Statistical learning and dimensionality reduction can be applied to perceptual problems
such as recognition of objects. This chapter introduced two basic procedures for this task:
patch-based and feature-based. Object recognition techniques are used to detect landmarks
for robotic localisation and mapping in further chapters.
This chapter described probabilistic methods for topological localisation and SLAM.
This methodology will be integrated with perceptual models in further chapters to improve
realiability in outdoor domains. Topological localisation discretises the world into a set of
distinctive places represented with a graph. SLAM incrementally constructs a map while
simultaneously estimating the robot pose. Common approaches to the SLAM problem
involve the Extended Kalman filter, the Unscented Kalman filter and sequential Monte
Carlo techniques such as particles filters.
These concepts are integrated throughout this thesis to address the main issues of autonomous localisation and mapping in unstructured environments, while providing compact
and meaningful representations.

Chapter 3

Recognition of Natural Features
3.1

Introduction

This chapter explores the issues of feature extraction, recognition and segmentation of natural features from images. Features from range sensors are then incorporated in the classification procedure through supervised dimensionality reduction to provide means of combining
both range and image information. Part of the content of this chapter was published in
Ramos et al. (2006).
The first step for recognition is the automatic selection of information representing interesting features. Features can be extracted from imaging sensors, range measurements
or a combination of both. In this chapter, an algorithm based on concepts of information
theory is described for extraction of novel features from the sensory data. Novelty is informally defined to correspond to features with a low probability of occurrence and thus high
information content (Mackay 2003). The objective of effective feature selection is to identify
regions in the image with unique sensory response. The frequency of occurrence of image
properties can be quantified through property histograms and the feature selection problem
is addressed by working with the least likely features.
If the robot is trained before exploration, probabilistic models of features can be employed to recognise and segment objects. The second part of this chapter describes an
algorithm for recognition and segmentation of natural features from few training images.
The main contribution is an algorithm that combines the variational Bayesian Expectation
Maximisation (VBEM) approach for learning Gaussian mixture models (GMMs) with dimensionality reduction to create generative models of object appearances. Classification
using mixtures learnt through VBEM provides a non-linear decision boundary between the
classes and is less noise sensitive than discriminative models (Ulusoy and Bishop 2005).
Models learnt through this approach are used for both recognition and image segmenta-
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tion of natural features in three different environments: underwater, terrestrial and aerial.
Experiments demonstrate that the algorithm can be applied to both environments without
modifications or adjustments. Comparisons with similar techniques show that the proposed
algorithm almost always outperform competitors in terms of classification performance.
The last part of the chapter deals with the problem of recognising natural objects using
both laser and camera information. The proposed algorithm is based on linear dimensionality reduction using PCA, and further Fisher discriminant analysis (FDA). The computed
subspace is augmented with more discriminative dimensions by an orthonormal extension.
The final classification is obtained with logistic regression. The advantages of this algorithm
are the real-time performance and unsupervised fusion of laser and camera data for recognition of natural objects. The approach is tested in a mobile robot for recognition of trees
in a complex environment with irregular terrain and dynamic objects including people and
cars.

3.2

Feature Extraction

The extraction of stable natural features in unstructured dynamic worlds has been a persistent research question at the intersection of robotics, computer vision and machine learning.
Visual feature extraction is inherently complex due to the dependence of sensor data on
factors such as observer viewpoint, ambient illumination conditions and occlusions. Interest
point feature detectors (Tomasi and Kanade 1991) and SIFT(Lowe 2004) are quite successful at extracting reliable features in structured environments, but fail to select a compact
feature set in natural imagery (Figure 3.1). This is due to the richness of texture in natural
imagery. Point feature detectors select features at small scale and so do not respond well to
natural images with rich texture where relevant features are defined at larger scales.
Figure 3.1 illustrates the complexity of natural imagery acquired by unmanned terrestrial
and aerial vehicles. Interest point feature detection schemes such as SIFT are not guaranteed
to extract a compact set of physical features such as trees, shrubs, bush or lakes within these
images. These methods can have significant potential in addressing other pressing issues in
robotics such as loop closure (Newman and Ho 2005). However, the utility of these methods
in autonomous mapping of physical natural features seems limited.
Recent work (Martin et al. 2004) suggests that robust segmentation of unstructured
imagery could be achieved by a linear combination of relevant visual cues such as colour,
texture, colour opponency, motion and spatial proximity. In particular, it has been demonstrated that a rigorous treatment of texture in natural imagery is required to select meaningful features.
The feature selection challenge is quite distinct from the detection of boundaries in
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Figure 3.1: Autonomous vehicles in unstructured environments. Conventional feature extractors such as SIFT extract too many features in natural imagery as shown in the pictures
on the right. The tails of the white lines depict the SIFT extracted features. These features
are not useful in autonomous mapping applications where the main objective is to extract
unique physical features such as trees, bush and lakes that exist in the environment. The
proposed methodology uses a frequentist approach to feature extraction to detect unique
natural features.
natural images is addressed by Martin et al. (2004). A frequentist approach is adopted in
this thesis to select regions of natural imagery with the most unique colour and texture.
The information content of image regions is assumed to be inversely proportional to the
frequency of occurrence of the region properties in the image. If p is the probability of
occurrence of an image property, the Shannon information content is computed as
  
1
h = log
p

(3.1)

where ⌈x⌉ is the smallest integer ≥ x.

3.2.1

Colour

The information content of image regions in colour space IC is computed based on the joint
probability of occurrence of the red, green and blue intensities at each pixel within the image.
Multidimensional histograms are used to compute the joint probabilities at pixel locations.
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Dividing the number of observations in each histogram bin by the total number of pixels,
results in an estimation for the probabilistic density function. The Shannon information
content at a pixel log( 1p ) is computed from the joint statistics.

3.2.2

Texture

Gabor filtering is used to quantify texture as it provides a good approximation of natural
processes in the primary visual cortex (Field 1987). Gabor wavelets are essentially plane
waves restricted by a Gaussian envelope. The spatial domain representation is given as
ψ (z) =



 2 
k2
k2 2
σ
exp
−
z
exp
(i
k
z)
−
exp
−
σ2
2σ 2
2

(3.2)

where k is the centre frequency of the filter and σ is the variance of the Gaussian envelope.
For the specific case of 2D convolution of images with pixel coordinates given by (x, y),
Equation 3.2 is transformed into polar coordinates and include two additional parameters
to encode radial frequency ω0 in radians per unit length and wavelet orientation in radians
θ (Lee 1996)


ω0
ω02 
2
2
ψ (x, y, ω0 , θ) = √
exp − 2 4 (x cos θ + y sin θ) + (−x sin θ + y cos θ)
8k
2πk

 2 
k
.
(3.3)
.
exp (i (ω0 x cos θ + ω0 y sin θ)) − exp −
2
The input image I (x, y) is convolved with a pre-computed filter-bank at multiple scales
given by ω0 and orientations θ to obtain the texture space,
IT =

Z Z
x

y

ψ (x0 − x, y0 − y, ω0 , θ) I (x, y) dxdy

(3.4)

and centred at (x0 , y0 ). The resultant amplitude of the response for the chosen variations
in scale and orientation is assumed to quantify the texture content. Figure 3.2 shows Gabor
wavelets at different scales and orientations as used to quantify texture. As with the colour
information the pixel-wise information content in terms of texture IT is computed from a
histogram of the resultant amplitudes.

3.2.3

Colour-Texture Cue Fusion

A general framework for the fusion of colour and texture requires consideration of the joint
statistics of these visual cues. The existence of simple joint statistical models (i.e. Gaussian
distributions) is questionable in general. The optimal predictor from colour space to texture
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Figure 3.2: Gabor wavelets at different orientations and scales.
space may be non-linear and multi-modal. A criterion that has often been used in data
fusion applications in non-parametric statistics is mutual information (Fisher et al. 2002).
The mutual information content of random variables x and y is defined as (Cover and
Thomas 1991)
I(x, y) = h(x) + h(y) − h(x, y)

(3.5)

where h is the differential entropy of the random variable with an underlying probability
density function p. The differential entropy is computed as
h(x) = −

Z

p(x) log(p(x))dx.

(3.6)

Ω

The differential entropy quantifies the uncertainty of a random variable in terms of the
volume of space occupied by the variable. Similarly, the differential joint entropy is defined
as
h (x, y) = −

ZZ

p (x, y) log (p (x, y)) dxdy.

Ω

A simple linear combination of the colour and texture space information contents is used
to compute the net information content of features with respect to both visual cues. In
general, IT otal = α × IC + β × IT , where α + β = 1. In a practical implementation, equally
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weighted linear combinations have been found to perform reliably. The net information
content is appropriately thresholded to yield the most informative features with respect to
colour and texture.
An assumption is made at this point that there exists a two parameter linear transformation of the form IC = αIT + δ, where α and δ are scaling and translation parameters
respectively. The colour and texture information contents are both defined on the image
plane, and hence there is no rotation involved in the linear transform. A two-dimensional
sample space spanning a range of practical values of δ and α is constructed and the mutual information between IC and IT is maximised through a coarse parameter search in
this space. The computation of mutual information (Equation 3.5) requires the underlying
probability density function p of the random variables that is estimated by histograms of IC
and IT .

3.2.4

Experiments

The entire feature extraction process is illustrated through a simple example image from an
underwater sequence (Figure 3.3). A two dimensional colour histogram of the raw red and
green intensities in the image was computed and the information content of each pixel was
computed as log( p1 ). (Figure 3.3 (b)). In order to promote corals with rich texture content
into the feature space, the raw image was convolved with Gabor wavelets at 4 scales and
6 orientations. The histogram of the resultant amplitudes of the response, IT is shown in
Figure 3.3 (c).

(a)

(b)

(c)

Figure 3.3: Sample image from underwater data sequence (a). Information content in colour
(b) and texture (c) spaces.
The Maximal Mutually Informative (MMI) subspace is computed from an equally weighted
linear combination of the information contents in colour and texture space (Figure 3.4 (b)).
The maximally relevant features (colour coded red) exhibit significant contrast with respect
to their neighbourhoods and permit convenient feature selection through the choice of an
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appropriate mutual information threshold.

(a)

(b)

Figure 3.4: Original image (a) and mutually informative feature set (b). The features that
are maximally informative with respect to both the colour and texture cues are highlighted
in red. They exhibit significant contrast with respect to their local neighbourhoods and are
expected to persist in the environment.
The stability of the feature selection algorithm was tested on a sequence of 100 images
from an existing underwater data sequence and the MMI subspace was used to compute the
feature space as described earlier except for the fact that the colour space description used
a hue histogram as opposed to any of the raw colour components. This choice was preferred
so as to enable robust feature selection over varying illumination states. The results are
shown in Figure 3.5. The promoted features are consistent through the tracked sequence
and are clearly perceived as regions with distinctive hue and texture.

3.3

Recognition and Segmentation from few Images

The procedure just described extracts interesting features from images in an unsupervised
fashion using information measurements in colour and texture spaces. In an unsupervised
approach, features are not necessarily associated to objects or meaningful entities in the
environment. In many applications, training data is available to help with the identification of particular objects. This section describes supervised algorithms for recognition and
segmentation of objects from training data.
Recognising and segmenting objects from images generally involves hundreds of manual
segmentation of objects in the training set (Viola and Jones 2004; Vidal-Naquet and Ullman
2003; Torralba et al. 2004a). Manual supervision of segmentation is very time consuming and
impractical for autonomous robots applications in natural environments given the variability
and complexity of these environments. The algorithm described here minimises segmentation
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Figure 3.5: Stability of the feature selection scheme over 100 images from the reef data.
A sample 8 frames are shown to demonstrate the consistency of the promoted features.
Features with the highest contrast displayed in red physically correspond to regions with
distinctive hue and texture.
supervision and can be trained with few images. Moreover, the algorithm can be applied to
both recognition and segmentation tasks.
Recognition of natural objects requires an accurate probabilistic model of features to
cope with uncertainty and to provide reasonable generalisation over feature classes. Current
density estimation techniques are based on ML or MAP approaches that usually yield acceptable estimators as the number of training features increases (Mackay 2003). However,
these techniques have many practical drawbacks as discussed in Chapter 2.
Bayesian learning can be used to address these problems by estimating both models
and parameters given the observed data. All possible models are represented by probability
distributions over structures and parameters, making possible the identification of optimal
solutions. Bayesian learning takes into account the uncertainty about the model, while ML
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and MAP approaches only evaluate how well the model fits the dataset for a given structure.
Additionally, Bayesian learning methods allow the inclusion of priors over parameters that
can model any a priori knowledge about the context or properties of observed data.
The main caveat regarding Bayesian learning is the complexity of exact computation
which is usually not tractable due to the need to integrate over both models and parameters. The situation becomes even more difficult when the problem includes hidden variables. A number of approximation techniques have been applied to this problem. These
include Laplace (Roberts et al. 1998), Bayesian Information Criterion (BIC) (Schwarz 1978),
Cheeseman-Stutz (Cheeseman and Stutz 1996), Markov Chain Monte Carlo (MCMC) and
variational methods (Jordan et al. 1999; Jaakkola and Jordan 2000; Attias 1999; 2000). For
robotics problems, the Laplace approximation is not suitable since good approximations are
only obtained for large numbers of samples. MCMC is slow and does not scale well with
feature dimensionality. Of the other three, variational methods seems to outperform BIC
and the Cheeseman-Stutz approximation (Beal 2003; Minka 2001b), with the advantage of
having the same time complexity as conventional Expectation Maximisation (EM) methods.
The algorithm has three main steps. First, the image is divided into small nonoverllaping
patches of the same size (see Figure 3.6). Each patch is then convolved with multiples Gabor
wavelets (Field 1987) at different positions and orientations to encode texture information
as described in Section 3.2. An image I is thus represented as a set of n patches ZI =
 I I
Z1 , Z2 , . . . , ZIn . The dimensionality of this set is usually too large for direct density

estimation1 . Dimensionality is reduced by applying PCA which projects the patches into a

d-dimensional space zI = zI1 , zI2 , . . . , zIn 2 . In the last step, VBEM is used to estimate a

probability density for the dataset, where the number of components and the parameters of

the GMM are automatically computed (Figure 3.6).
For recognition two sets of data are provided to the algorithm. The first contains images
with instances of the object to be recognised. The second contains general images of the environment, without the object. The algorithm will then learn two densities p(z′ | zI , object)

and p(z′ | zI , no object) which are generative models of the object and background appear-

ances. Having learnt these two models, object recognition from a generic image can be
computed as described in Section 3.3.4.
For segmentation, only one generative model is learnt from a training set containing images of the object to be segmented. Once learnt, components associated with object patches
are manually selected. Thus, the learning process for segmentation is semi-supervised only components associated with the particular object need to be informed, not the raw

1
For instance, patches of 7 pixels of side convolved with 4 wavelets and with 3 colours would have
dimensionality of 7 × 7 × (3 + 4) = 343.
2
Note that there is a slight change in notation at this point. Lower case zI is used to denote a set instead
of upper case. This is used to avoid confusion with observations in the high-dimensional space ZI .
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Image
I

Division into patches

Gabor wavelet convolution

Z

I

PCA
zI
VBEM

p(z |m5)

p(z |m4)

p(z |m3)

p(z |m2)

p(z |m1)

p(z’ | z,I object)

Figure 3.6: Block diagram of the proposed algorithm. Given an image with an object, VBEM
is used to discover the number of components and their parameters. Different models are
evaluated and the selected one is returned with the estimated parameters of the density
p(z′ | zI , object).
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segmentation. Indicating the object components is achieved by plotting the weights of the
components for image patches with and without the object. This process is performed
rapidly and once for each object class.
Both recognition and segmentation can be computed in real-time once models have been
learnt. The online process consists of Gabor wavelet convolution, dimensionality reduction
with PCA, and classification of image patches from the model learnt.

3.3.1

VBEM for Mixtures of Gaussians

In this section, the variational approach for Bayesian learning of a mixture of Gaussians
is presented. As an algorithm proposed in a Bayesian framework, VBEM has to work
with prior distributions over parameters. For any choice of priors the lower bound on the
marginal likelihood (used to compare different models) is guaranteed to increase in each
iteration. However, the choice of priors can significantly influence the performance of the
algorithm as a whole since the convergence speed can vary drastically. In the particular case
of exponential family distributions, there is a convenient class of subjective priors, known
as conjugate priors (Bernardo and Smith 1994), that often lead to analytically tractable
integrals and also have an intuitive interpretation as expressing previous observations under
the model.
Mixture models have been used in robotics for some time. However, there are two main
reasons why they are not popular for density estimation. First, parameter estimation is
usually accomplished by using ML techniques such as EM, which can be slow to converge
and can not guarantee a global maximum. Second, the number of components in the mixture
is commonly unknown and it has to be specified a priori, by some expert.
Previous approaches to automatically identifying the number of components use a scoring
function that takes into account how well a model fits the data while penalising complexity.
In this sense, EM can be used with different scoring functions and heuristics to make the
searching process more efficient. In X-means (Pelleg and Moore 2000), the central idea is
to extend the well known K-means (Duda et al. 2001; Mackay 2003) to a soft K-means
(which is similar to EM) and evaluate models using the Bayesian Information Criterion
(BIC) scoring function3 . The algorithm starts with one component and uses a heuristic
to split it into more components. This approach has two main problems: First, for every
split operation, K-means has to be re-executed, making the algorithm slow. Second, its
formulation only considers spherical Gaussians. With this constraint it is not possible to
encode correlations between different dimensions, which are commonly present in perception
and state estimation problems.
3

The BIC scoring function is also the negative of the minimum description length approach (Suzuki 1998).
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The VBEM algorithm overcomes most problems with these alternative methods. First,
VBEM is not constrained to using only spherical Gaussians, being able to deal with fully
populated covariance matrices. Second, it does not suffer from the overfitting problem since
the Bayesian learning formulation implicitly penalises complexity (Occam Razor principle).
Third, the search for the best model starts with simpler models, and more complex cases are
evaluated after. For mixtures of Gaussians, the first model evaluated has a single component.
Further models are computed by splitting of previous models, thus saving time and memory.
Fourth, by using priors on the distributions, expert knowledge or past observations can
significantly reduce the number of features necessary to obtain a good representation. In
image recognition, for example, past images of chairs can constitute good prior knowledge
for representing couches. Thus, instead of hundreds of images of couches, five to ten are
enough for good object representation. This property is very important in object recognition
tasks as shown in (Fei et al. 2003).

3.3.2

Bayesian formulation for GMM

The training data consisting of image patches projected in a low-dimensional space is used
to learn generative models for objects. This problem is formulated in a Bayesian framework
where the model selection task consists of calculating the posterior distribution over a set
of models (which in this case will be GMMs with different numbers of components) given
the prior knowledge and the dataset. Lets denote s the hidden variable representing the
weights, z the observed patches, θ the parameters of a model M and p(M ), p (θ | M ) the
prior over models and their parameters respectively, the posterior over models M given these

observations is given by
p (M | z) =

p (z | M ) p (M )
.
p (z)

(3.7)

The best model M maximises this posterior. The term p (z | M ) in Equation 3.7 is the
marginal likelihood and is the key expression in the Bayesian formulation for model selection,

since it is an average of how good a particular model fits the observations over all possible
parametrisation, convolved by the prior function. This quantity permits the comparison of
different models given the data. Analytical solutions do not exist in general as described in
Chapter 2. The idea of the variational Bayesian approach is to approximate the marginal
likelihood with a lower bound using variational calculus techniques (Jordan et al. 1999;
Minka 2001b; Beal 2003).
Introducing a free distribution q over the hidden variable s and the set of parameters θ,
RP
with
s q (s, θ) dθ = 1, and applying Jensen’s inequality (Cover and Thomas 1991), it is

possible to compute a lower bound on the log of the marginal likelihood:
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q (s, θ) log

s

p (s, z, θ | M )
dθ.
q (s, θ)

(3.8)

Maximising this lower bound with respect to the free distribution q (s, θ) is difficult. A better
strategy is to factorise it to yield a variational approximation in which q (s, θ) ≈ qs (s) qθ (θ):
Z X
p (s, z, θ | M )
qs (s) qθ (θ) log
log p (z | M ) ≥
dθ
(3.9)
qs (s) qθ (θ)
s
= FM (qs (s) , qθ (θ) , z) .

(3.10)

The quantity FM is a functional of the free distributions qs (s) and qθ (θ) and is known as
the negative free energy. As defined in Chapter 2 it is the difference between the entropy
of the free distribution and its expectation. The variational Bayesian algorithm iteratively
maximises FM with respect to the free distributions until the function reaches a stationary

value. By taking the functional derivatives of FM with respect to qs (s) and qθ (θ), and
equating them to zero,

∂
∂qs (s) FM

(qs (s) , qθ (θ)) = 0,

∂
∂qθ (θ) FM

(qs (s) , qθ (θ)) = 0, produces:

VB-E Step:
(t+1)
qs

(s) ∝ exp

Z

log p (s, z |

(t)
θ, M ) qθ (θ) dθ



(3.11)

VB-M Step:
(t+1)
(θ)
qθ

∝ p (θ | M ) exp

"
X
s

log p (s, z |

(t+1)
(s)
θ, M ) qs

#

.

(3.12)

An interesting implementation of VBEM uses conjugate priors that are analytically tractable
and easy to interpret. Thus, Dirichlet, Normal and Wishart multivariate distributions (Muirhead 1982) are used as priors over weights, means and covariances. They are denoted as

D (π; λ), N x; µ, Σ−1 and W (Γ; α, B) and are functions of their hyperparameters. Also, a
multivariate Student-t distribution S (x; ρ, Λ, ω) is used to represent the predicted density.
Assuming a particular model M , the Gaussian mixture model has S components, where
each component has weight given by πs , mean µs and covariance Γs . The set of parameters
can be written as θ = {π, µ, Γ} where π = {π1 , π2 , . . . , πS }, µ = {µ1 , µ2 , . . . , µS } and
Γ = {Γ1 , Γ2 , . . . , ΓS }.

Given these parameters and the model, the likelihood of an observation (an individual patch)
zi in a d-dimensional space can be written as
S
X
p (sn = s | π) p (zi | µs , Γs ) ,
p (zi | θ, M ) =

(3.13)

s=1

where each component is a Gaussian with p (zi | µs , Γs ) = N (zi ; µs , Γs ) and p (sn = s | π)

is a multinomial distribution representing the probability of the observation zi be associated
with component s.
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The prior over the parameters is given by
p (θ | M ) = p (π)

Y
s

p (Γs ) p (µs | Γs )

(3.14)

where the weight prior is a symmetric Dirichlet p (π) = D (π; λ0 I), the prior over each

covariance matrix is a Wishart p (Γs ) = W (Γ; α0 , B0 ) and the prior over the means given

the covariance matrices is a multivariate normal p (µs | Γs ) = N (µs ; m0 , β0 Γs ). The joint
likelihood of the data, assuming the samples are i.i.d., can be computed as
N
Y
p (sn = s | π) p (zi | µs , Γs )
p (z, s | θ, M ) =

(3.15)

i=1

where z = {z1 , z2 , . . . , zN } and s = {s1 , s2 , . . . , sS }.
The variational approximation for the log marginal likelihood leads to the following free
densities q:
• For the covariance matrices, q (Γ) =
• For the means, q (µ | Γ) =

Q

s q (µs

Q

s q (Γs )

with q (Γs ) = W (Γ; αs , Bs );

| Γs ) with q (µs | Γs ) = N (x; m0 , βs Γs );

• For the mixing coefficients, q (π) = D (π; λ), where λ = {λ1 , λ2 , . . . , λs };
• For the hidden variable s, q (s) =

Q

s q (ss ).

Taking the functional derivatives of the free energy with respect to the free densities q
produces the update rules of VBEM for the mixture of Gaussians case. In the VBE-Step
the weights of the hidden variable are calculated and in the VBM-Step parameters and
hyperparameters are updated. These rules are presented in B.
Once parameters and the model are obtained, the predictive density for a particular patch
p (z′i | z, M ) has a closed-form solution of a mixture of Student-t distributions,
S

 X
′
π̄s S z′i ; ρs , Λs , ωs ,
p zi | z, M =

(3.16)

s=1

with ωs = αs + 1 − d degrees of freedom, where the means are ρs = ms and the covariances

are Λs = ((βs + 1) /βs ωs ) Bs . The weights are computed based on the hyperparameters of
P
the Dirichlet distribution with π̄s = λs / s′ λs′ .

3.3.3

Model Selection

VBEM allows direct model comparison by evaluating the free energy function of different
models. In the case of mixtures of Gaussians this model can be a single component or
a mixture with hundreds of components. Theoretically, there is no limit on the number
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of components and the search for the best model can be cumbersome. To cope with this
problem, a heuristic based on birth and death of components is used. This heuristic is
appropriate for robotics problems since simpler models are evaluated before more complex
ones, thus decreasing computational complexity.
The birth-death heuristic used here has the same stopping and splitting criteria as in
(Beal 2003) for mixtures of factor analysers. The selection for splitting is based on the
component with the smallest individual free energy. The search ends when all existent
components were divided but none of those divisions resulted in free energy improvement.
As VBEM proceeds estimating the parameters of a particular model and optimising the
objective function, it is necessary to know when to stop and compare the free energy of this
model with another. This stopping criterion must be invariant to dimensionality and amount
of data. For this reason, the obvious manner of checking the free energy difference between
two iterations is not adequate since it is difficult to define a threshold for this quantity that
scales appropriately with dimensionality, complexity and amount of data. Also, this method
would require the computation of the free energy in every iteration, which can slow down
the process considerably. An alternative implementation examines the rate of change in the
weight estimate q (si ). A measure of this quantity averaged over all data is given by the
agitation:

t

agitation(s) ≡

Pn

i=1

q (si )(t) − q (si )(t−1)
,
Pn
(t)
i=1 q (si )

(3.17)

where (t) denotes the iteration number. When the agitation is smaller than a threshold, the
estimation is said to be mature enough and VBEM can stop, compute the free energy and
compare it with other models. The same idea was used in (Beal 2003) for a mixture of factor
analysers. Note that by using agitation, the free energy needs to be calculated only once for
each model - at the end, when the estimation is mature - saving computational time since
agitation is much simpler to calculate than the free energy.
The implementation of the birth and death heuristic starts by evaluating a model with
a single component. Once VBEM reaches maturity for this model and its free energy is
computed, the component can be split into two and the parameters of this new model
evaluated. It is necessary to define a direction or method to divide one component into two.
The procedure implemented in this thesis samples a direction d and defines an allocation
indicator variable for each data point, d ∼ N (d; µs , Σs ) and
ri =

(

1 if (yi − µs )T d ≥ 0

0 if (yi − µs )T d < 0

for i = 1, . . . , n.

(3.18)
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From these two expressions, it is then possible to reassign points associated with the
parent component q (si ) to the two children, introducing a hardness parameter αh , ranging
from 0.5 to 1:
q (sai ) = q (si ) [αh ri + (1 − αh ) (1 − ri )] ,

(3.19)

 
q sbi = q (si ) [(1 − αh ) ri + αh (1 − ri )] .

(3.20)

The hardness parameter defines how much weight is transferred to the assigned child.
When αh = 0.5 the weight is shared equally. With these responsibilities, the parameters of
the new model are updated in the VBM-Step which continues until maturity.
A selection criterion needs to be defined to choose which component to split. This is
achieved by analysing the individual free energies of the components. The component with
the smaller free energy is the preferable one for division.
The heuristic continues, trying to split existing components and checking if there is
improvement in the free energy. A tentative model is disregarded if there is death of a
component or if there is no free energy improvement. This is easily verified by checking
if any of the responsibilities is below a certain threshold. This means that the component
has little or no importance for the data description. The process ends when all existent
components are divided but none of these divisions resulted in free energy improvement.

3.3.4

Segmentation and Recognition with VBEM

Object recognition is the task of identifying objects in images given a set of training images
with instances of the objects of interest. The algorithm just presented uses VBEM to learn
a probabilistic density from the training data. In this section, it is explained how those
models can be used for object recognition and segmentation.
Recall that for recognition two models are learnt, p(z′ | z, object) is the generative

model of the object and p(z′ | z, noObject) is the generative model of the background

(environment). Recognition is then computed by a Bayesian decision where presence is
assigned to images that makes the relation R larger than a threshold

R =
=

p (object | z′ , z)
p (noObject | z′ , z)
p(z′ | z, object)p(object)
.
p(z′ | z, noObject)p(noObject)

(3.21)

The predictive densities p(z′ | z, object) and p(z′ | z, noObject) are given in Equation
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B.21. Setting the relation p (object) /p (noObject) to one and considering that the samples
(patches on the image) are independent and identically distributed (i.i.d), the relation between the likelihoods using the model learnt with and without the object of interest is given
by


obj
′ ; ρobj , Λobj , ω obj
π̄
S
z
s
s
s
s
i
s=1
i=1
.

R= Q P
SnoObj noObj
N
′ ; ρnoObj , ΛnoObj , ω noObj
π̄
S
z
s
s
s
s
s=1
i=1
i
QN PSobj

(3.22)

Segmentation is performed by classifying each individual patch separately. This implies
that patches are i.i.d which is clearly a simplification of the problem by not modelling spatial
correlations. However, this results in a much faster algorithm that performs well for objects
without well defined geometry like trees, pieces of coral, etc. Given the learnt probability
density from VBEM and a set of components corresponding to object patches, a patch z′i is
classified as object if
arg max π̄sobj S
s



obj
obj
′ obj
∈ Sobj ,
zi ; ρs , Λs , ωs

(3.23)

where Sobj are the components previously assigned to the object by an expert after the
learning phase.

3.3.5

Experiments

The algorithm was tested with images obtained from terrestrial, underwater and aerial
vehicles at 640 × 480 resolution. Patches were extracted at 11 × 11 pixels and convolved
with a bank of Gabor wavelets, at 2 scales and 2 orientations, resulting in a dimensionality

of 847. The dimensionality was reduced to 5 with PCA and then VBEM trained with the
resulting dataset. The number of dimensions was estimated by checking the magnitude of
the eigenvalues computed by PCA.
Recognition performance was measured by the area under the receiver-operating characteristic (AROC). Recognition is performed by computing Equation 3.22 which takes 0.6
second per image in a Pentium M 1.7GHz. The performance is shown in Table 3.1 for four
different datasets (example images of those datasets are shown in Figure 3.7). The proposed
algorithm compares favourably with current object recognition techniques (Fei et al. 2003;
Torralba et al. 2004a) with the advantages of requiring very small datasets and being able to
do segmentation as well. The only dataset whose performance was under 70% was the fence
dataset. The reason is that the fences in the dataset are of very small size in the images
which make the recognition problem very difficult. In this case, the algorithm based its
classification on the context of the image, rather than on the object itself. In the other three
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datasets the performance was over 90% which is exceptional considering the complexity of
the natural environments (shadows, view points with different inclinations, blurring caused
by the robots moving on a irregular terrain, etc).
Dataset
Lakes
Fences
Trees
Corals

N. Training Images
6
6
10
8

N. Testing Images
569
345
173
3566

AROC
94.49
68.72
96.31
93.33

Table 3.1: Recognition performance of the proposed algorithm for different datasets.
Segmentation was tested in three different domains, for three natural features. In the
first experiment, the algorithm was presented with 10 images of trees and bush for training.
It was then evaluated with 173 images taken from a farm environment. In the second
experiment, 10 images of roads taken from an unmanned aerial vehicle (UAV) were used for
training while other 300 images were used for testing. In the last experiment, an autonomous
underwater vehicle (AUV) was used to take 5 images of a specific piece of coral for training.
The vehicle used the segmentation algorithm to recover the individual coral from a sequence
of 3000 testing images.
Figure 3.8 shows segmentation results from two images of each experiment. For the
tree/bush case, the algorithm also tried to distinguish between trees and bush patches - a
very difficult problem considering that bush and trees are very similar. The results show that
the algorithm correctly segments bushes, with few missassigments of bush to parts of trees
(orange patches represents trees and red patches bush). Roads were correctly segmented
with few problems cause by shadows. In the coral dataset, the pink coral was the one
selected for segmentation. It was successfully segmented even with pieces of coral of similar
colour nearby, indicating that texture is the most important feature in this case.
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(i)

(ii)

(iii)

(iv)
Figure 3.7: Example of images from (i) lake dataset, (ii) fence dataset, (iii) tree dataset,
and (iv) coral dataset. Some of the images contain the object of interest while others have
only the background.
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(i)

(ii)

(iii)
Figure 3.8: Segmentation results for tree/bush in a farm environment (i); roads from an
aerial images (ii) and a piece of coral in an underwater environment (iii).

3.4 Laser-Camera Landmark Recognition

3.3.6

67

Comparison of VBEM with EM

VBEM and EM were compared in terms of recognition performance for two different problems. In the first, the number of components was fixed to evaluate how accurately they
perform in parameter estimation. The results are shown in Table 3.2. VBEM outperforms
EM in almost all cases. The reason, as explained in Chapter 2, is the more general estimation
process using the underlying likelihood that Bayesian approaches provide. This makes the
algorithm less sensitive to local maxima and initialisation. In only one case EM performed
better. This could be the result of a better initialisation in EM for the particular case.
N. comp.
25
20
15
10
5
3
1

VBEM
95.57
95.25
95.55
93.81
96.42
89.87
94.70

EM
89.12
87.15
96.69
90.36
93.55
83.59
94.70

Table 3.2: Recognition performance of VBEM and EM (AROC) in fitting mixtures with
different number of components. The trees dataset was used in this experiment.
In the second problem VBEM and EM with BIC (similar to X-means (Pelleg and Moore
2000)) were used for both parameter and component number estimation. The results are
shown in Table 3.3. VBEM outperforms EM-BIC in both cases being 7% better for the tree
dataset.
Dataset
Tree
Coral

N. Training Images
10
8

N. Testing Images
173
3566

EM-BIC
89.59
91.85

VBEM
96.31
93.33

Table 3.3: Comparison between EM-BIC and VBEM for object recognition (AROC) for the
tree and the coral datasets.

3.4

Laser-Camera Landmark Recognition

Commercially available robotic platforms are frequently equipped with a laser scan and a
camera. When the task requires recognition of objects or landmarks, the combination of
these two sensors can improve both accuracy and speed of recognition algorithms. The
major problem of landmark recognition in outdoor applications is the need to use highresolution cameras to provide a sufficient number of pixels for recognition of landmarks far
from the robot. On the other hand, real-time recognition in high-resolution images remains
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a computationally expensive task even for speed-optimised algorithms such as (Viola and
Jones 2004).
In the approach described here, the laser scan is used to select regions of interest (ROI)
in the image. Only the corresponding regions in the image data are processed to recognise
landmarks in real-time. The laser is thus responsible for allocating visual attention for
landmark recognition. This process requires the extrinsic calibration of these two sensors as
described in Appendix A.
Shape information from laser data can be used in conjunction with image properties
to classify objects as landmarks. By reducing the dimensionality of the combined data,
classification is performed with the most discriminative features as a result of the lasercamera fusion. The recognition process has four steps to be described as follows: laser
clustering, sub-image processing, dimensionality reduction and probabilistic classification.
Figure 3.9 illustrates the main steps of the algorithm.
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Figure 3.9: Diagram of the recognition algorithm from laser and image. In the feature
extraction block, laser is used to select regions of interest in the image. The selected patch
contains appearance information which is augmented with shape descriptors from laser.
The dimensionality is reduced with a combination of PCA, FDA and orthonormalisation
expansion. The final classification is obtained with logistic regression.
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Laser Clustering and Shape Descriptors

In outdoor environments, a typical laser scan is characterised by the existence of sparsely
distributed clusters of laser points. Thus, the first step of the algorithm is to identify and
associate points belonging to the same clusters. This clustering operation is unsupervised
in the number of clusters and must be performed in real-time. The solution adopted uses
a simple recursive algorithm that cluster laser points whenever the distance of a point to
its nearest neighbour in a particular cluster is smaller than a defined value - 1 metre is
used in the experiments. The pseudo code for the laser clustering algorithm is presented
in Algorithm 1. It starts by computing a distance matrix of all laser points in Cartesian
coordinates. In the main loop, a recursive function is called which assigns a point to a
cluster whenever its distance to the closest point in the cluster is smaller than a threshold.
When there is no point satisfying this condition, the algorithm starts allocating points to a
new cluster.
Algorithm 1 Recursive Clustering of Laser Points
Inputs: laser points (PTS), distance threshold (T)
Output: cluster indexes (IND)
ClusterLaser(PTS,T)
1. D←distances(PTS) //compute a distance matrix for all PTS
2. while all_visited==0 //still points to check
3. P←selectP(PTS) //select a point P not yet visited
3. IND←Neighbours(D, P, IND, T, all_visited)
4. ncluster←ncluster+1 //starts a new cluster
5. end
Neighbours(D, P, IND, T, all_visited)
1. [P,d]←closest(P,D) //compute the closest point of P
2. update(all_visited,P) //update the flag matrix
3. if d<T
4. IND(P)←ncluster
5. IND←Neighbours(D, P, IND, T, all_visited)
6. end
Figure 3.10 shows the result of the clustering algorithm in an urban environment. The
algorithm correctly assigns points on the tree to the same cluster and points on the post to
another cluster. Objects at the back such as the wall and the bicycles are all allocated to
another cluster. The number of clusters is automatically learnt given the distance threshold.
For a laser scan with 360 points, the algorithm takes approximately 60ms to converge.
To extract shape information from identified clusters, points are first translated to the
origin by subtracting the cluster mean. They are then rotated by the angular position of the
cluster centre with respect to the robot orientation. Given a laser scan with N points and
Cartesian coordinates L = [X, Y ]T , the recursive clustering algorithm is applied to divide
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Figure 3.10: Projection of laser points in the image and resulting clusters found by the
algorithm. Points of the same cluster are assigned the same colour. Note that laser points
on the post and on the tree are in different clusters. Points on the wall, bicycles and bicycle
racks are assigned to the same cluster.
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the scan into c sets of points such that L = L1 ∪ L2 ∪ . . . ∪ Lc . For each cluster Li , the mean

is subtracted to translate the cluster to the origin:
LTi

=

"

Xi − E[Xi ]
Yi − E[Yi ]

#

(3.24)

.

Points are then rotated with respect to the angle between the
 robot
 heading and the
E[Yi ]
π
centre of the cluster. This angle is computed as θi = 2 − arctan E[Xi ] and used with the
rotation matrix:

LTi R

=

"

cos (θ) − sin (θ)
sin (θ)

cos (θ)

#"

XiT
YiT

#

.

(3.25)

This operation tries to make laser points invariant to affine transformations.
A second-order polynomial is fitted to the translated and rotated points and the coefficients a1 , a2 , a3 are the final features used for recognition in conjunction with image features.
This shape descriptor is very simple compared to many spline, Fourier or snakes descriptors
used in computer vision. However, it is very efficient and can be computed with only three
or more laser points in a cluster. Figure 3.11 illustrates the steps for shape modelling with
laser in an outdoor scene.

3.4.2

Defining a ROI with Laser

Given a calibrated camera with intrinsic parameters K, the corresponding pixel coordinates
p = [u, v]T of points in the world coordinate system P = [X, Y, Z]T can be computed
as p ∼ K(RP + t), where R is a 3 × 3 rotation matrix and t is a 3D-vector representing
translation. Assuming that Pl is a point in the laser coordinate system and Pc in the camera,

the equation Pl = ΦPc + ∆ represents the transformation from camera to laser coordinates,
where Φ and ∆ are rotation and translation parameters for the laser-camera calibration.
To compute Φ and ∆, the method described in (Zhang and Pless 2004) is used (see also
Appendix A). The outputs are the optimised parameters Φ and ∆ that, in conjunction with
the intrinsic parameters K of the camera, allow the projection of laser points into images.
Laser points belonging to the same cluster are used to define a ROI of size W × H,

where W is set to twice the distance between the projected laser points at the extremes of
the cluster. H is set to twice the size of W . The width of the ROI is larger than the size
of the object to account for non-cylindrical shapes and misalignments between camera and
laser readings when obtained at slightly different times. The ROI is then resized to 75 × 150

in the experiments described in this section. This process also makes the ROI less sensitive
to scale variations since the actual size of the object obtained from laser is used to define
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Figure 3.11: Steps involved in the extraction of shape descriptors from a laser scan. (1)
Laser points projected into the image. (2) Detected clusters. (3) Translation to the origin.
(4) Rotation with respect to robot heading. (5) Polynomial fitting.
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the size of the ROI. Figure 3.12 shows the laser points projected into four images and the
selected ROI for further processing. This operation saves significant computational time
since only parts of the high-resolution image will be further processed.

Figure 3.12: Selected regions of interested after clustering and projecting laser points into
the images.

3.4.3

Supervised Dimensionality Reduction

The next step of the algorithm aims to reduce the dimensionality of the points to something
more tractable where classification techniques can be applied. The ROIs can be seen as
points in a very high dimensional space where each pixel and colour component constitute a
dimension. For experimental evaluation, ROIs are further convolved with Gabor wavelets to
account for texture information which, by adding the shape descriptors from laser, result in a
78753-dimensional space. Direct classification in such a high dimensional space is intractable
even for fast techniques such as boosting. The alternative adopted is to perform a supervised
dimensionality reduction first and then classify the points in a reduced space.
Most dimensionality reduction methods such as PCA are unsupervised and discover
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dimensions that best describe the data. A better strategy when dealing with classification is
to use the labels available from the training dataset to seek dimensions that best discriminate
the data so as to facilitate classification. This is the main property of Fisher Discriminant
Analysis (FDA) which finds linear projections of the data where separation is maximised.
In this sense, FDA computes a vector Wf da that maximises the following objective function:
J(Wf da ) =

WfTda SB Wf da
WfTda SW Wf da

(3.26)

where SB is known as the between classes scatter matrix and SW as the within classes scatter
matrix. Formally, these matrices are defined as:

SB =

C
X
c=1

SW =

Nc (µc − µ) (µc − µ)T

C
X
X

c=1 xk ∈Xc

(xk − µc ) (xk − µc )T

(3.27)

(3.28)

where the mean of points in class c is
µc =

1 X
xk
Nc

(3.29)

k∈C

and the total mean is
N
C
1 X
1 X
xi =
Nc µc
µ=
N
N
i=1

(3.30)

c=1

with Nc denoting the number of points in class c. The solution can be interpreted as
separating the class means measured relative to the sum of the variances of the points
assigned to a particular class. Furthermore, rewriting the problem in terms of the total
scatter matrix,

ST =

N
X
i=1

(xi − µ) (xi − µ)T

(3.31)

which is given as ST = SW + SB , the objective function can be expressed as
J(Wf da ) =

WfTda ST Wf da
WfTda SW Wf da

− 1.

(3.32)

Therefore, the objective can be seen as maximising the total scatter matrix while minimising
the within scatter matrix of the classes.
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Since the objective J is invariant w.r.t rescalings of Wf da it is always possible to have
a denominator WfTda SW Wf da = 1. This leads to the following constrained optimisation
problem,
1
min − WfTda SB Wf da ,
2

(3.33)

WfTda SW Wf da = 1.

(3.34)

Wf da

with the constraint

The corresponding Lagrangian is therefore,

1
1
Lf da = − WfTda SB Wf da + λ WfTda SW Wf da − 1
2
2

(3.35)

which with the Karush-Kuhn-Tucker conditions reduces to a generalised eigenvalue problem,
(3.36)

SB Wf da = λSW Wf da .

At this point, the generalised eigenvalue problem can be solved directly (for example with
the QZ algorithm) or transforming it in a regular eigenvalue problem using the fact that SB
1

1

is a symmetric positive definite matrix and hence can be written as SB2 SB2 . This is possible
1

1

by computing a spectral decomposition of SB as SB = U ΛU T ⇒ SB2 = U Λ 2 U T . Defining
1

V = SB2 Wf da , the problem reduces to a regular eigenvalue problem for a symmetric positive
definite matrix G
(3.37)

GV = λV
1

1

−1 2
where G = SB2 SW
SB . The eigenvectors V correspond to the solution for Wf da as Wf da =
−1

SB 2 V .
The last step is to choose which eigenvalue and eigenvector maximises the objective.
Substituting the solution into the objective J gives
J(Wf da ) =

WfTda SB Wf da
WfTda SW Wf da

= λk

wkT SW wk
= λk
wkT SW wk

(3.38)

indicating that the largest eigenvalue is the desired solution.
Frequently in problems of computer vision, the number of dimensions is much larger than
the number of points in the dataset. As a consequence, the within class scatter matrix SW
becomes singular which results in numerical problems when computing FDA. To overcome
this the method proposed in Fisherfaces (Belhumeur et al. 1997) for face recognition can be
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used. In this method PCA is initially applied to the dataset to reduce the dimensionality to
N − c, where N is the number of samples and c the number of classes. FDA is then applied

to the resulting dataset for the final dimensionality reduction. Formally, the problem is
T with
defined as the computation of Wopt
T
T
Wopt
= WfTda Wpca

(3.39)

Wpca = arg max W T ST W

(3.40)

where

W

and

Wf da = arg max
W

T S W
W T Wpca
B pca W
T S W
W T Wpca
W pca W

(3.41)

which is solved as described above.
FDA is able to compute c − 1 dimensions that best separates classes in a linear sense.

However, in problems of classification with a small number of classes, FDA can find only few
dimensions. Experiments with outdoor imagery suggests that adding more dimensions to
FDA results in better classification performance. In the tree recognition dataset - a binary
classification problem - observations are classified as tree or no tree. Therefore, FDA can
compute only a single discriminative dimension to project the dataset. To expand this to
more dimensions, the procedure proposed by Okada and Tomita (1985) is used.
Given that the first axis found by FDA is W1 , the second axis W2 must satisfy the
orthogonality condition W2T W1 = 0 while maximising the objective J. W2 is thus in a
(n − 1)-dimensional subspace orthogonal to the first axis W1 and should maximise J in this
subspace, where n is the dimensionality of the data. Defining Γn−1 as a (n − 1)-dimensional

subspace orthogonal to W1 , the Gram-Schmidt orthonormalisation procedure can be applied
to project this into n − 1 vectors ei , i = 2, 3, . . . , n

e2 = α2 I − e1 eT1 ψ2

e3 = α3 I
..
.

− e1 eT1

−

e2 eT2

(3.42)


ψ3


en = αn I − e1 eT1 − . . . − en−1 eTn−1 ψn

where e1 = W1 , I is the n × n identity matrix, ψi is an arbitrary n-dimensional vector which

is linearly independent of ej , j = 1, 2, . . . , i − 1. αi is chosen so that kei k = 1. The resulting

set of vectors ei satisfy the orthogonality condition, eTi ej = 0 with i 6= j.
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The scatter matrices SW and SB can thus be projected into the subspace Γn−1 by defining
an n × (n − 1) matrix
P1 = [e2 e3 . . . en ]

(3.43)

SW,2 = P1T SW P1

(3.44)

SB,2 = P1T SB P1 .

(3.45)

and transformations

Matrices SW,2 and SB,2 are of size (n − 1) × (n − 1). They are used to compute a new

objective function J2 whose solution gives the second dimension for the expansion,
J2 (Wf da 2 ) =

WfTda,2 SB,2 Wf da,2
WfTda,2 SW,2 Wf da,2

= λ2k

w2Tk SW,2 w2k
w2Tk SW,2 w2k

= λ2k

(3.46)

where maximisation is obtained when λ2k is the largest eigenvalue of the corresponding w2k
eigenvector. w2k is a vector in a (n − 1)-dimensional space that can be transformed to a

n-dimensional space to recover the second axis W2
W2 =

P1 w2k
.
kw2k k

(3.47)

The general recursive procedure to add r th axis Wr satisfying the orthogonality constraint
while maximising J can be summarised as follows.
1. Span an (n − r + 1)-dimensional subspace Γn−r+1 orthogonal to the r − 1 axes Wi ,
i = 1, 2, . . . , r − 1, by using n − r + 1 vectors ei


ei = αi I −

i−1
X
j=1



ej eTj  ψi ,

with i = r, r + 1, . . . , n, ej = Wj , j = 1, 2, . . . , r − 1, αi and ψi are normalising con-

stants and arbitrary vectors respectively, satisfying the conditions described before.
The projection n × (n − r + 1)-dimensional matrix Pr−1 is defined as
Pr−1 = [er er+1 . . . en ]
2. Transform SW and SB into matrices in the subspace Γn−1 :

(3.48)
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T
SW,r = Pr−1
SW Pr−1

(3.49)

T
SB,r = Pr−1
SB Pr−1

(3.50)

3. Compute the generalised eigenvalue problem:
SB,r wr = λSW,r wr

(3.51)

where λ is the largest eigenvalue.
4. Transform the solution wr into a n-dimensional vector:
Wr =

3.4.4

Pr−1 wr
.
kwr k

(3.52)

Logistic Regression

With data points mapped to a reduced and discriminative space, the next step is the final
classification. Several algorithms can be used (SVMs, Boosting, Naive-Bayes, Classification
trees, K-nearest neighbours, etc) for this task. However, given real-time constraints, speed
is an important factor. Experiments demonstrate that linear classifiers perform well at a
good speed for most of the outdoor datasets tested. Among the linear methods, logistic
regression is more flexible than Naive-Bayes and conventional linear discriminant analysis
classifiers by not requiring the assumption that data is Gaussian.
In logistic regression, the posterior distribution of a class X = k given observations
z = zi is computed from the logit function

and


exp βk,0 + β Tk zi
p(X = k | z = zi ) =
 , k = 1, 2, . . . , K − 1
P
T
1 + K−1
l=1 exp βl,0 + β l zi

p(X = K | z = zi ) =

(3.53)

1

,
exp βl,0 + β Tl zi

T
which sum to one. The set of parameters in the model is θ = β1,0 , β1T , . . . , βK−1,0 , βK−1
1+

PK−1
l=1

that defines the posterior p(X = k | z = zi ; θ).

Learning logistic regression models requires the computation of the parameters θ, which
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can be performed by an ML estimator. Given a training set of N observations (ki , zi ), the
log-likelihood is

l (θ) =

N
X
i=1

log p (X = ki | z = zi ; θ) .

(3.54)

In the most common case, for binary classification, it is convenient to represent the twoclass categorical variable X via a 0/1 response so that ki ∈ {0, 1}. Using the fact that

p(X = 1 | z = zi ) = 1 − p(X = 0 | z = zi ), the log-likelihood can then be written as
PN

i=1 {ki log p (ki | zi ; θ) + (1 − ki ) log (1 − p (ki | zi ; θ))}


PN
= i=1 ki βzi − log 1 + exp θ T zi

l(θ) =

(3.55)

where the observations zi are augmented with 1s to accommodate the constant parameter
β1,0 .
Maximisation of the log-likelihood is obtained by setting the derivative to zero resulting
in a set of d + 1 equations nonlinear in θ:
N

∂l(θ) X
zi (ki − p (ki | zi ; θ)) = 0
=
∂θ

(3.56)

i=1

where d is the dimensionality of the input data. The Hessian of the objective function is
N
X
∂ 2 l(θ)
zi zTi p (ki | zi ; θ) (1 − p (ki | zi ; θ))
=
−
∂θ∂θ T
i=1

(3.57)

which is always negative, indicating that the function l(β) is convex and hence global maximum can be found. In the experiments reported here, optimisation was performed using
Newton-Raphson steps as described in (Hastie et al. 2001) with good results. An interesting
comparison of optimisation techniques for logistic regression can be found in (Minka 2001a).

3.4.5

Experiments

The methodology was tested for recognition of trees in outdoor environments. This is a
very difficult and important problem in field robotics. It is difficult due to the complexity
of the imagery which includes scale and illumination changes, blurring and misalignments
between laser and camera. Trees are also difficult objects to model because of the variability
of their shape, colour, and different appearances during the year - with leaves and flowers
during spring and without leaves during autumn. It is important since in unstructured
environments, trees are the most common object that a robot can use for localisation and

3.5 Summary

80

mapping. Its robust detection enables autonomous systems to operate reliably in such
environments including urban and rural areas.
In the implementation, the image processing step reported in Section 3.2.2 is performed
to account for some of the complexity in the dataset. Regions of interest are convolved
with Gabor wavelets at 2 scales and 2 orientations to introduce texture information. Similar
results can be obtained with steerable pyramids (Freeman and Adelson 1991). The RGB
values are converted to HSV and histogram equalisation is applied to the intensity values
to account for illumination changes.
Resulting patches are points in a 78753-dimensional space (75 × 150 × 7 + 3) which

includes HSV colour information, texture and laser shape coefficients. Classification of
ROI is obtained using the extension of the Fisherfaces (Belhumeur et al. 1997) and logistic
regression as described before. This approach performed better than (Viola and Jones 2004)
in our tests at no much additional computational cost. One reason for this is the inclusion
of colour and texture information which enables the system to distinguish between objects
of similar shape such as tree trunks and light posts.
Figure 3.13 shows some images labelled as “trees” while Figure 3.14 depicts some pictures
labelled as “no trees” used to train the model.
After dimensionality reduction, the training samples are well separated in the mapped
subspace. Figure 3.15 illustrates this fact denoting tree images by green circles and no tree
images as red crosses. The first eigenvector separates the classes very well while the second
eigenvector shows some separation with a couple of points mixed.
The overall performance for classification was 94.5% measured as the area under the
receiver-operator curve (ROC) for a 10-fold cross validation test (Figure 3.16). The curve
has an initial edge that accounts for pictures of trees partially occluded in the patch. These
are the most difficult points to classify. The algorithm takes about 0.09 second to process
each observation, which is faster than 10Hz. This is very good performance considering the
variability of the images and the complexity of the dataset. The speed of the algorithm
allows the system to recognise up to 11 trees per second which is more than enough for
localisation and mapping tasks as Chapter 6 describes.

3.5

Summary

This chapter described three algorithms for perception of natural features in unstructured
environments. First, an unsupervised algorithm for extraction of features is proposed based
on information content. The algorithm is able to identify novelty in images as a combination
of colour and texture.
When training data is available, supervised algorithms can be used to create models to
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Figure 3.14: Images labelled as “no trees” used to train the tree recognition system. Some
of the images in this class contain parts of trees, however, the tree trunk is not evident or
was not hit by the laser, making them difficult for localisation.
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Figure 3.15: Training points projected in the direction of the first and the second eigenvalues
computed with PCA+FDA+Expansion approach. Note that the first eigenvalue is able to
separate the classes very well. The decision boundary computed with logistic regression is
indicated by the blue line.
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recognise particular objects in images. The second algorithm described applies the variational Bayesian approach to compute probabilistic distributions in the form of mixtures.
The algorithm has better convergence properties and is not as dependent as EM on the
initialisation while requiring less training data. Experiments demonstrate its applicability
to underwater, aerial and terrestrial domains for recognition and segmentation of natural
features.
The third algorithm of this chapter combines laser and camera information for recognition of trees in urban environments. Trees are used as landmarks for SLAM in Chapter 6.
This algorithm applies supervised dimensionality reduction with logistic classification where
input data has dimensionality of over 78k. Even with this dimensionality the algorithm is
able to process 11 samples per second.
Recognition of natural features and landmarks is the first step towards reliable perception. The algorithms describe here are the basis for further chapters where recognition is
used for localisation and mapping in complex environments.
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Figure 3.16: Receiver-operator curve for the tree classification problem.

Chapter 4

Stochastic Representation
4.1

Introduction

This chapter addresses the long standing issue of natural feature representation in unstructured environments for autonomous navigation. A unified framework based on statistical
learning is proposed for terrestrial, underwater and aerial applications. The stochasticity of
the computed natural feature models enables easy integration into conventional estimation
algorithms for navigation and tracking. This results in rich characterisations of unstructured environments in terms of colour, texture and other sensory properties and facilitates
the design of robust autonomous navigation systems.
The integration of natural features described by rich colour, texture, reflectivity and
other sensory properties with nonlinear filtering schemes requires a probabilistic model.
This chapter combines the concepts of nonlinear dimensionality reduction (NLDR) with
statistical learning algorithms to compute probabilistic representations of natural features.
Probabilistic modelling of visual features has been reported in the modelling of texture
using Markov random fields with the maximum entropy principle as described in (Zhu et al.
1998). Lee et al. (2002) present a generative model based on Independent Components Analysis (ICA) which provides a linear and non-Gaussian framework for feature representation.
In the work of Karklin and Lewicki (2003), a hierarchical probabilistic framework is used for
detection of higher order statistical structure in natural imagery. A key limitation of these
models is that they do not necessarily preserve the inherent similarities and distinctions
in the original visual data. This minimises their utility in classical estimation and data
association tasks.
The main contribution of this chapter is the combination and real-time implementation of
feature extraction and selection, Non-Linear Dimensionality Reduction (NLDR) and statistical learning techniques for large-scale perception problems in unstructured environments.
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Figure 4.1: Block diagram depicting the off-line model generation and online model inference
phases in the proposed feature extraction and representation framework.
The probabilistic representation of natural features may be integrated within existing nonlinear filtering algorithms (Maybeck 1979; Blackman and Popoli 1999; Doucet et al. 2001;
Lototsky 2006). The proposed algorithm is unsupervised and provides a compact stochastic
representation that can be used for classification, data fusion and data association (Chapter
6). Parts of this chapter were published in Kumar et al. (2005); Ramos et al. (2005a; 2008).
The proposed framework for feature representation includes an off-line learning phase
where a statistical natural feature model is computed from environment specific training
data. Isomap, a NLDR algorithm is used in conjunction with Expectation-Maximisation
(EM) to compute a generative statistical model in the off-line phase of the proposed framework. The online implementation of the scheme performs natural feature extraction, followed
by probabilistic model inference to classify the selected features with respect to the generated
model. The complete framework is shown in Figure 4.1.
The natural feature extraction algorithm used in the online phase of the implementation
is detailed in Chapter 3. Section 4.2 describes the Isomap and EM algorithms that are used
in the off-line computation of a generative natural feature model. Section 4.3.1 describes
the model inference methodology to enable online classification of natural features. Real
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applications involving natural imagery acquired by autonomous ground and underwater
vehicles are presented in Section 4.4.

4.2

Model Generation

Information theoretic concepts can be used to extract features with unique properties within
the sensory space as described in Chapter 3. However, each such feature is potentially set
in a very high dimensional space that is not readily amenable to simple interpretation and
reasoning tasks. The development of compact and useful representations of natural features
in unstructured dynamic worlds is critical to the development of robust perception systems.
Eigenvector methods such as PCA and its numerous variants provide theoretically optimal natural feature representations from a data-compression standpoint. As noted in
Chapter 2, they are however unable to provide neighbourhood preserving representations
that are crucial in classification tasks. This limitation has motivated the development of various NLDR methodologies such as Kernel PCA (Scholkopf et al. 1998), Isomap (Tenenbaum
et al. 2000), Laplacian Eigenmaps (Belkin and Niyogi 2003) and Locally Linear Embedding
(LLE) (Roweis and Saul 2000) (See Chapter 2). Most NLDR techniques presume that the
data lies on or in the vicinity of a low dimensional manifold and attempt to map the high
dimensional data into a single low dimensional, global coordinate system. The Isomap algorithm is adopted in this work to provide a low dimensional description of high dimensional
features primarily because it creates isometric neighbourhood preserving representations
while estimating the intrinsic dimensionality of the manifold.

4.2.1

The Generative Model

The Isomap algorithm and indeed most NLDR algorithms are inherently deterministic algorithms as described in Chapter 2. They do not provide a measure of the uncertainty of the
underlying states of high dimensional observations. The integration of the low dimensional
states computed by Isomap into a non-linear filtering framework requires the definition of
a generative likelihood model p(z|x), where z and x are the observation and state spaces
respectively. This likelihood model encapsulates the uncertainties inherent in the inference
of a low dimensional state from noisy high dimensional observations. The incorporation of
natural feature states within a non-Gaussian and non-linear filter is expected to significantly
enhance data association as the low dimensional appearance states and kinematic variables
are complementary.
Methods from supervised learning can be used to derive compact mappings that generalise over large portions of the input and embedding space. The input-output pairs of
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Isomap can serve as training data for an invertible function approximation in order to learn
a parametric mapping between the two spaces.
Given the results of Isomap, a probabilistic model of the joint distribution p(z, x, s) can
be learnt through the Expectation Maximisation (EM) algorithm (Dempster et al. 1977).
The joint distribution can be used to map inputs to outputs and vice versa by computing the
expected values E[z|x] and E[x|z]. The joint distribution is similar to a mixture of factor
analysers, that is commonly used in the machine learning community to perform simultaneous clustering and local dimensionality reduction (Ghahramani and Hinton 1996). The
only differences are that the low dimensional variable x is observed, not hidden, and the
Gaussian distributions p(x|s) have nonzero mean vectors νs and full covariance matrices Σs
where s indicates the mixture component. Learning when the variable x is observed seems
to discover a solution of better quality than in the opposite situation (Saul and Roweis
2003). The graphical model in Figure 4.2 depicts the assumed dependencies. The discrete
hidden variable s introduced in the model physically represents a specific neighbourhood on
the manifold over which a mixture component is representative. This representation conveniently handles highly nonlinear manifolds through the ability to model the local covariance
structure of the data in different areas of the manifold. Although this model is used here
for learning Isomap mappings, its range of applications is quite wide. Basically, all linear or
non-linear regression problems under noise can be addressed using this scheme. The only
constraint is that the number of samples has to be large enough to obtain a reasonable
likelihood approximation.

Figure 4.2: Graphical model for computation of parametric models from NLDR algorithms.
An arrow directed into a node depicts a dependency on the originating node. The discrete hidden variable s represents a specific neighbourhood on the manifold. The feature
extraction and Isomap algorithms supply the input data for learning.
The complete three step generative model can now be summarised based on the assumed
dependencies (Equations 4.1-4.3). The joint probability distribution of all the random vari-
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ables in the graphical model is expressed as
p (z, x, s) = p(z | x, s)p(x | s)p (s)

(4.1)

where the dependencies are given by

p(z | x, s) =

1
(2π)D/2 |Ψs |1/2

p(x | s) =

4.2.2



1
T
−1
exp − [z − Λs x − µs ] Ψs [z − Λs x − µs ]
2

1
(2π)d/2 |Σs |1/2



1
T −1
exp − [x − ν s ] Σs [x − ν s ] .
2

(4.2)

(4.3)

Parameter Estimation

In this model, the set of parameters θ = {p(s), ν s , µs , Σs , Ψs , Λs } that need to be estimated

from the observed high and low-dimensional spaces are the prior probabilities p(s) which
follow a multinomial distribution and represents the mixture weights, the mean vectors ν s
and µs , the full covariance matrix Σs , the diagonal covariance matrix Ψs and the loading
matrices Λs . The EM algorithm performs parameter estimation by maximising the loglikelihood of the data given the model and the set of parameters. The observable parameters
in the graphical model are denoted as {zn , xn }N
n=1 where N is the number of samples. EM
iteratively maximises the log-likelihood of the observations w.r.t. θ

L=

N
X

log

n=1

M
X
i=1

p (zn , xn , si | θ) ,

(4.4)

where M is the number of mixtures considered in the model. Since direct maximisation over
the above expression is hard to be calculated analytically, an auxiliary distribution q (si )
over the hidden variable is introduced:

L=

N
X

n=1

log

M
X

q (si )

i=1

p (zn , xn , si | θ)
.
q (si )

(4.5)

Maximising L with respect to q (s) is equivalent to minimising the Kullback-Leibler
divergence between the free distribution q (s) and the posterior probability p (s | zn , xn , θ).
This is done by setting q (s) = p (s | zn , xn , θ).

Thus, for each iteration EM alternates between the Expectation step where the posterior

probability of s given the observations is computed through
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p (zn | xn , s) p (xn | s) p (s)
p(s | zn , xn ) = X
p (zn | xn , s′ ) p (xn | s′ ) p (s′ )

(4.6)

s′

and the Maximisation step, where this posterior is used to re-estimate the parameters. The
algorithm continues until the difference between the log-likelihood of two iterations is smaller
than a given threshold. The update rules for the Maximisation step are presented below
(Saul and Roweis 2003):
γsn
P

Defining γsn = p(s | zn , xn ) and ωsn =

n′

νs ←
Σs ←

X

Λs ←

n

µs ←
Ψs ←

X
n

ωsn xn ,

(4.7)

ωsn [xn − ν s ] [xn − ν s ]T ,

(4.8)

ωsn zn (xn − ν s )T Σ−1
s ,

(4.9)

X
n

X

the updates are:

X

n

ωsn [zn − Λs xn ] ,

(4.10)

ωsn [zn − Λs xn − µs ] [zn − Λs xn − µs ]T ,

(4.11)

n

P
γsn
.
p (s) ← P n
s′ n′ γs′ n′

(4.12)

Once the parameter estimation is completed, the joint distribution (Equation 4.1) is fully
characterised, and a likelihood model p(x, s|z) can be computed by making an observation
in the high dimensional space. The likelihood is expressed as a Gaussian mixture model, and
can thus be easily integrated within a non-linear, non-Gaussian filtering scheme (Upcroft
et al. 2006).

4.2.3

Choice of a Suitable Number of Mixture Components

The choice of an optimal number of mixture components is crucial to the accurate computation of a likelihood model. An excessive number of mixture components increases online
computation costs and over-fits the training data. An inadequate number of mixture components fails to model the training data accurately. A rigorous model selection approach has
been described in the framework of variational inference Beal (2003) and Bayesian learning
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(Chapter 2).
A simpler approach is adopted in this chapter that adequately addresses over-fitting
concerns. The number of mixture components is chosen so that the resulting probabilities
p(s) are always greater than a pre-defined threshold. If the computed probabilities p(s) are
all significantly greater than the threshold, the model is refined. If any of the mixture components results in probabilities smaller than the threshold, the model is coarsened through a
reduction in the number of components. This avoids the computational burden that would
be required for VBEM while producing reasonable results.

4.3
4.3.1

Model Evaluation
Probabilistic Inference

The most common inference in this model is the evaluation of the posterior p(x, s|z = zi ).
This posterior represents the probability of the low-dimensional vector given an observation
in the high-dimensional space. It can be used to represent the beliefs of the state given an
observation and can be further passed to a filtering scheme. From the joint distribution,
p(x, s|z = zi ) is calculated as
p(x, s|z = zi ) = XZ
s′

p(z = zi | x, s)p(x | s)p (s)
p(z = zi |

x, s′ )p(x

|

.

(4.13)

s′ )p (s′ ) dx

A general method of solving this equation is to transform it into canonical forms and compute
the posterior in terms of the canonical characteristics as described in (Cowell et al. 1999).
However, inferences in a structure as simple as the one considered in this chapter can be
computed more efficiently by deriving the specific expressions in the moment form.
The joint distribution p(z, x|s) can be recovered by multiplying p(z | x, s)p(x | s):
p

"

z
x

#!

=N

"

µs + Λs ν s
νs

# "
,

Ψs + Λs ΣTs ΛTs

Λs Σs

ΣTs ΛTs

Σs

#!

p(s),

(4.14)

where T denotes transpose. It follows from this joint distribution that the conditional
p (x | z = zi ) is a multidimensional Gaussian with mean:

T −1
µx|s,z=zi = E [x | s, z = zi ] = ν s + Σ−1
s + Λs Ψs Λs

and covariance

−1


ΛTs Ψ−1
(zi − µs − Λs ν s ) (4.15)
s
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−1
Σx|s,z=zi = E xxT | s, z = zi = Σs − ΣTs ΛTs Ψs + Λs ΣTs ΛTs
Λs Σs .

(4.16)

Since Ψs is a diagonal matrix and Σs is assumed to be nonsingular, the inverse of the expression above can be efficiently computed using the matrix inversion lemma: Ψs + Λs ΣTs ΛTs
−1 T −1
−1
T −1
−1
Λs Ψs .
Ψ−1
s − Ψs Λs Σs + Λs Ψs Λs

Weights can be computed by marginalising the joint probability p(z, x|s) over x to obtain:
p(z = zi | s)p (s)
p (s | z = zi ) = X
,
p(z = zi | s′ )p (s′ )

(4.17)

s′

1
×
where p (z = zi | s) =
T 1/2
(2π)D/2 |Ψs +Λs ΣT
s Λs |
n
o
−1
exp − 21 (zi − µs − Λs ν s )T Ψs + Λs ΣTs ΛTs
(zi − µs − Λs ν s ) .

4.3.2

Integration within a Bayesian Filtering Framework

It is significant to note that the results of inference are available in terms of multidimensional
means and covariance matrices for each component of the mixture of Gaussians (Equations
4.1-4.3). Thus, the deterministic results of Isomap are transformed into a generative likelihood model of natural features that can be passed to a filtering algorithm.
In a filtering framework, Bayes theorem provides an incremental and recursive, probabilistic method for combining high dimensional visual observations Zk of a state xk , at
time tk , with a prior belief of the state p (xk−1 ). Features are extracted in real time
from incoming natural imagery and are represented as a conditional probability distribution
p(xk , sk |z = zk ), and the resultant combination is a revised posterior distribution on the
state:

 p (z = z |x , s ) p x , s |Zk−1 

k k k
k k
k
p xk , sk |Z =
,
p (z = zk |Zk−1 )

(4.18)


where Zk = zk , Zk−1 is the set of high dimensional visual observations from all nodes in
the decentralised sensor network. The representation of the visual likelihoods as a Gaussian

Mixture Model simplifies this update step into an algebraic computation of the product of
two Gaussian Mixture Models.

−1

=
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Experiments

This section presents some experimental results using the feature extraction, statistical
learning and inference techniques with data from unstructured terrestrial and underwater
environments. The probabilistic model can be used off-line to learn the model parameters
comprised of the means, loading and covariance matrices of the constituent conditional
Gaussian distributions. This model can be used to instantiate visual feature likelihoods in
near real-time from raw images for use in conjunction with classical estimation algorithms
for navigation and tracking.

4.4.1

Synthetic Examples

Figure 4.3 shows the statistical model of the S-manifold computed with 32 factor components. The samples drawn from the manifold (z) and the results of Isomap (x) are used to
compute the low dimensional means (ν), high dimensional means (µ), loading matrices(Λ),
low dimensional (Σ) and diagonal high dimensional (Ψ) covariance components.
It is observed from Figure 4.3 that the Gaussian distributions p(z|x, s) accurately model
the covariance of locally linear neighbourhoods on the manifold from which the data was
generated. The quality and numerical robustness of the representation results from the
observation of both x and z.
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Figure 4.3: Mixture of 32 factor analysers learnt from data sampled randomly on the Smanifold. The covariances corresponding to p(z|x, s) are overlaid on the plot (a). The
mixture model captures the local covariance structure of the data over different regions of
the manifold. The covariances of p(x|s) (b). The uncertainty in the low dimensional state
of a noisy high dimensional observation z is represented through the statistical model.
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Figure 4.4: Residual variance as a function of the dimensionality computed by Isomap. Note
that the first three dimensions contain most of the data set information.

4.4.2

Autonomous Ground Vehicle

A sample of about 9000 high dimensional points physically representing colours and textures
of typical objects in a natural environment such as sky, trees, bush and grass was selected
from a sequence of images acquired from a camera mounted on a ground vehicle at the Marulan test facility operated by the Australian Centre for Field Robotics. Texture information
was included in the high dimensional input space by convolving 11 × 11 pixel patches with

a bank of Gabor wavelets (Field 1987) at 2 scales and 2 orientations, resulting in an input

space dimensionality of 847. Isomap was used to compute a low dimensional embedding of
the training data and the intrinsic dimensionality of the manifold was estimated to be 3
through an examination of the residual variance (Figure 4.4). The EM algorithm was then
used to learn the parameters of the generative model (Equations 4.1-4.3). The learnt model
was subsequently used to infer the low dimensional states within a typical test image that
was acquired in the same environment.
The top two eigenvectors of the computed low dimensional embedding and the compo-
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nents of the mixture model (represented by the covariance ellipses centred on the means)
learnt through EM are shown in Figure 4.5. It is readily observed that image patches corresponding to blue skies are grouped on the left side, those representing bush are on the
bottom right, while grass and transitional patches are grouped between the two extremes.
The results of inference on a test image in terms of the means of the eigenvectors scaled to
gray-scale limits (0-255) for the top four states are shown in Figures 4.6-4.8.

4.4.3

Unmanned Underwater Vehicle

A sample of about 17000 high dimensional points physically representing colours and textures
of typical objects in an underwater environment such as beach sand and corals was selected
from a sequence of images (Williams and Mahon 2004) acquired from a camera mounted
onto the UUV Oberon, operated by the Australian Centre for Field Robotics.
Texture information that is vital in the characterisation of the corals, was included in the
high dimensional input space by convolving pixel patches with Gabor wavelets (Field 1987)
and Isomap was used to compute a low dimensional embedding of the training data and the
intrinsic dimensionality of the manifold was estimated to be 5 (Figure 4.9). The learning
algorithm was used to learn a parametric model and the learnt model was used to infer the
low dimensional states of a typical image acquired by the UUV. The learnt manifold and
the results of inferences are shown in Figure 4.10 and Figure 4.11 respectively.
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Figure 4.5: Sample image acquired by the AGV (top) and low dimensional embedding
of randomly sampled high dimensional image patches used as the training set (bottom).
Ellipses represent the covariance matrices of the mixture model learnt through EM. Typical
colours and textures in the environment are captured in the low dimensional representation.
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Figure 4.6: Contour of the inferred means of the top eigenvector (right) on each 11 × 11
image patch. This state enables a clear discrimination of the sky (dark blue, range ≈0-50)
from all other visual groups in the image.

Figure 4.7: Contour of inferred means of the second eigenvector. This state allows separation
of the bush (range ≈ 0-50) from the grass and the tracks in the scene.
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Figure 4.8: Contour of inferred means of the third eigenvector. This state allows discrimination between the bush (≈ 125) and the tracks (≈ 150). Contours of the bush as well as
the tracks are also apparent.
Underwater Dataset
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Figure 4.9: Residual variance as a function of the dimensionality computed by Isomap for
the underwater dataset. The estimated dimensionality is 5 by verifying the dimensions that
most contribute for the residual variance.
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Figure 4.10: Sample image acquired by the UUV (top) and low dimensional embedding
of randomly sampled high dimensional image patches used as the training set (bottom).
Ellipses represent the covariance matrices of the mixture model learnt through EM. Typical
colours and textures in the environment are captured in the low dimensional representation.
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Figure 4.11: Inference results of a testing image. Every point corresponds to the mean of the
dominant component inferred using the model learnt, given the observed features. Points
are plotted in the Eigenvector 1 (brightness) vs. Eigenvector 4 (Texture dominant). The
vertical axis captures a gradual change in the brightness of the image patches, while the
horizontal axis models a decrease in the wavelengths of the patch texture.

Figure 4.12: Contour of the inferred means of the top eigenvector on each 11 × 11 image
patch. This state physically corresponds to the brightness of the patches.
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Figure 4.13: Contour of the inferred means of the second eigenvector. This state seems to
be correlated to the hue of the image patches.

Figure 4.14: Contour of the inferred means of the third eigenvector. This state is related to
characteristic textures.
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Figure 4.15: Inferred low dimensional states (top) and weighted average state estimate
(bottom). The weighted average estimator assumes that the low dimensional state of a
test sample is the weighted average of the k nearest high dimensional neighbours of the
sample, with the weights being inversely proportional to the high dimensional distances.
The trained manifold is represented in red and corresponding test samples are similarly
colour coded in each figure.
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Each of the plots depicting the low dimensional states must be interpreted as a contour
plot of the respective states in the image plane. It is significant that every image patch
consists of 847 correlated observations in the sensory space, while only a few uncorrelated
states are sufficient to capture the similarities (or differences) between the patches after state
inference.
The inferred low dimensional states are reasonable in that similar high dimensional
image patches (such as those corresponding to sky, grass, trees, bush, sand or corals) are
assigned similar low dimensional states, as is to be expected from a parametric model of
neighbourhood preserving manifold learning algorithms. Each inferred low dimensional state
enables some degree of discrimination between important objects in the scene such as the
tree, bush, tracks and the sky in case of the AGV or sand and corals in case of the UUV.
The accuracy of the inferred low dimensional states is qualitatively evaluated in Figures
4.15 and 4.16. The inferred means of the computed likelihoods of image patches in test
images are overlaid on the learnt manifold (colour coded red). These are compared to
results from an estimator which assumes that the low dimensional state of a test sample is
the weighted average of the k nearest neighbours (KNN ) of the sample. The normalised
weights are assumed to be inversely proportional to the high dimensional distances. It is
observed from the colour coding in these figures that there is good qualitative agreement
between the results of inference and a KNN based estimator. The probabilistic inference is
more robust due to the inherent stochasticity that encodes uncertainty in the inferred states.

4.4.4

Natural Feature Tracking

This section investigates the applicability of the proposed natural feature representation
scheme to tracking and data association in an unstructured terrestrial environment. A
sequence of 1100 images was acquired from the AGV shown in Figure 3.1. The natural
feature representation model is used in an attempt to track and discriminate between the
bush and trees through the image sequence. This is a challenging problem as the bush and
trees present a remarkably similar appearance.
A set of 20000 image patches of size 11 × 11 were randomly sampled from the sequence

and used as input to learn the probabilistic natural feature model comprised of 32 mixture
components. The input space dimensionality was 847 corresponding to 3 colour intensities
and 4 texture dimensions as reported in the previous experiments.
The learnt natural feature model was used to infer the low dimensional visual states of
test images as described in Section 4.3.1. For this experiment, no feature selection is performed, the whole image is divided into patches and inference is computed for all patches.
Numerical experiments consistently demonstrated that the region of the manifold representing bush-like image patches is completely explained by the mixture component numbered 8
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(of the 32 learnt components). This is evidenced by negligible mixture weights (Equation
C.26) in the other components of the inferred likelihood. Similarly, mixture components
numbered 2, 7, 23, 27 were always associated with tree-like patches.
The regions selected by the feature extractor are sub-divided into patches which form
high dimensional observations for the generative model. The magnitudes of the weights
of the instantiated likelihoods are used to identify bush or tree-like patches. Figure 4.17
demonstrates that image patches are correctly associated to their real world identities despite
the ambient changes and occlusions inherent in the image sequence. It also shows that a
reasonable segmentation of tree and bush can be directly obtained using this approach.
The average likelihood of all bush (as evidenced by the dominance of the mixture component numbered 8) and tree-like image patches (mixture components 2, 7, 23, 27) within
a single frame is computed. The discriminative capability of the likelihood is explored by
computing the Kullback-Leibler (KL) divergence (Cover and Thomas 1991) between similar
(tree-tree, bush-bush) and distinct (tree-bush) natural features. The KL divergence provides
a relative measure of similarity between general probability distributions and is depicted for
every tenth frame in the entire image sequence in Figure 4.18.
Figure 4.18 shows that the KL divergence between physically distinct features is about 6
times larger than that between the same features in the selected frames. Thus the proposed
natural feature representation significantly aids data association through a comparison of
visual likelihoods conditioned on the intrinsic coordinates on the low dimensional manifold.
The unsupervised association of specific mixture components to tree and bush-like image patches is quite remarkable and is a direct consequence of the proposed natural feature
representation. The choice of a nonlinear manifold learning scheme (i.e. Isomap) for the
sensor data compression ensures that similar natural features are positioned in close proximity on the learnt manifold. This translates into the fact that specific mixture components
are quite likely to represent physically similar natural features. The second important aspect that allows superior data association is the choice of an optimal number of mixture
components. An inadequate number of mixture components would result in representations
where distinct natural features could be explained by the same mixture components. An
excessive number of mixture components could lead to an over-constrained model that may
not be representative of a broad class of visual data (Beal 2003). An appropriate number
of mixture components (32) was chosen in this scenario through numerical experiments on
test image sequences.
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Summary

This chapter described a general methodology for sensory representation. The combination
of non-parametric manifold learning algorithms with statistical learning strategies leads to a
consistent description of natural features in unstructured environments. The entire learning
procedure can be incorporated in an off-line training phase, while inference can be performed
in real-time to compute likelihoods for natural features in the form of a Gaussian mixture
model. In turn, these feature likelihoods can be exploited by well-known non-Gaussian,
non-linear filtering algorithms for tracking, data association and navigation.
The experiments show the potential of the proposed framework for problems of general
perception in unstructured environments. The probabilistic representation correctly associates patches representing coral, sand, sky, bush, tree, and grass in different places of the
low dimensional space. The tracking and data association experiment demonstrate how the
proposed approach can significantly facilitate these tasks.
Although the model is sufficient for perception of natural features where colours and
textures are in general good descriptors of the objects, it does not yet incorporate shape
information which is more appropriate for built environments. Furthermore, given the nature
of the maximum-likelihood estimator, prior information is not considered. An interesting
avenue of research would be the to combine the proposed approach with spatial statistics in
a Bayesian learning framework where prior information can be integrated with observation
information. This is further discussed in Chapter 7.
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Figure 4.16: Inferred low dimensional states (top) and weighted average state estimate
(bottom). The trained manifold is represented in red and corresponding test samples are
similarly colour coded in each figure. Good qualitative agreement is observed between the
two estimates.
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Figure 4.17: Tracking of bush and tree in 10 different frames of the sequence. Green patches
correspond to tree while magenta patches correspond to bush.
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Figure 4.18: KL divergence between “tree” patches in two frames (blue line). KL divergence
between “bush” patches in two frames (red dot-dash line) and KL divergence between “bush”
and “tree” in the same frame. Every tenth frame from the entire image sequence is used in
these computations.

Chapter 5

Place Recognition
5.1

Introduction

This chapter applies the techniques presented in Chapters 3 and 4 to the problem of autonomous place recognition from images. Localisation in complex environments is one of
the main challenges for autonomous navigation and planning. Currently, this task is often
performed by solving the stochastic SLAM problem which requires an explicit definition
of landmarks as described in Chapter 2. Identification of landmarks in unstructured environments is an area of intensive research. Humans, rather than navigating using relative
coordinates or metric maps, have an abstract notion of distance but are still able to recognise
where they are in space. This ability is provided mainly from visual information associated
with an internal (map) representation that localises the person based on the appearance of
a scene. This approach is used here for robot localisation in two different situations, indoor
and outdoor environments. The proposed framework can be applied to planning tasks where
the goal is to navigate to a particular place without necessarily specifying map coordinates.
In this sense the interaction between the human operator and the mobile robot is facilitated
since it is easier to send commands such as leave the car park and go to the library rather
than go to position (x, y). Part of the content of this chapter was presented in Ramos et al.
(2005b).
In the proposed approach, places are learnt and identified from images obtained with
a camera fixed on a mobile robot. Those images are subject to changes in illumination,
blurrings, occlusions, moving objects, etc. The goal is thus to incrementally learn a multiclass classifier to label new images as the robot navigates. No further information such as
a topological or metric map is provided. The difficulty of the problem can be assessed from
Figure 5.1 where some images of the test dataset are depicted.
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Figure 5.1: Images used for place recognition. As can be seen, blurring, occlusions, changes
in illumination and moving objects such as people and cars are some of the issues a place
recognition algorithm has to cope with.

5.1.1

Previous Work

Place recognition and localisation from images are not new in robotics. Topological localisation from panoramic images was addressed in (Ulrich and Nourbakhsh 2000). The system
is trained to recognise places with a set of panoramic images of a manually built topological
map. Each place is represented with colour histograms and classification is obtained based
on Jeffrey divergence defined as:
d(H, K) =

X
i

2ki
2hi
+ ki log
hi log
hi + ki
hi + ki



,

(5.1)

where H and K are two histograms with hi and ki denoting histogram entries. Localisation
is performed by first selecting candidates from the topological map. A confidence number is
given to all candidates using Jeffrey divergence for each histogram band. Indoor and outdoor
experiments were performed with correct classification ranging from 87.5% to 97.7% in a
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cross-validation test. A drawback of this approach is that it relies on an a priori topological
map to reduce the number of candidates for the current location. In addition, the number
of training images was large; 131 to 231 for each place. The methodology proposed in this
chapter uses the Bayesian learning scheme of Chapter 3 with a conventional camera and a
reduced training dataset.
Gaussian mixture models (GMM) and Fisher Discriminant Analysis (FDA) have been
applied to place recognition in (Martínez and Vitrià 2001). GMMs have the advantage of
creating nonlinear decision boundaries in feature space. This cannot be obtained with linear
methods such as FDA. Pixel intensities of a monocular camera were used as features. This
approach yielded accurate results in 90% of cases in an indoor environment. Such a good
result using very simple features can be justified by constant illumination conditions and
few extraneous dynamic objects during data acquisition.
The use of invariant features was investigated in the context of topological localisation in
(Kosecka and Li 2004). SIFT features and orientation histograms were employed to localise
the robot in a set of 18 indoor places. The χ2 distance measure is applied to histogram bins
to evaluate the affinity of an image with respect to a place model,
χ2 (hi , hj ) =

X (hi (k) − hj (k))2
k

hi (k) + hj (k)

(5.2)

where hi and hj are two histograms with k bins. SIFT features are matched for different
views and locations by comparing their descriptors. They included a Hidden Markov Model
(HMM) to account for Markovian decisions and for neighbourhood information encoded in
the transition matrix. The results with HMM were significantly better than without it.
However, the system was only tested indoors and with hundreds of training images.
Pose estimation from images and odometry has been explored by several researchers.
The methodology consists in specifying a likelihood function that maps image features to
robot position, and a transition function to determine how the stochastic process evolves
with time. The likelihood function is usually difficult to define manually, and so is learnt
from a set of training images. Image features and the learning technique differ among the
approaches proposed, however the systematic is essentially the same.
Formally, a learning procedure is used to specify the observation model
p(z | x; θ)

(5.3)

where z is a set of image features, x is the robot position, and θ a set of function parameters.
An estimate of the robot’s position after observing z is given by Bayes’ rule:
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p(x | z; θ) = R

p(z | x; θ)p(x)
.
p(z | x; θ)p(x)dx

(5.4)

In general, the observation model of Equation 5.3 is a nonlinear function with non-Gaussian
noise. Hence the denominator in 5.4 may not have a closed-form solution. To cope with this
problem many researchers use Monte-Carlo techniques to approximate the result.
The museum-guide robot Minerva used Monte-Carlo localisation in its two-week mission
(Dellaert et al. 1999). A likelihood observation model was built from mosaic images of
the ceiling of the museum, processed for texture information. The observation model was
multi-modal and thus unsuitable for direct use in a Kalman filter. The solution found was
to apply particle filter with sampling/importance resampling.
A combined Monte-Carlo localisation and image retrieval system was proposed in (Wolf
et al. 2002). The image features used were a set of histograms computed after transformations on the original image such as rotations, translations and scalings. The similarity
between a global feature and a query is computed using an intersection-operator normalised
by the sum over all histogram bins of the query image. The space is discretised in a grid of
poses with a defined visibility area where images are stored and histograms created. Experiments were performed indoors using a set of 5000 samples and a uniform distribution for
position. The maximum pose error was 82 cm and 17 degrees. This approach requires an
extensive prior inspection of the environment to collect images from several different poses
and orientations. This can be a problem for large areas.
Kröse et al. (2001) used PCA to extract image features for appearance localisation. PCA
features from panoramic images were collected in an indoor environment of approximately
17 by 17 metres. The likelihood model was estimated with Parzen windows on the space
of PCA features and position estimates. For accurate estimation using Parzen windows, a
large number of data points have to be kept in memory and whenever probabilistic inference
is necessary the query is evaluated over the whole set of samples. This makes the algorithm
complex in memory and time.
Porta et al. (2005) proposed a localisation algorithm based on active stereo-vision. An
image is represented by its principal components (PCA) plus a disparity map from the stereosystem. As the disparity map usually has regions with missing values, an EM method was
developed to estimate these values from principal components. The stereo camera is mounted
on a pan-and-tilt platform that can be used to maximise information gain. In this approach,
a set of discrete actions is evaluated according to the output entropy of the observation. The
action chosen has the minimum entropy - maximum information. Monte-Carlo localisation
using a particle filter is coupled with the system and tested in an indoor environment of few
square metres. Their results are accurate when compared to odometry, however such system
is expected to perform poorly in outdoor environments where the underlying manifold of
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the images is more complex and in general nonlinear.
(Se et al. 2002b) proposed a SIFT-based localisation algorithm. Localisation is performed
with a stereo-camera by matching current SIFT features with a map of previously stored
SIFT features. The best matches generate pose hypotheses for localisation. The approach
was tested in an indoor environment over a translation of few metres. As experimentally
verified by Sim and Dudek (2003), feature-based methods performed worse than patch-based
methods even in small indoor environments where SIFT features are more robust. For
outdoor, unstructured environments, where changes in viewpoint are significantly larger,
feature-based approaches like SIFT perform poorly as described in Chapter 4.
Gaussian process (GP) can be used to compute likelihood functions for appearance localisation (Brooks et al. 2006). Initially proposed in the geostatistics community under the
name kriging (Cressie 1993), Gaussian processes have received increased attention in the machine learning community (Rasmusen and Williams 2006). In the Bayesian interpretation,
Gaussian processes model a set of nonlinear functions y(z; θ) parametrised by θ that are
assumed to underlie the data {zi , xi }N
i=1 . Without parametrising y(z; θ) directly, Gaussian
processes use a prior distribution p (y(z; θ)) over the space of all possible functions. The

model is specified by a mean (function of the z), and a covariance function (kernel) C(zi , zj )
which expresses the expected covariance between the value of the function y computed at
the points zi and zj . Gaussian process can be applied to regression and classification problems. For regression, GPs are limited to problems where the dimensionality of the output
is one. In case of more output dimensions, multiple GPs have to be used, one for each
dimension of x. This idea was used in (Brooks et al. 2006), where three GPs were learnt
mapping image features to 2D coordinates plus orientation. A particle filter was used for
localisation. Panoramic images were collected in an indoor environment with reasonable localisation results. However, due to the computational complexity of inference and learning
with Gaussian process, only small areas could be explored.
The novelty of the method proposed in this thesis lies in a method that allows robust
recognition from few training images (usually 3 to 10 per place), without the need for a
topological map. As the robot needs fewer training images, a quick learning exploration
phase is enough for further localisation tasks. In addition, the framework was tested in both
indoor and outdoor environments proving its robustness in both cases.
In the solution proposed, the world is interpreted as a set of places. Each place has
a probabilistic representation learnt from images. Localisation is performed in near realtime by evaluating the responses of each model given a new image. The place recognition
task is treated as a Bayesian learning problem in a space of essential features. Initially,
training images are divided into small patches that constitute a high-dimensional set. The
dimensionality of this set is then reduced with nonlinear and neighbourhood preserving
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Figure 5.2: Pioneer AT used in our experiments.
techniques to create a low-dimensional set. These two sets are used to learn a mixture of
linear models for nonlinear regression, from points in the high to the low-dimensional space.
Points in this low-dimensional space constitute the set of essential features and are used
in the next step where the variational approximation for Bayesian learning is applied to
create a probability density for each place. Recognition is performed by computing the loglikelihood of an entire image over each place model. This approach was tested with sequences
of images obtained by the mobile robot of Figure 5.2, operating under different conditions moving objects, changes in illumination, different viewpoints, occlusions, outdoor and indoor
environments - and proved to be robust for localisation.

5.1.2

Problem Definition

This chapter focuses on a classification procedure to map images to labels. Each label
corresponds to a place learnt from a set of images. The learning algorithm is supervised as
every image in the training set has an assigned label. Thus, given a training set of n pairs
(Ii , pi ), where Ii is the ith image and pi is the label of that particular image, the algorithm
has to generate a model able to classify new images regardless whether they come from
different view points or contain occlusions.
Images are represented as sets of non-overlapping patches of same size that, when combined, recover the original image. Thus an image Ii is represented as a set of m patches
{Ii,1 , . . . , Ii,m } of equal size. Each patch is convolved with a sequence of Gabor wavelets to

5.2 Place Representation

116

quantify texture. This convolution also has a natural interpretation as it is similar to natural
processes for spectral decomposition that occurs in the primary visual cortex, as described
in Chapter 3. Each patch now has a feature-vector representation zi,j = φ (Ii,j ) ∈ RD . The
dimension D is usually too large for direct density estimation. Consequently, dimensionality reduction techniques are applied to extract essential information from each patch and
represent this in a lower dimensional space. However, this dimensionality reduction should
preserve important characteristics of the original space such as keeping the neighbourhood
of points unchanged. This ensures that patches representing trees and grass for example are
situated nearby and not mixed up with other patches, such as buildings, even when patches
lie on a nonlinear manifold.
Points in the low-dimensional space can then be classified based on generative models
for each place. The choice of generative models over discriminative models arrises from the
fact that generative models can be learnt independently for each place, thus being amenable
for incremental learning. In addition, generative models learnt through a Bayesian framework can incorporate prior information or information from other models, thus reducing the
amount of training data. Figure 5.3 shows a diagram of the learning and the classification
procedures.

5.2

Place Representation

The representation for places involves feature extraction, dimensionality reduction and learning generative models. The offline part responsible for creating such models can be computed
incrementally once the dimensionality reduction model is learnt. This is an interesting feature of the algorithm as the robot can improve its knowledge about the environment without
having to reprocess previous training data. The online phase can be computed in real-time
and the decision for the current place does not require a topological map, although it can
eventually improve the performance by constraining the problem.

5.2.1

Dimensionality Reduction

The procedure described in Chapter 4 is used to learn a generative model from the input
and output sets of Isomap. The training data constitutes of images of several places. These
images are divided into patches which are further convolved with Gabor wavelets.
The learnt probabilistic model provides a rich description of patches in terms of their
essential features for the particular environment. The description is a nonlinear combination
of physical appearance properties such as brightness, colour, texture, etc. In the online phase
the probabilistic model is used to approximate out-of-sample points from the manifold learnt
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Learning Procedure
(Offline)

Classification Procedure
(Online)

Training Images

Input image

Gabor convolution
O(n an sk2) +

Gabor convolution
O(n an sk2) +

Isomap
3

O(N )

EM for Mixture
of Linear Models
O(Md 3N+MD 2N) *

Inference in the
Mixture of Linear models
O(MD 3) +

Likelihood Computation
from VBEM learnt models
O(Md 3N) *

VBEM
O(Md 3N)*

Decision
*
+

Per iteration.
Per patch or observation.

Generative models for places

Figure 5.3: Learning and classification procedures and complexities for place recognition.
In this diagram, N is the number of samples; M is the number of components; D and d are
the size of the high and the low dimensional spaces; k is the size of the width of patches; ns
and na are the number of scales and angles for the Gabor convolution.
by Isomap. This procedure proved to be faster and more robust than the out-of-sample
extension proposed in (Bengio et al. 2004).

5.2.2

Generative model for Places

The training data now represented by its essential features in the low dimensional space is
used to learn a generative model for each place. The model is defined as a mixture model
where the number of components is automatically selected. This problem is formulated in
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a Bayesian framework where the model selection task consists of calculating the posterior
distribution over a set of models (which in this case will be mixtures of Gaussians with
different numbers of components) given the prior knowledge and the dataset. Let s denote
the hidden variable representing the weights, zi,j the observation of a patch j in image i,
θM the parameters of a model M representing a place and p(M ) the prior over models, the
likelihood that a patch belongs to a place M is given by
p (zi,j

P
s p (s) p (zi,j | θM , M ) p (M )
| M) = P P
.
′
′
′
M′
s′ p (s ) p (zi,j | θM ′ , M ) p (M )

(5.5)

The VBEM method, described in Chapter 3, is used to select the model and corresponding parameters for each place. This is performed in the offline phase, once for each new
place visited. In the online phase, these models are used to compute likelihoods for new
observations (patches) after mapping to the low-dimensional space of essential features.

5.2.3

Multi-Class Classification

Compared to most classification problems where the input is a single feature-vector, in this
approach the whole set of patches in an image is used. Each patch has equal contribution to
the final classification decision and is evaluated under the different models representing the
places. The idea is to compute the log-likelihood of a set of image patches for every model
learnt. The log-likelihood with the largest value is the final decision of the classification.
Thus, the label of an image i is the label corresponding to the place model that maximises
the expression:
∗

M = arg max
M

m
X
j=1

log p (zi,j | M )

(5.6)

The computation for the log-likelihood in selecting the model that best explains the set
of patches can be quickly computed. Also, it is possible to include more models, allowing
sequential learning. This is a general requirement of autonomous navigation; as the robot
visits new places, representations of these new places should be incorporated and correlated
with the current place knowledge.

5.3

Implementation

This framework was tested on a Pioneer 2-AT. 320 × 240 images were obtained in 24-bit
colour. Patches have a size of 5 × 5 pixels and were convolved by 4 Gabor wavelets resulting

in a input space of 5 × 5 × (3 + 4) = 175 dimensions. Each image is thus a set of 3072
non-overlapping patches of the same size.
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Figure 5.4: Residual variance of Isomap as a function of the number of dimensions.
Learning is performed offline with labelled images from the above set. Training images
were selected to give a multi-view perspective of the place. For example, in the indoor
experiment, if an office has a rectangular shape, 4 training images are obtained close to the
walls. This ensures, the algorithm has enough data to recognise the place when observing
it from other view points given its generalisation characteristic.
Features obtained with Isomap are estimated to have 8 dimensions. This can be inferred
by observing the residual value of Isomap for different dimensions as depicted in Figure 5.4.
The mixture of linear models was learnt with EM using 16 components for both environments. EM was initialised with k-means (Mackay 2003) for the low dimensional means
and randomly for the other parameters. Convergence was assumed when the increment in
the log-likelihood was less than 0.01%. Inferences were performed using Equations C.24 to
C.26 resulting in mixtures of Gaussians which are collapsed to single components for model
evaluation (computation of the log-likelihood for the different place models).
VBEM searches for the best model for each place on the low-dimensional space generated
by Isomap and the linear mixture. The heuristic of birth and death as described in Chapter 3
is employed. The covariance obtained from the mixture of linear models is used to initialised
the parameters α0 and B0 of the Wishart distribution (see Chapter 3). As shown in Equation
C.25, the inferred covariance is independent of particular observations, rather describing
model uncertainty.
A diagram showing all the steps and their computational complexities for learning and
inference is depicted in Figure 5.3. Note that learning is performed offline so that only the
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classification procedure is performed online.
When testing the algorithm, the whole set of 3072 patches of an image is used. The process takes about 1 second per image in a Pentium M 1.7GHz including Gabor convolutions,
inference in the mixture of linear models, and log-likelihood computation for each model
learnt. Future implementations may use a subset of patches sampled from the original set
to reduce the classification time. This, however, may decrease localisation accuracy which
characterises an accuracy-time trade-off.

5.4

Experiments1

Two different experiments were performed to evaluate the algorithm in different conditions,
for indoor and outdoor environments. In both experiments, there were people moving,
sometimes occluding the robot’s view. In the outdoor experiment, there were also cars and
bicycles.

5.4.1

Indoor dataset

The indoor dataset consists of 55 training images of 9 different places - each place has 5 to
9 training images. The test set is a sequence of 1579 images obtained by the robot when
navigating inside the lab. The classes are {kitchen, seminar room, student cubicle 1, corridor
1, student cubicle 2, corridor 2, corridor 3, research office and professor office}. Figure 5.5
shows some images of indoor places. The generative model for the kitchen is depicted
in Figure 5.6. It shows the covariance matrices learnt through VBEM from the essential
features. The correlation between the patches and their real position is also indicated.
Experimental results are presented with precision/recall results as given by Equation 5.6.
Precision is defined as the fraction of images assigned to a particular place that were actually
obtained from that particular place (true positives/ (true positives + false positives)). It
gives an idea of how the system performs in not classifying a particular place as another
place. Recall is defined as the fraction of images obtained from a particular place that were
correctly classified (true positives/(true positives + false negatives)). It gives an idea of how
the system performs in detecting a particular place. Ideally, the best multi-class classifier
should have precision and recall results of 100% for all classes.
Table 5.1 shows precision and recall results for the 9-class problem. The classification
was accurate considering that in many occasions the robot was very close to walls or other
objects, in situations where even for a human, the identification of the place would be
difficult. Additionally, some indoor places are very alike. For example, it is difficult to
1
Videos
with
the
experiments
and
http://www.acfr.usyd.edu.au/people/postgrads/ftozeto

the

datasets

are

available

at:
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Kitchen

Corridor 1

Corridor 3

Seminar Room

Student Cubicle 1

Student Cubicle 2

Corridor 2

Researcher Office

Professor Office

Figure 5.5: Sample images of the indoor dataset
distinguish between two corridors. In this case, the recognition of specific objects such as
paintings or pieces of furniture can be very important. However, as the robot is small, most
objects are located at higher positions, occluded in the robot view. Experimental results are
also shown as a confusion matrix in Figure 5.7. Note that the algorithm was unsure about
the labels of Corridors 2 and 3 but had no problem in distinguishing between significantly
different places such as kitchen.
All these issues are considered during the empirical evaluation. Figure 5.8 shows training
images used to learn the kitchen model. While not having a training image with a wider
view of the kitchen, the algorithm was able to recognise the kitchen from the image of Figure
5.6. This generalisation is one of the main properties of the algorithm.
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Figure 5.6: The generative model learnt for the kitchen. Points are plotted on the direction
of the two largest eigenvalues of the essential features. Ellipses correspond to the covariance
matrices of the components learnt with VBEM. The association between the patches and
their location in the real scene is also indicated.

5.4.2

Outdoor dataset

The outdoor dataset consists of 57 training images of 11 different places at University of
Sydney, with each place having 3 to 8 training images. The test set has 3820 images obtained
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Place Name
Kitchen
Seminar Room
Student Cubicle 1
Corridor 1
Student Cubicle 2
Corridor 2
Corridor 3
Researcher Office
Professor Office
Average

Precision
81.82
68.07
52.86
74.96
62.96
40.00
100
73.01
62.96
68.52

Recall
76.60
81.82
48.05
84.09
46.12
62.50
15.13
90.16
71.83
64.03

Table 5.1: Precision and recall results for the indoor dataset.
Algorithm Labels x Human Labels
Kitchen

Seminar Room

Student Cubicle 1

Algorithm Labels

Corridor 1

Student Cubicle 2

Corridor 2

Corridor 3

Researcher Office

Professor Office
Kitchen

Seminar Room Student Cubicle 1

Corridor 1

Student Cubicle 2
Human Labels

Corridor 2

Corridor 3

Researcher Office Professor Office

Figure 5.7: Graphical representation of the confusion matrix for the indoor experiment,
using the human labels as the ground-truth. Darker cells represent larger values.
from a half-kilometre journey around the University of Sydney. The classes are {ACFR front,
ACFR park, Eng. Building, Eng. Road, Eng. Carpark, Mech. Building, ACFR carpark,
ACFR road, garage(indoor) and office(indoor)}. Figure 5.9 shows pictures of those places.
The generative model for the class ACFR park is shown in Figure 5.10. Also annotated is
the correlation between patches and their real location.
Table 5.2 presents precision and recall results which are in general better than the indoor
dataset. The most difficult problem of the outdoor dataset was to distinguish between the
two carparks. When the robot was very close to a car, it is not able to have a more general
view of the place which resulted in classifying the image as the other carpark. Also, “Mech.
Building” and “Eng. Building” are physically in the same building and the limits of where
one starts and the other finish are not very clear. This is also verified in the confusion
matrix of Figure 5.11. In the “Eng. Road”, “Eng. Carpark” and “ACFR Carpark” the robot
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Figure 5.8: Training images used to learn the kitchen model. The resulting model was able
to recognise wider views of this place such as in Figure 5.6.
Place Name
ACFR Front
ACFR Park
Eng. Building
Eng. Road
Eng. Carpark
Mech. Building
Mech. Corridor
ACFR Carpark
ACFR Road
Garage
Office
Average

Precision
71.04
83.19
65.40
91.43
26.17
64.47
90.68
55.24
87.00
23.94
99.47
68.92

Recall
87.44
71.05
77.31
45.43
87.10
17.63
65.54
76.40
74.34
87.18
61.84
68.30

Table 5.2: Precision and recall results for the outdoor dataset.
view was occluded by cars in many images. This explains the difficulty of the algorithm in
classifying these places correctly.
Garage and office are both indoor places with similar textures and illumination conditions. The algorithm sometimes misclassified office images as garage images. However, in
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ACFR front

ACFR park

Eng. Building

Eng. Road

Eng. Carpark

Mechanical Building

Mechanical Corridor

Garage

ACFR carpark

ACFR Road

Offices

Figure 5.9: Sample images of the outdoor dataset.
most cases it was able to assign correct labels based on specific objects. These demonstrate
the ability of the algorithm to learn and build meaningful representations of places based on
the frequency of particular objects, without having these objects indicated in the training
data.
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Figure 5.10: The same as Figure 5.6 but for the “ACFR-park” model.
If compared to other algorithms such as (Torralba et al. 2003), the proposed approach
can be trained incrementally and with less data while achieving similar performance as in
(Torralba et al. 2003) for the model without HMM. Furthermore, the dataset used here
was obtained with a mobile robot and a camera fixed in a lower position. The system is
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Algorithm Labels x Human Labels
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Figure 5.11: Graphical representation of the confusion matrix for the outdoor experiment,
using the human labels as the ground-truth. Darker cells represent larger values.
much more sensitive to irregularities in the terrain, occlusions and blurring than the camera
mounted in a human helmet.
Patches of images and images themselves are treated here as independent and identically
distributed. In the case of patches, further implementations can include the position of each
patch as additional dimensions in the feature-vector. Spatial relations among patches could
also be included in more sophisticated relational statistical models. This, however, should
preserve the main benefits of the model such as learning from few images and real-time
classification.
Most of the false classifications took place when the robot was close to a wall or an
object occluding a wider view of the scene. This problem could be avoided if a topological
map of the environment were encoded in a hidden Markov model (HMM) to constrain the
search to fewer places. In future work, algorithms for learning HMMs incrementally will be
investigated.

5.5

Summary

This chapter presented a Bayesian approach for place recognition from images. The main
contribution is an algorithm that can be trained incrementally and is able to generalise well
for different viewpoints and places even with limited training data.
The algorithm has two steps, training (offline) and inference (online). Images are represented by a set of non-overlapping patches with colour and texture information. Each
patch is represented as a point in a high dimensional space which is further reduced by
applying Isomap and its non-linear regression function. The computation of a model for a
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particular place is performed with VBEM. As discussed in Chapter 2, Bayesian learning has
several theoretical advantages over conventional ML and MAP approaches, leading to good
generalisation and robustness properties for the algorithm.
Experiments were conducted in both indoor and outdoor environments. As the only
sensor employed was a camera, occlusions and blurring make the problem difficult even
for more structured environments. The results obtained demonstrate that the algorithm
performs reasonably well in unmodified environments with dynamic objects and people.

Chapter 6

Integrating Perception with Mapping
6.1

Introduction

This chapter combines landmark recognition and representation described in Chapters 6 and
4 respectively to provide a more robust and general solution to the SLAM problem. Recognition of landmarks is performed using both camera and laser, two of the most common
sensors used in robotic platforms. The system is trained to recognise specific landmarks
types, such as trees, which directly eliminates the problem of operating in dynamic environments. Trees are common objects in both urban and rural areas which makes the system
flexible for operation in many different environments. Between themselves, trees differ in
their shape, texture and colour which make them excellent landmarks for appearance-based
association. Once recognised, landmarks are used to build probabilistic models for further
processing as part of a stochastic SLAM algorithm. Experimental results in a complex environment show that the new approach significantly improves correct data association over
purely geometric methods. Part of this chapter was presented in Ramos et al. (2007).
SLAM has been a long standing problem in robotics. Although the computational complexity has been addressed in previous work (Castellanos et al. 2000; Montemerlo and Thrun
2003; Williams et al. 2002; Bosse et al. 2004), reliable operation in unstructured environments is still difficult in practice. In SLAM, the robot must identify and associate landmarks
with current observations to close loops correctly. For large loops, as the uncertainty in vehicle and landmark position increases quickly, a data association algorithm based entirely
on position estimates is likely to fail. A further difficulty when operating in natural environments is the existence of extraneous moving objects such as people and cars. If the
robot erroneously considers one of these moving objects as a landmark, the map and the
trajectory estimates can become inconsistent and the localisation algorithm will fail.
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Related Work
Mapping with Vision

Mapping with visual information is usually performed with stereo camera systems. This
involves the computation of disparity maps which is used in conjunction with calibration
parameters to determine depth.
A major problem with the application of stereo-vision in robotics is the definition of an
accurate sensor model. Since stereo cameras rely on correspondence algorithms to localise
the same physical point in different images, the uncertainty of the correspondence matching
has to be taken into account when estimating depth. Additionally, other factors such as
calibration parameters (intrinsic and extrinsic), lens distortions and image blurrings, illuminance, intensity variability and occlusions cannot be easily modelled and introduce more
complexity in the model (Blake et al. 2003; Kolmogorov et al. 2005). Range estimation
by stereo systems is also limited by the resolution of the camera and the distance between
the cameras. The closer the pair is, the more accurate will be the extrinsic calibration.
Conversely, if cameras are mounted far from each other, longer ranges can be estimated at
the cost of larger uncertainty in extrinsic parameters. For these reasons, stereo cameras
have been mostly applied to mapping in indoor environments where the sensor model can
be simplified by assuming illuminance invariance and planar surfaces.
Rather than computing the disparity map for the entire image, a more efficient approach
uses invariant features captured by feature extraction algorithms. Se et al. 2002a use SIFT
to create 3D maps of indoor environments. Visual odometry based on SIFT features is
developed and a Kalman filter applied to estimating the position of the robot. The algorithm was tested in a relatively small environment of 14 by 14 metres, where more than
4000 SIFT features were extracted. Rather than estimating the joint state, this algorithm
employs separate KFs for the robot location and for all features (landmarks). This leads
to a much faster algorithm but correlations between landmarks and robot’s states are lost.
The consequences for large loop-closure trajectories can be very harmful. Unfortunately, the
authors did not test their algorithm in larger areas to verify this issue.
Sim et al. (2005) use a similar approach. However, Rao-Blackwellised particle filters
were applied instead of a set of Kalman filters. They proposed a visual odometry method
based on a least-squared optimisation between the transformed new pose and the previous
poses. Optimisation is run for every time step, using the set of matched features computed
by SIFT. The observation model for range estimation is not accurate since it assumes that
correspondences found with SIFT are always correct. The algorithm was tested indoors for
a trajectory of 66 metres. As the number of landmarks grows (SIFT features) the algorithm
starts becoming very computationally expensive, taking about 45 seconds to compute one
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frame at the end of the trajectory. The number of landmarks was over 38000, far more than
the necessary for accurate localisation. This is one of the drawbacks when mapping with
feature detectors from images. The feature extractor algorithm will output several features
according to novelty or invariance but with no understanding of the value of such features
for mapping. Conversely, object recognition methods can be applied to seek optimal objects
to be used as landmarks.
Davison and Murray (2002) proposes an interesting active-vision based SLAM algorithm.
An EKF was used and 3D position of features estimated from a stereo system. The active
head of their robot searches for features with higher uncertainty since these are the features
most likely to have their uncertainty reduced with new observations. Uncertainty is measured on the innovation covariance by computing its spectral decomposition and the volume
swept out by the eigenvalues used as a metric for minimisation. The actuators kept the most
interesting features on the field of view as much as possible during the entire trajectory of
the robot. The system was tested in a small indoor area but with promising results.
A SLAM algorithm using a single camera was also developed by Davison (2003). In computer vision, the SLAM problem is similar to the computation of the fundamental matrix,
i.e. the estimation of the camera position from a sequence of images captured at different
poses (Hartley and Zisserman 2000), where it is known as reconstruction. With a calibrated
camera, it is possible to obtain 2D positions of a feature normalised by the range coordinate
(X/Z, Y /Z). Davison (2003) addresses this problem by computing a prior distribution for
range measurements. For small indoor areas, this prior has non-zero mass for Z between
0.5 to 5 metres. A set of N particles is drawn from this distribution and are re-weighted
with further observations based on the innovation matrix. The depth prior significantly
improves the computational efficiency of the algorithm, avoiding expensive search over the
entire epipolar line. After five observations the uncertainty in range estimation is reduced
to something similar to a Gaussian which is initialised into the map. An EKF is used to
estimate the 3D position of the camera as well as rotation angles. Map features are detected
using the Shi and Tomasi (1994) detector. The algorithm was tested indoors for a sequence
of 20 seconds. Although preliminary, this methodology represents a major advance in SLAM
research where more expensive sensors such as lasers or sonars are substituted by conventional cameras. Such algorithms can also be used in a wearable system for self-localisation
in tasks such as fire fighting.
Compact three-dimensional maps of indoor environments from range and imaging sensors were investigated by Thrun et al. (2004). In their experiments a robot equipped with
two 2D laser range finders and a panoramic camera was used. One of the lasers scans
horizontally to supply accurate pose estimation, while the other scans vertically to acquire
surfaces throughout the trajectory. The authors used EM to associate 3D points to com-

6.2 Related Work

132

mon elements of buildings such as planar surfaces. They developed an incremental and
constant time EM implementation that selects the number of surfaces automatically. This
is achieved by freezing past observations in the E-step and only updating statistics of new
sets of observations. The algorithm can be deployed in real-time but, although not explicitly
mentioned in the paper, memory would be a concern for large indoor trajectories. Maps
created using this approach are a combination of 3D colour surfaces acquired by the robot
during its trajectory. Unfortunately, the algorithm was not tested in loop closure situations
to verify how 3D surfaces could help data association.

6.2.2

Relational Models and Mapping

The combination of position and appearance properties of map entities can be used to build
richer maps that, in addition to geometric representations of the environment, also possesses
other properties such as shape, colour and texture. In (Anguelov et al. 2004), probabilistic
models of doors and walls are learnt through EM from observations containing laser scan and
image features. Once learnt, the model can reliably detect doors in an office environment
regardless of their state as open or close. The algorithm is not integrated with localisation
or mapping which are solved separately.
Relational Markov networks (RMN) (Taskar et al. 2002) have been applied to robotics in
(Limketkai et al. 2005). A probabilistic model to reason about objects with complex relations
in an indoor environment is described. An RMN is defined over features such as physical
aggregation, appearance, neighbourhood, thus encoding spatial and shape information from
a range sensor. The model is learnt through a maximum a posteriori (MAP) approach
and inferences are performed with Gibbs sampling (Gilks et al. 1996). The algorithm was
evaluated for labelling line segments extracted from laser scans in hallways. The system was
trained on a set of 10 hallways for three labels: door, wall and other. The overall accuracy
for classifying objects was 88.4%.

6.2.3

Loop Closure with Imaging and Range Sensors

Loop closure with salient features was addressed by Newman and Ho (2005). They detected
image features that satisfied two criteria: salience and stability to affine transformations.
The salience criterion is defined as areas of the image with high entropy weighted by a
measure of self-similarity across scale as described in (Kadir and Brady 2001). The stability
to view point changes is obtained using the detector proposed by Matas et al. (2002), which
finds maximally stable extremal regions (MSERs). The idea behind this detector is to vary
intensity thresholds and verify regions of the image that remains the same size regardless
threshold changes. Having detect features, these are represented with SIFT descriptors -
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128 values consisting of image gradients for each 45o rotation, for each of 16 grid cells in the
region. A data base with descriptors and associated time stamps is built as the robot moves
about the environment. Finally, a scan-SLAM implementation (Lu and Milios 1997) is used
and tested in a indoor environment along a trajectory of 100 metres. To match an image
with another previously stored, an Euclidean distance metric is applied to the set of feature
descriptors. When a match is detected between two images acquired at very different time
stamps, there is a high likelihood that the robot is closing a loop. This is propagated to
the whole trajectory estimate which is kept in the state-vector (Leonard et al. 2002). The
threshold on Euclidean distance to decide for correct image match is chosen in a ad-hoc
manner, based on experiments. An experiment is reported, where a loop was closed in the
same direction as the previous pass, facilitating image matches based on salient features.
A more interesting experiment would be closing the loop from multiple directions to verify
how robust the algorithm is to viewpoint changes.
An extension to the previous approach to outdoor environments was proposed in (Newman et al. 2006). Rather than a single horizontal laser, this new approach uses an actuated
laser to provide 3D points of the environment in conjunction with visual information from a
camera. As in their previous work, the implementation is based on a scan-SLAM algorithm
where the state vector is augmented with new pose estimates as the vehicle navigates. Loop
closure is detected using appearance which is described with SIFT descriptors and features
extracted using the Harris Affine Detector (Mikolajczyk and Schmid 2004). In contrast to
(Newman and Ho 2005) where the match was evaluated for each individual image, the new
approach matches sequences of images. Similarity is quantified by a cosine distance between
frequencies of descriptors in a sequence of images. As an image can have several features,
they are first clustered to create a vocabulary of similar size for each image. A matrix of
similarities is computed from the vocabulary and its spectral decomposition used to evaluate the likelihood of a sequence being generated by the matrix. Once loop closure has been
detected, a transformation between poses is calculated using constraints from the camera
and the 3D laser scans; given the intrinsic calibration of laser and camera is known. This
transformation is then imposed on the filter which is propagated to all positions since the
state vector contains an estimatie of the whole trajectory. Experiments were performed in
an outdoor urban environment for a path length of 371 metres. The vehicle has to stop
each small distance travelled to capture a new scan. A total of 403 poses were evaluated
involving only one loop closure. As in their previous work, there is not enough experiments
to conclude that the algorithm is robust to general loop closures. In addition, the trajectory of the vehicle allowed features to be detected from similar view points when closing the
loop. This facilitates matching between sequences of images since the vehicle always observe
features in the same direction when navigating in the loop.
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One of the problems of using point feature detectors in robotics is the stability of the
algorithms to large viewpoint changes. Recent results from Moreels and Perona (2005) have
shown that no feature detector-descriptor combination performs well for viewpoint changes
of more than 25 − 30o . However, in outdoor unstructured environments, landmarks can
be observed at a much wider viewpoint range as the vehicle is not constrained to move

along corridors and door ways. Richer and more robust representations of landmarks are
thus investigated in this thesis. These representations must also be general, not relying in
ad-hoc features, to be applicable to different field robotics tasks, in aerial, underwater and
all terrain domains. The solution adopted involves dimensionality reduction techniques and,
especially, non-linear methods. Several manifold learning approaches have been proposed in
recent years (Tenenbaum et al. 2000; Roweis and Saul 2000; Belkin and Niyogi 2003; Weinberger and Saul 2004). Due to its isometric and convergence properties with the landmark
extension (DeSilva and Tenenbaum 2002), which enables it to process large datasets, Isomap
(Tenenbaum et al. 2000) is used to create landmark representations. Out-of-sample points
from Isomap are obtained by fitting a mixture of linear models from the input and output
sets of Isomap. This probabilistic model also provides uncertainty measures to perform
compatibility tests for data association.
The novelty and importance of the approach proposed here is the introduction of landmark recognition to SLAM. The approach is demonstrated in a large unstructured environment where current SLAM implementations fail. The vehicle trajectory includes multiple
loops up to 400 metres in length. Illumination changes from direct sunlight in a partly cloudy
day to dark areas where the vehicle is underneath foliage and trees. The total trajectory
length is approximately 1.5 kilometre with the vehicle travelling up to 25 km/h. The environment also includes moving objects such as cars, buses and people. Around 120 different
landmarks are detected and mapped. Some of these are observed from viewpoint changes of
180o . Experimental results show that some loops are not correctly closed with conventional
SLAM algorithms due to incorrect data association. However, when the proposed algorithm
is applied to the same data, misassociations are much reduced and when they do occur the
system is still able to recover. Recognition and representation of landmarks therefore results
in much improved robustness of the SLAM method.

6.3

Landmark Recognition

To recognise landmarks far from the robot, a high-resolution camera is necessary to provide a sufficient number of pixels for processing. Conversely, real-time recognition in highresolution images remains a cumbersome task even for speed-optimised algorithms such as
(Viola and Jones 2004). In the proposed approach, a laser scan is used to select regions of
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interest (ROI) in the image. Only these regions are processed so reducing computation and
allowing the algorithm to recognise landmarks in real-time. The laser is thus responsible
for directing visual attention to landmark recognition. This methodology was described
in Chapter 3 and combines dimensionality reduction with logistic regression. Some of the
recognised landmarks are depicted in Figure 6.1. Recognition is performed on 75 × 150-pixel

patches with colour and texture information, plus laser shape coefficients. The resulting
dimensionality for each sample is 78753. Fisher Discriminant Analysis (FDA) is key to
tackle the problem in such a high-dimensional space. In FDA, dimensionality reduction is
performed in a supervised manner to compute subspaces that best separate the classes of
training points (Section 3.4.3). It is also attrative in terms of computational complexity as
it provides a linear mapping for fast projection of the high-dimensional points.

Figure 6.1: Recognised landmarks mapped during SLAM.

6.4

Landmark Representation

For each new landmark detected, an appearance model is created. Each model is defined
using a low-dimensional representation provided by Isomap. Initially, Isomap is applied to a
set of landmark images and shape coefficients from a training dataset obtained from previous
missions. The choice of Isomap over other non-linear techniques is due to its isometric
property, which is important in data association for computing distance comparisons in the
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feature-space. Also, the landmark extension (DeSilva and Tenenbaum 2002) reduces the
computational complexity, making it suitable for large datasets.
Isomap is a deterministic technique that does not directly provide out-of-sample embeddings or uncertainty measurements. To deal with this the resulting high and low-dimensional
points are used to learn a mixture of linear models through EM in a procedure similar to
(Ramos et al. 2005a), as described in Chapter 4. The mixture is used to compute out-ofsample embeddings of new landmarks and to estimate covariances for compatibility tests.
Inferences in a mixture of linear models result in mixtures of Gaussians that can be computed
faster than out-of-samples extensions to Isomap (Bengio et al. 2004), with the additional
advantage of providing uncertainty estimation. In addition, experiments using the out-ofsample extension for Isomap provided poor approximations for our dataset. This might be
due to insufficient number of samples - 330 points - for a high-dimensional space of 78753
dimensions. The dimensionality of the training dataset was 10, estimated from Isomap by
evaluating residuals. Hence, each landmark is represented by a mixture of Gaussians in
a low-dimensional space obtained by Isomap and approximated by the mixture of linear
models.

6.4.1

Model Updating

Each landmark appearance is represented
 by a mixture of Gaussian in the low-dimensional
P
space as p (x) = ω π̂ω N x; µ̂ω , Σ̂ω . When a landmark is re-observed, its appearance
model is updated. This is performed by updating the sufficient statistics in a conventional
manner:
π̂ω =

M πωe + π̄ω
,
M +1

(6.1)

µ̂ω =

M µeω + µ̄ω
,
M +1

(6.2)

Σ̂ω =

M Σeω + Σ̄ω
,
M +1

(6.3)

and
M =M +1

(6.4)

where π̂ω , µ̂ω and Σ̂ω are the expected weights, means and covariances of the mixture,
and M is the number of past observations of the landmark. The number of components
of the mixture of linear models is estimated by learning models with different number of
components and comparing these using a Bayesian information criterion (BIC) (Hastie et al.
2001).
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Combined Appearance-Position Data Association

Data association is performed using both landmark pose estimates from SLAM and landmark
appearance information. The gated nearest neighbour (NN) (Blackman and Popoli 1999) is
applied to choose the best hypothesis for association. This method is probably the simplest
and most widely used data association algorithm. This is formulated with both pose and
appearance representations of landmarks., it can be successful even for difficult problems
involving large loop closings.
In the Kalman filter, on the arrival of a new observation, the state-vector estimate x̂k|k−1
and associated covariance Pk|k−1 are updated as:
x̂k|k = x̂k|k−1 + Wk νk

(6.5)

Pk|k = Pk|k−1 − Wk Sk WkT ,

(6.6)

and

where Wk is the Kalman gain, νk is the innovation vector and Sk is the innovation covariance
matrix at time k. The gated NN evaluates Mahalanobis distances on the innovation vector
νij and accepts a hypothesis ij when
2
T −1
Dij
= νij
S νij < χ2d,α ,

(6.7)

where d is the feature dimensionality and α the desired confidence level of the χ2 distribution.
The combined appearance-position version of NN works in two steps. First, the compatibility test is applied to position only. An association hypothesis is accepted whenever the
2 is within the gate with 95% of confidence. This saves computation as only when
best Dij

there is no trivial association - for example when closing loops - is appearance model used.
In the second step, the innovation is augmented with appearance. The new innovation is
νI =
with innovation covariance
SI =

"

"

νP
νA

#T

SP

0

0

SA

(6.8)

,

#

,

(6.9)

where P is used to indicate position states and A appearance states. νA is obtained by
computing the difference between the appearance model for the landmark and the lowdimensional embedding of the observation, computed from the learnt mixture of linear models. The mixtures are collapsed using the moment matching technique that provides the best
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approximation in a KL-divergence sense. Experiments have showed that this procedure is
faster than computing more sophisticated associations from mixtures, without any loss in
accuracy. This can be explained by the fact that most inferences result in mixtures with
only one and occasionally two components. The innovation covariance for appearance SA is
obtained in the same manner, from the appearance modes. A hypothesis is accepted if the
2
smallest augmented distance DI,ij
is within the pose-appearance gate with 95% confidence.

A new landmark is included in the map if the shortest distance is larger than five times the
gate. Figure 6.2 shows the appearance mean for several landmarks plotted in the two most
significative dimensions computed with the nonlinear dimensionality reduction approach.
Data association using this space helps to distinguish between landmarks when position is
insufficient.
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Figure 6.2: Appearance space for the landmarks computed through nonlinear dimensionality reduction. Each point in the graph represents the mean of a landmark from several
observations.
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Experiments in Outdoor SLAM

Experiments were conducted with the utilitary car shown in Figure 6.4. The vehicle is
equipped with a laser scan, a high-resolution colour camera (1134 × 756), GPS for pose
ground truth and odometry sensors for steering and wheels. The observation model for the
laser can be written as
q

(xL − xδ )2 + (yL − yδ )2 + ωr


−yδ
θL = arctan xyLL −x
− ϕv + ωθ
δ

rL =

(6.10)

where rL and θL are range and bearing measurements of a landmark L, (xδ , yδ ) are the
coordinates of the laser pose, and (xL , yL ) are the coordinates of a particular landmark. ωr
and ωθ are the noise associated with the range and bearing measurements of the laser. The
location of the laser with respect to the vehicle pose is given by
xδ = xv + a cos ϕv + b sin ϕv
yδ, = yv + a sin ϕv + b cos ϕv

(6.11)

.

where ϕv is the orientation of the vehicle w.r.t the global coordinate system, (xv , yv ) are the
global coordinates of the vehicle pose, a and b are the distances from the vehicle global pose
to the laser in the local coordinate system. Figure 6.3 shows the vehicle with these variables
indicated.
The vehicle process model used to predict the vehicle state in the experiments has the
form


xv,k+1





xv,k + ∆T Vk cos (ϕv,k )



 


 yv,k+1  =  yv,k + ∆T Vk sin (ϕv,k )  ,
ϕv,k + ∆T VkLtan(γk )
ϕv,k+1

(6.12)

where γk and Vk are the steering and velocity inputs at time k and L is the wheel-base
length of the vehicle.
An embedded PC104 running QNX is used to collect time stamps for each of the sensors
and to trigger the camera. The car is driven for approximately 15 minutes, travelling a total
distance of about 1.5 kilometre. The speed ranges from 0 to 25 km/h. Images and laser
scans are grabbed at 5 Hz which causes a maximum possible disynchronisation of 100 ms1 .
Multiple loops of few metres up to 400 metres were executed during the data acquisition.
1

The maximum framerate for the camera, at the resolution required, is 5 Hz. The laser is thus set up to
scan at the same speed, and the camera is triggered at the reception of a new laser scan. This method tries
to minimise the disynchronisation between the two sensors, however, in practise, time differences of up to
80 ms do occur occasionally.
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Figure 6.3: Vehicle model.
The environment is an urban park on a partly cloudy day. The park has dark areas under
trees and open areas with direct sunlight. The car was driven most of the time on an uneven
terrain covered by grass.
High−resolution camera
Top laser
GPS antenna

Low−resolution camera
Front laser

Wheel encoder

Figure 6.4: Utilitary car used in the experiments. For the results reported, the front laser
and the low-resolution camera are not used.
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The starting point is indicated as position 1 (0,0) in Figure 6.6. After starting, the
vehicle goes straight and begins the first loop which passes through position 2 and finishes
at position 3. Two other small loops are then performed next to position 4. The vehicle goes
back to the starting point (position 5) and turns right for the largest loop. Next to position
5 and heading to 6, the vehicle navigates in an area with few trees. Thus, localisation relies
mostly on odometry which introduces a large error in the trajectory estimate. Another loop
is performed at position 6 and the largest loop passes through position 7 and finishes at
8. The vehicle goes back to position 9 and at 10 performs the last loop in a region with
traffic and buildings (see Figures 6.7 and 6.8 (bottom right)). To the best of the author’s
knowledge, this dataset is one of the most complex and challenging outdoor dataset in which
SLAM has been applied in terms of both the trajectory (with multiple loops), velocity of
the vehicle, dynamic objects, uneven terrain and illumination conditions.
Estimation of the trajectory using only odometry is shown in Figure 6.5. As expected,
odometry by itself does not provide an accurate trajectory estimate especially over the irregular terrain where the dataset is collected. The trajectory and the map obtained using
standard EKF-SLAM with pose-based data association is shown in Figure 6.6. The trajectory is closer to the GPS estimate but the system fails to close large loops due to incorrect
associations. The result of this propagates throughout the map, causing large pose errors and
inconsistent estimates. Another source of problems is the false identification of landmarks
caused by people or cars that are erroneously included in the map.
The Extended Kalman filter (EKF) is used for SLAM due to its convergence properties
and accuracy in uncertainty estimation (Dissanayake et al. 2001). The techniques presented
here are, however, independent of the specific choice of filter and indeed will benefit any
estimation scheme. The map and trajectory obtained are shown in Figures 6.7 and 6.8.
The system is able to close all loops correctly resulting in a much more accurate and robust
map. The number of landmarks detected is smaller than conventional SLAM demonstrating
that the algorithm is able to eliminate dynamic objects from the map. This can be seen in
the area next to the road (position 10), where conventional SLAM included cars and buses
in the map. The left part of the map is slightly rotated from the GPS ground truth due
to the reduced number of trees between poses 5 and 6, causing the vehicle to rely only on
odometry when turning. Some straight lines represent points where the system is adjusting
its position when re-observing landmarks (loop next to pose 6, closing the large loop next
to 8). The images next to the graph show the landmark recognition algorithm performing
in the environment. In the bottom-left image, three trees are recognised as landmarks while
the person and the post are correctly assigned as non-landmarks. In the bottom-right image,
buses are correctly classified as non-landmarks but the algorithm misclassified the pile. The
reason for this is the partial occlusion of the pile with a branch of a tree. Occlusions by parts
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Figure 6.5: Estimated trajectory using odometry only.
of trees are indeed responsible for most of the misclassifications encountered. Quantitatively,
the RMS error for the estimated trajectory using conventional EKF-SLAM was 20.5 metres.
With our approach the RMS error was 8.6 metres. The error was calculated using GPS
measurements as graound-truth in areas where it was available. This represents a significant
improvement over the conventional approach. The result is also close to the GPS error itself
which is around 5 metres.
The ability to associate landmarks observed at different viewpoints is one of the main
properties of the algorithm. Figure 6.9 illustrates this for a landmark observed 411 times at
multiple viewpoints during exploration. When appearance is not enough for association, the
estimated position from SLAM can compensate, improving the robustness of the algorithm.
With an observation from a different viewpoint correctly associated, the appearance model
for the landmark is updated to account for this new information.
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Figure 6.6: Estimated trajectory and landmarks position with conventional EKF-SLAM.
For comparison, the estimated trajectory with GPS is represented with the green line. The
EKF-SLAM becomes inconsistent after the first large loop which is not closed properly.
The error in landmarks pose and vehicle trajectory is thus propagated to the rest of the
map. The numbers in the graph indicate successive positions of the trajectory, starting with
position 1 at (0,0). Note that the GPS signal is not available in some areas of the park.

6.7

Discussion

The proposed algorithm significantly improves the accuracy and robustness of outdoor
SLAM. This improvement comes at the cost of additional computation for detecting and
creating appearance models of landmarks. Although the computational complexity has been
taken into account in the design of the algorithms, the system is still not able to operate in
real-time. The current implementation can process about 1 frame per second where most of
the computation is spent in performing inferences on the mixture of linear models for dimensionality reduction. Current research tries to reduce this time by using specific processor
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Figure 6.7: Map and vehicle trajectory obtained using the described methodology.
instructions for vector operations.
The approach was tested in a very challenging urban environment with dynamic objects,
irregular terrain and different illumination conditions. The system performs better than
pose-based data association and is able to correctly close loops of more than 400 metres
while recognising and associating 120 different landmarks. An interesting property of the
algorithm is the capacity to recover from occasional misassociations. This is possible with
the help of the appearance models that can compensate for incorrect position estimates.
In addition to the map and trajectory estimation, this approach also provides images of
landmarks with the relative positions where they are obtained. Given a calibrated camera,
this information can be combined to create 3D models of landmarks.
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Summary

This chapter presented a solution to the SLAM problem combining recognition (Chapter 3),
stochastic representation (Chapter 4) and EKF-SLAM. The algorithm was tested on a car for
a long trajectory of over 1.5 km with velocity of up to 25 km/h. The experimental evaluation
dealt with realistic issues such as dynamic objects, multiple viewpoints and illumination
changes.
Nonlinear dimensionality reduction provided the basis for performing data association
in a space of more informative appearance dimensions. When combined with metric information, the data association algorithm becomes more reliable and able to identify loop
closures; a major challenge in outdoor SLAM.
Operation in urban environments is a difficult problem for robotics given the complexity
of perception tasks. This chapter is an important step towards this goal by integrating
statistical learning machinery into conventional SLAM techniques to improve accuracy and
robustness.
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Figure 6.8: The same as Figure 6.7 with results overlaying an aerial picture of the area. The
four images below the map show typical objects of the environment such as people, buses
and buildings, and detected landmarks.
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Figure 6.9: Multiple views of one of the landmarks acquired during SLAM. As with this particular landmark, during outdoor exploration, the vehicle observes landmarks at completely different
viewpoints. The yellow crosses represent laser points projected on the object. As laser scans and
images are not perfectly synchronised, misalignment exists especially when the vehicle is turning
(last image on the right).

Chapter 7

Conclusions and Future Work
This thesis addresses the problem of recognition, representation and mapping of natural
features in unstructured environments. Different sensors are combined and non-linear dimensionality reduction methods used to create meaningful stochastic representations of natural features in complex, unmodified domains. The methods here described are expected
to improve the robustness and reliability of autonomous localisation and mapping while
providing additional appearance information. The main challenges in operating in outdoor
environments that this thesis tackles are:
• Real-time landmark recognition.
• Operation in dynamic environments.
• Data association.
• Richer maps.
Techniques are presented to solve these problems and are deployed in robots operating in
unstructured environments. Most of the ideas are proposed in a statistical framework that
directly involves uncertainty modelling. The benefits of addressing the perceptual problem within this framework are observed from the robustness and generalisation properties
obtained even with limited training data.
This chapter summarises the main contributions and results obtained. Directions for
future research and open problems are considered at the end of the chapter.

7.1

Summary of Contributions

This thesis has five major theoretical contributions with an extensive experimental deployment in challenging outdoor environments. The contributions involves the main aspects of
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perception in unstructured environments including recognition, stochastic representation,
data association and mapping. A summary of the main contributions is presented below.

7.1.1

Feature Representation Through Non-Linear Stochastic Model

An internal representation of natural features is interesting for many reasons: a) it helps
data association tasks incorporating higher level information such as appearance properties;
b) it can be incrementally updated to include new information, allowing adaptation to new
environments; c) it can be used in sensor networks for localisation and mapping where
information acquired by different vehicles can be fused. However, general representations
are difficult to compute in practice. The variability of imagery in natural environments,
the amount of data multiple sensors can obtain and time constraints imposed by particular
applications make the creation of natural feature representation a challenging problem.
To cope with the computational complexity of high-dimensional observations, linear
methods such as PCA have been applied to robotics (Sim and Dudek 1999). Although linear
methods can provide reliable features for indoor localisation, the variability and complexity
of outdoor environments invalidate the main PCA assumption of having sensory data lying
in a linear manifold. On the other hand, non-linear methods can represent the data without
major assumptions of the nature of the data manifold. Non-linear methods are, however,
more computationally expensive and although out-of-sample extensions have been proposed
(Bengio et al. 2004), there is no direct stochastic representation of the uncertainty involved
in the dimensionality reduction1 .
Contributions
• A non-linear stochastic dimensionality reduction method through mixture of linear
models.

• Efficient inference computation of out-of-sample points with uncertainty measurements.

• A probabilistic framework for natural feature representation tested in aerial, underwater and terrestrial domains.

7.1.2

Data Association Combining Position and Appearance Estimates

Data association is one of the main problems in SLAM. The correct estimation of vehicle
and features’ positions depends on accurate data association of landmarks over the whole
1

Recently a Gaussian process latent variable model was proposed by Lawrence (2004) to perform dimensionality reduction while encoding uncertainty. However, the algorithm has not been applied to very large
datasets with dozens of thousands of samples due to the computational complexity involved.
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trajectory. A single incorrect association can cause the filter to become inconsistent and
damage the whole map and position estimates. Data association in outdoor robotics can be
extremely difficult. Over long trajectories in irregular terrains, the error accumulates rapidly
increasing the uncertainty of position estimates. If the trajectory has large loops the chance
of misassociations using only geometric properties is significantly high when re-observing
landmarks (closing the loop).
If imaging sensors are available, appearance information can be used in conjunction with
geometric properties to help data association. Appearance information is independent of
the trajectory, and the error in the appearance space does not accumulate if the landmark
is not observed. However, data association in appearance space involves the definition of a
potential function from raw sensor data to a meaningful and less variant low-dimensional
space. Additionally, appearance properties can be updated to incorporate information from
observations at different viewpoints.
Contribution
• A data association algorithm is proposed combining appearance and position estimates

of landmarks. Appearance and position information are fused for the final association
decision using gating. Appearance models are updated with new observations by
updating the sufficient statistics of a Gaussian mixture model in a low-dimensional
space representing a particular landmark.

7.1.3

Combined Laser-Camera Landmark Recognition

In the context of all-terrain vehicles, the problem of recognising features located far away
from the robot is crucial for reliable navigation at high speed. The automatic detection of
landmarks allows the robot to avoid extraneous dynamic objects usually found in complex
environments improving the accuracy of localisation and mapping. As in general recognition
problems in field robotics, this requires high-resolution cameras to capture enough data from
distant objects and real-time processing. These two requirements together would constitute
a problem. However, most ground vehicles can be equipped with accurate range sensors
such as lasers which can be used in conjunction with cameras, to reduce the computational
complexity of the problem, while supplying valuable shape information from the object
profile.
Sensor fusion must be performed in real-time and in a discriminative manner to automatically select dimensions that best help further classification tasks. This can be seen
as a dimensionality reduction problem in a very high dimensional space with thousands of
dimensions representing image and laser information.
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Contributions
• Selection of regions of interest (ROI) in high-resolution images using clustering and
projection of laser points into images.

• Discriminative sensor fusion using extended Fisher discriminant analysis on image
patches and laser-shape information.

• Real-time recognition of landmarks in high-resolution images with discriminative dimensionality reduction and logistic classification.

7.1.4

Real-time Natural Feature Recognition and Segmentation

When operating in complex domains robots need a high level perceptual model to be able
to select and distinguish interesting features of the environment. Those features can be used
either for mapping or for further detailed investigation in inspection applications. There
are two main problems when recognising and segmenting natural features: first, there is
an incredible variety of shapes, colours and textures that natural features can possess. For
example, the same specie of coral can have several different shapes but similar colour or
texture. Trees can have different textures but shape is less variant. Learning this variability
would require a large amount of training data. The second problem is efficient computation
of high-resolution images with desirable real-time constraints. In field robotics, features
can be at long distances from the robot but still need to be recognised and segmented. To
have enough data from the feature to capture texture and other properties, high-resolution
cameras need to be used. They require, however, more processing time.
Contributions
• The variational Bayesian Expectation Maximisation algorithm combined with dimen-

sionality reduction offers a solution to the problem of limited training data by incorporating prior information in a fully Bayesian framework. Convergence to the right model
and parameters is more robust than conventional maximum likelihood approaches at
similar computational cost.

• Once models are learnt, inference can be performed in real-time by computing the
likelihood of the observation on the object and background models. The same models
can be used for both recognition and segmentation.
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Large-Scale SLAM Demonstration in Unstructured Environment

Field robotics is characterised by the application of robotics to unstructured environments.
The robot has to operate over extensive periods of time processing data from different
sensors and performing the task robustly. As velocities and travelled distances are larger
than indoor robotics, minor timestamp inaccuracies can have a big impact in the overall
quality of the results. Hence, an important requirement is the need for accurate sensor
timestamps. This can be obtained with real-time operational systems such as QNX with
the additional advantage of allowing sensor synchronisation; an important requirement for
the proposed laser-camera recognition algorithm.
When navigating in irregular terrain, vibration and shocks are major problems. They
can damage electrical contacts of sensors or cause tiny sensor movements with respect to the
main structure of the vehicle, jeopardising their extrinsic calibration. To avoid such problems
the mechanical components used to mount sensors on the vehicle have to be designed to
minimise vibration and undesirable movements that could otherwise affect calibration. All
these practical difficulties associated with the high complexity of the environment makes an
empirical evaluation of the techniques proposed for unstructured environments an important
and challenging part of outdoor robotics research.
Contribution
• Demonstration of the algorithms including recognition, representation and data association in a challenging outdoor dataset obtained in an uneven terrain. The vehicle

travelled at different speed and performed several loops in a trajectory of about 1.5
km. The dataset was acquired in an urban park with people and cars interacting
with the robot. Around 120 trees were detected and used as landmarks at different
viewpoints and illumination conditions.

7.1.6

Place Recognition from Few Training Images

Humans are able to recognise places from their appearance properties and navigate in complex environments without accurate range sensors. For robots, the same task is difficult
since it requires the computation of appearance models for each place. In addition, training
requires a significant number of labelled images to incorporate information from different
viewpoints. If place recognition is required outdoors, different illumination conditions, terrain irregularities and blurring introduce additional complexity requiring even more robust
models.

7.2 Future Research

153

Contribution
• A place recognition algorithm from images combining non-linear dimensionality reduc-

tion and Bayesian inference tested in indoor and outdoor environments. The algorithm
can be incrementally learnt from few training images and still provide accurate results.

7.2

Future Research

This section describes topics for future work. Open issues are briefly described and how the
techniques proposed can be extended.

7.2.1

Incremental Non-Linear Dimensionality Reduction

The stochastic representation of natural features proposed is based on a non-linear dimensionality reduction technique to initialise the regression function. This function, modelled
as a mixture of linear models, is learnt a priori from training data acquired in previous
missions. To bring some adaptability or even to avoid the need of previous training two
extensions are possible: incremental dimensionality reduction and incremental learning of
the regression function.
Recently, a new approach for computing Isomap incrementally was proposed (Law and
Jain 2006). The incremental Isomap is based on graph operations that incrementally include more nodes updating the matrix of geodesic distances. The eigenvalue problem is
recomputed at each iteration using the previous result as a starting point. The authors also
proposed a methodology to delete points observed at the beginning of the process to keep
a memory boundary for the algorithm. SLAM can greatly benefit of this approach when
combining geometric and appearance information as described in Chapter 6. The robot can
start the trip with no or limited training and incrementally compute a manifold that best
describes the environment in appearance space.
Additionally, the regression function statistically representing the dimensionality reduction mapping must be updated to incorporate the modifications caused by the new information. Although incremental EM has been proposed (Neal and Hinton 1998), it is well
known that EM is slow in converging to the local maximum when close to the solution. For
practical applications, the incremental EM as initially proposed might be too slow. The
solution is to combine EM with numerical optimisation techniques such as Newton-Raphson
or Quasi-Newton to improve the convergence speed when close to the solution. Some of
these techniques have been previously studied by (McLachlan and Krishnan 1997).
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Scan-SLAM Combining Laser and Appearance

The representation, recognition and association algorithms proposed are independent of a
particular SLAM implementation or of a particular environment. Possible extensions would
be the combination of the techniques with UKF or particle filters. However, more interestingly would be the evaluation of the algorithms in a scan-SLAM framework. In scan-SLAM,
the state vector is augmented with past vehicle’s positions. They represent poses where observations consisting of laser-scans were obtained. This is different than conventional SLAM
where the state-vector is augmented with feature’s positions. The augmentation occurs after
every small distance travelled independently of the time.
The main problem of scan-SLAM is to detect loop closure. When a loop closure is
detected, present and past observations become correlated reducing the uncertainty of the
vehicle’s position. This is essential for an accurate final result. However, as the distance travelled increases, the error on vehicle’s position estimation grows quickly making correlation
to past scans difficult.
Integrating the proposed appearance representation to this framework can significantly
help in detecting revisited places. The sequence of images captured with laser scans can
be mapped to a low-dimensional space where the search for similar visual information is
computed efficiently. This space is also less variant to changes in the environment and
viewpoints which makes it more robust.

7.2.3

3D Image Reconstruction

The outputs of the SLAM algorithm proposed in Chapter 6 is the estimated trajectory of
the vehicle, a map, landmark representations in appearance space, and a collection of images
of each landmark with their relative position with respect to the robot. Images are collected
at different distances and viewpoints which suggest that they can be combined to obtain 3D
representations.
In computer vision, the problem of computing an estimated trajectory from images is
known as structure from motion (Hartley and Zisserman 2000). It involves the computation
of the fundamental matrix (with a calibrated camera) which enables the determination of 3D
position of image features up to a scale factor. Given that the SLAM algorithm provides the
3D position of a couple of points from the laser and the respective image pixel associated to
it, more constraints can be imposed to the fundamental matrix computation. The disparity
matrix can then be computed, integrating the images captured during exploration to form
a colour 3D structure. This process can be computed offline, after the mission, to save
processing power to other tasks.
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Demonstration in Urban Environments

Most of the empirical evaluation of the algorithms was performed in natural and unstructured environments. The techniques are, however, general enough to be applied to more
structured environments such as urban areas. In this case, other objects can be used for
mapping including buildings, light posts and traffic signs. Dynamic objects such as people
and cars still have to be detected and eliminated from the map. Their presence in the
environment is more frequent than in park areas, and occlusions are more likely to occur.
In urban areas, roads provide a flat surface for navigation. This is expected to improve
odometry measurements since slips and bumps do not occur very often. The vehicle can
then navigate faster and in longer trajectories. Loops can have several kilometres which
makes their proper identification a difficult problem. Additionally, storing images for every
landmark might be too costly.
The framework for SLAM proposed in this thesis can be directly applied to such problem. The appearance representation model can be used to address the problem of complexity.
The landmark recognition algorithm can be used to eliminate dynamic objects of the environment. However, partial occlusions need to be considered during training and it will
be interesting to see how they affect the algorithm. To solve the loop closure detection
problem, the data association algorithm combining appearance representation and position
estimates can be applied. Given that velocities are higher, sensors need to operate at higher
frequency. This will make their synchronisation more difficult and possibly larger errors in
the laser-camera alignment will have to be considered.

Appendix A

Laser-Camera Calibration
A.1

Camera Calibration

The first step in obtaining a calibrated system is to determine the intrinsic calibration
parameters of the camera. These parameters represent physical properties of the sensor
and once obtained, allow the projection of points in the camera coordinate system. The
parameters of a CCD camera considering the pinhole camera model is represented by a
matrix K defined as




K=

fx



s

x0

fy


y0 
1

(A.1)

where f x and f y represent the focal length of the camera in terms of pixel dimensions in the
x and y directions respectively, x0 and y0 are the coordinates of the principal point (perpendicular projection of the camera centre in the image plane), and s is known as the skew
coefficient which defines the angle between the x and y pixel axes (zero for most cameras).
In addition, there might exist parameters to account for lense distortions. However, for the
camera used in Chapter 6 distortion was negligible. The determination of K can be obtained
from a set of images from a calibration checkboard at different angles where real distances
between corners are known (Zhang 2000; Zhang and Pless 2004) (see Figure A.1 for some
examples). In this procedure a cost function is defined over the reprojection of corner points
in the camera coordinate system. Minimisation of this function over the camera intrinsic parameters can be obtained using least-square algorithms such as Levenberg-Marquardt
(Nocedal and Stephen 1999).
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Laser Calibration

Once the camera has been calibrated, pixel coordinates p = [u, v]T of points in the world
coordinate system P = [X, Y, Z]T can be computed as p ∼ K(RP + t) where R is a 3 × 3
rotation matrix and t is a 3-vector representing translation. The transformation between

points in the camera coordinate system to points in the laser coordinate system can be
obtained as follows.
Assuming that Pl is a point in the laser coordinate system and Pc in the camera, the
following equation represents their transformation:
Pl = ΦPc + ∆,

(A.2)

where Φ and ∆ are the rotation and translation parameters for the laser-camera calibration.
To compute Φ and ∆, the method described in (Zhang and Pless 2004) can be used. The
key idea of this method is to present the camera-laser system with a sequence of images
of a checkboard, at different positions and orientations (Figure A.1). Assuming that the
calibration plane is in the plane Z = 0 in the world coordinate system, the normal vector of
the plane N can be written as a function of the camera’s orientation and translation:
N = R3 R3T · t



(A.3)

where R3 is the 3rd column of the rotation matrix and t are the coordinates of the camera centre in world coordinates. Figure A.2 shows a schematic picture of the calibration
procedure and the coordinate system used for each sensor. . As the laser points lie on the
calibration plane estimated from the camera, a geometric constraint satisfying
N · Pc = kN k2

(A.4)

is obtained where kN k is the magnitude of N . Substituting A.3 into A.4 results in a function
that correlates points in the laser coordinate system with the normal vector of the plane:
N · Φ−1 (Pl − ∆) = kN k2 .

A.2.1

(A.5)

Optimisation Procedure

The optimisation procedure to compute Φ and ∆ has three steps. Firstly, an approximate
linear solution is computed to be used as the starting point for the non-linear optimisation.
Given that all laser points are in the plane Y = 0 in the laser coordinate system, a laser
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Figure A.1: Checkboard pictures used to calibrate laser and camera.
point Pl can be represented by P̂l = [X, Z, 1]T . Substituting this in Equation A.5 results in
N · H P̂l = kN k2

(A.6)
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Figure A.2: Calibration procedure for the computation of the extrinsic parameters between
laser and camera. The coordinate system used for each sensor and for the calibration board
are indicated in green.
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where H = Φ  0 0 −∆  is a 3×3 transform matrix from the laser to the camera coordi0 1
2
P 
nate system. Equation A.5 results in the error function E = i kNi k2 − Ni · H P̂l,i summing
over the error for each pose calibration plane. This is linear in H and can be minimised

using standard linear least square algorithms. Once H is determined, the relative camera
position and orientation can be obtained as follows:
Φ

= [H1 , −H1 × H2 , H2 ]T

∆ = − [H1 , −H1 × H2 , H2 ]T H3

,

(A.7)

where Hk is the kth column of matrix H.
The second step of the optimisation procedure guarantees that the Φ orientation matrix
meet the properties of a rotation matrix. This is accomplished by computing a rotation
matrix Φ̂ that approximates Φ by minimising Frobenius norm of the difference Φ̂ − Φ,

subject to Φ̂Φ̂T = I. The resulting Φ̂ and ∆ can be used as an initial solution for the final
nonlinear optimisation step.
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Figure A.3: Projection of laser points in the checkboard used for calibration.
The third step optimises a nonlinear least square problem given the solution obtained in
the previous step:
2
X X  Ni

−1
E=
· Φ (Pl,ij − ∆) − kNi k
kNi k
i

(A.8)

j

where Ni is the normal of the ith checkboard plane pose and j indicates the laser point. The
rotation matrix Φ is parameterised by the Rodrigues formula which results in a 3-vector
parameter corresponding to the direction of the rotation axis and with magnitude equal
to the rotation angle. The function is maximised using the Levenberg-Marquardt method
(Nocedal and Stephen 1999).
The outputs are the optimised parameters Φ and ∆ that in conjunction with the intrinsic
parameters K of the camera, allow the projection of laser points in image pixels. As an
example, Figure A.3 shows the laser points projected in a calibration board.

Appendix B

VBEM for Mixtures of Gaussians
In this appendix, the variational approach for Bayesian learning of a mixture of Gaussians
is presented. The derivation is similar to (Attias 2000) but here it is also included the
expressions for optimisation of the hyperparameters.
As an algorithm proposed in a Bayesian framework, VBEM needs to work with prior distributions. For any choice of priors the lower bound on the marginal likelihood is guaranteed
to tighten up in each iteration. However, the choice of those priors can severely influence
the performance of the algorithm as a whole since the convergence speed can vary drastically. Thus, this section starts with a short description of priors, how much information
they can encode and which forms make analytical solutions simpler. After, previous works
on model selection are discussed with the remain of the section dedicated to the particular
implementation of VBEM for Gaussian mixtures.

B.0.2

A short note about priors

Before starting presenting the rules, it is important to discuss the choice of priors in a
Bayesian framework. In realistic situations, where, for example, a robot is moving around
and needs to do density estimation based on a set of samples, it would be reasonable to
use a non-informative prior since there is no previous knowledge about the dataset. Noninformative priors has been the subject of intense research since the early works of Bayes
(1763) and Laplace (1814/1952). By definition, a non-informative prior is based on the
Bayes-Laplace postulate that basically states that in the absence of evidence to the contrary, all possibilities should have the same initial probability. Jeffreys Prior (Jeffreys 1946)
attempts to solve this problem by computing priors that express the same belief no matter
which measure of entropy is used.
However, in practical situations where an algorithm aims to search over different models,
the knowledge obtained from the parameter estimation of a particular model could help in
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the estimation of the other models. For example, assuming that the search started with one
component and the parameters of this component are estimated. A natural way to select
the next model to be evaluated is to split the previous component into two and estimate the
parameters of the new model. Since the new model was obtained by splitting the previous
one, the information enconded before could be used to make a better estimation of the
new model parameters. Thus, rather than non-informative priors, priors that attempt to
encapsulate the experimental knowledge are preferable - these priors are known in statistics
as subjective priors.
If subjective priors are preferable, which forms should they have so as to maximise
the information encoded? On the other hand, which forms would make the mathematical
solution simpler? In general, there is no answer for these two questions and the selection of
the prior form is a trade-off between information encoded and complexity. For exponential
family distributions, however, there is a very convenient class of subjective priors, known as
conjugate priors, that often lead to analytically tractable integrals and also have an intuitive
interpretation as expressing previous observations under the model. Roughly speaking,
a prior is conjugate to a particular distributions if its multiplication with the likelihood
results in an expression with the same form as the prior. Thus, it can be shown that the
Dirichlet distribution is a conjugate prior for multinomial distributions, a normal distribution
is a conjugate prior for the mean of a normal distribution and a Wishart distribution is a
conjugate prior for the covariance matrix of a normal distribution.

B.0.3

Bayesian Gaussian Mixture Model

Notations
The model described in this section uses Dirichlet, Normal, Wishart and Student-t multivariate distributions D,N ,W, S defined as:
D (π; λ) = cD

1−

S
X
i=1

πi

!λs+1 −1

S
Y

πsλs −1 ,

(B.1)

s=1

n
o

N x; µ, Σ−1 = cN exp −0.5 (x − µ)T Σ−1 (x − µ) ,

(B.2)

W (Γ; α, B) = cW |Γ|(α−k−1)/2 exp {−tr (BΓ)} ,

(B.3)


−(ω+k)/2
1
T
S (x; ρ, Λ, ω) = cS 1 + (x − ρ) Λ (x − ρ)
,
ω

(B.4)
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x ∈ Rk ,
where
P
S+1



Γ
i=1 λi
cD = QS+1
,
i=1 Γ (λi )

cN = (2π)−k/2 Σ−1

1/2

,

cW = |B|α /Γ (α) ,
cS =

Γ ((ω + k) /2)
k/2

Γ (ω/2) (ωπ)

|Λ|1/2 ,

Γ (·) is the gamma function, T denotes transpose and tr is the trace of a matrix.
Assuming a particular model m, the Gaussian mixture model has S components, where
each component has responsability given by πs , mean µs and covariance Γs . The set of parameters can be written as θ = {π, µ, Γ} where π = {π 1 , π 2 , . . . , π S }, µ = {µ1 , µ2 , . . . , µS }

and Γ = {Γ1 , Γ2 , . . . , ΓS }.

Given these parameters and the model, the likelihood of a data point yn in a d-dimensional
space can be written as

p (yn | θ, m) =

S
X
s=1

p (sn = s | π) p (yn | µs , Γs ) ,

(B.5)

where each component is a Gaussian with p (yn | µs , Γs ) = N (yn ; µs , Γs ) and p (sn = s | π)
is a multinomial distribution representing the probability of the data point yn be associated

with component s.
The prior over the parameters is given by
p (θ | m) = p (π)

Y
s

p (Γs ) p (µs | Γs )

(B.6)

where the responsabilities prior is a symmetric Dirichlet p (π) = D (π; λ0 I), the prior over

each covariance matrix is a Wishart p (Γs ) = W (Γ; α0 , B0 ) and the prior over the means

given the covariance matrices is a multivariate normal p (µs | Γs ) = N (µs ; m0 , β0 Γs ). The
joint likelihood of the data, assuming the samples are i.i.d, can be computed as
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p (y, S | θ, m) =

N
Y

n=1

p (sn = s | π) p (yn | µs , Γs )

(B.7)

where y = {y1 , y2 , . . . , yn } and S = {s1 , s2 , . . . , sS }.
In parameter estimation of a mixture model , the discrete variable indicating which
component is associated with a data point is always hidden. The expression for the logmarginal likelihood is thus
log p (y | m) = log

Z X

p (S, y | θ, m) p (θ | m) dθ.

(B.8)

The variational approximation of this expression leads to the following free densities q:
• For the covariance matrices, q (Γ) =
• For the means, q (µ | Γ) =

Q

s q (µs

Q

s q (Γs )

with q (Γs ) = W (Γ; αs , Bs );

| Γs ) with q (µs | Γs ) = N (x; m0 , βs Γs );

• For the mixing coefficients, q (π) = D (π; λ), where λ = {λ1 , λ2 , . . . , λs };
• For the hidden variable S, q (S) =

Q

s q (ss )

which is denoted as γsn ≡ q (sn ).

The VBE-Step can be computed using the following expressions:
γ̃sn

=

1/2
π̃s Γ̃s exp





1
−d
T
− (yn − ms ) Γ̄s (yn − ms ) exp
,
2
2βs

(B.9)

where

log π̃s = Ψ (λs ) − Ψ

log Γ̃s =

d
X
i=1

X
s′

λs ′

!

,

ψ ((αs + 1 − i) /2) − log |Bs | + d log 2,
Γ̄s = αs B−1
s ,

with Ψ (·) denoting the digamma function (Ψ (x) ≡

∂
∂x

log Γ (x)). γ̃sn can then be normalised

to obtain the probability that the component s is responsible for the data point yn
γ̃ n
γsn = P s n .
s′ γ̃s′

(B.10)
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In the VBM-Step, the hyperparameters are updated by taking the functional derivatives
of the free energy with respect to the free distributions q (π), q (µs | Γs ) and q (Γs ) and

equating them to zero. Defining the following variables
N
1 X n
π̄s =
γ
N n=1 s

(B.11)

N̄s = N π̄s

(B.12)

N
1 X n
µ̄s =
γ yn
N̄s n=1 s

(B.13)

N
1 X n
γ (yn − µ̄s ) (yn − µ̄s )T
Σ̄s =
N̄s n=1 s

(B.14)

where π̄s is the proportional of data in component s and N̄s is the number of data points in
component s, the update rules for the hyperparameters are given as follows.
λs = N̄s + λ0

ms =

N̄s µ̄s + β0 m0
N̄s + β0

(B.15)

(B.16)

βs = N̄s + β0

Bs = N̄s Σ̄s +

N̄s β0 (µ̄s − m0 ) (µ̄s − m0 )T
+ B0
N̄s + β0
αs = N̄S + α0

The free energy can be computed for each model m using the expression below

(B.17)

(B.18)
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q (π) log
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X
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dπ
q (π)
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(B.19)

p (µs | Γs )
dµ
q (µs | Γs ) s

q (π) log

p (sn | π)
dπ
q (sn )

q (Γs ) q (µs | Γs )

· log p (yn | Γs , µs , sn ) dΓs dµs .
The first three terms correspond to KL-divergences and the last two are the average
likelihood as shown in Penny (2001b). Rewritting to explicitly show the KL-divergences

Fm = −KLD (λ; λ0 )
−
−
+

S
X

s=1
S
X

(B.20)

KLW (αs , Bs ; α0 , B0 )
KLN (ms , Bs / (βs αs ) ; m0 , Bs / (β0 αs ))

s=1

S
X

Lav (s)

s=1

where

Lav (s) = N̄s log π̃s −
+

N
X

γsn log γsn

n=1




d
N̄s
.
−d log 2π + log Γ̃s − tr Γ̄s Σ̄s −
2
βs

The KL-divergences for Dirichlet, Wishart and Normal distributions are given in (Penny
2001a).
Once parameters and the model were obtained, the predictive density p (y′ | y, m) can

VBEM for Mixtures of Gaussians

167

be calculated using Expression B.21. For a mixture of Gaussians, it has a close-form solution
of a mixture of Student-t distributions,
′



p y | y, m =

S
X
s=1


π̄s S y′ ; ρs, Λs , ωs ,

(B.21)

with ωs = αs +1−d degrees of freedom, where the means areρs = ms and the covariances are
Λs = ((βs + 1) /βs ωs ) Bs . The responsabilities are computed based on the hyperparameters
P
of the Dirichlet distribution with π̄s = λs / s′ λs′ .

Appendix C

Mixture of Linear Models
In this appendix the equations of Chapter 4 for learning and inference on mixtures of linear
models are derived. For completeness the model is redefined below
A mixture of linear models is a general method for nonliner regression in statistics.
The joint probability distribution of all the random variables in the graphical model is
expressed as
p (z, x, s) = p(z | x, s)p(x | s)p (s)

(C.1)

where the conditional distributions are given by

p(z | x, s) =

1
(2π)D/2 |Ψs |1/2

p(x | s) =



1
T
−1
exp − [z − Λs x − µs ] Ψs [z − Λs x − µs ]
2

1
(2π)d/2 |Σs |1/2



1
T −1
exp − [x − ν s ] Σs [x − ν s ] ,
2

(C.2)

(C.3)

where T denotes transpose.

C.1

Learning

In this model, the set of parameters θ = {p(s), ν s , µs , Σs , Ψs , Λs } that need to be estimated

from the observed high and low-dimensional spaces are the prior probabilities p(s) which
follow a multinomial distribution and represents the mixture weights, the mean vectors ν s
and µs , the full covariance matrix Σs , the diagonal covariance matrix Ψs and the loading
matrices Λs . The EM algorithm performs parameter estimation by maximising the loglikelihood of the data given the model and the set of parameters. The observable parameters
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in the graphical model are denoted as {zn , xn }N
n=1 where N is the number of samples. EM
iteratively maximises the log-likelihood of the observations w.r.t. θ

L (s, x, z, θ) =

N
X

log

n=1

M
X
i=1

p (zn , xn , si | θ) ,

(C.4)

where M is the number of mixtures considered in the model. Since direct maximisation over
the above expression is hard to be calculated analytically, an auxiliary distribution q (si )
over the hidden variable is introduced:

L (s, x, z, θ) =

N
X

log

n=1

M
X

q (si )

i=1

p (zn , xn , si | θ)
.
q (si )

(C.5)

It is possible to obtain a lower bound for L by applying the Jensen’s inequality (Mackay
2003):

L (s, x, z, θ) ≥

=

N X
M
X

n=1 i=1

=

N X
M
X

q (si ) log

n=1 i=1

q (si ) log p (zn , xn | θ) +

N
X

n=1

log p (zn , xn | θ) −

p (zn , xn , si | θ)
q (si )

N X
M
X

q (si ) log

n=1 i=1

N X
M
X

n=1 i=1

q (si ) log

p (si | zn , xn , θ)
q (si )

q (si )
.
p (si | zn , xn , θ)

(C.6)

(C.7)

(C.8)

Maximising L with respect to q (s) is equivalent to minimising the Kullback-Leibler

divergence between the free distribution q (s) and the posterior probability p (s | zn , xn , θ).
This is done by setting q (s) = p (s | zn , xn , θ).

Thus, for each iteration EM alternates between the Expectation step (E-Step) where the
posterior probability of s given the observations is computed through
p (zn | xn , s) p (xn | s) p (s)
p(s | zn , xn ) = X
p (zn | xn , s′ ) p (xn | s′ ) p (s′ )

(C.9)

s′

and the Maximisation step (M-Step), where this
 is used to re-estimate the param posterior
(k−1)
is introduced as the expectation of
eters. To derive the M-Step, the function Q θ, θ
the complete-data log-likelihood with respect to the hidden variable s, given the observed

data and the current parameter estimates:
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h
i
(k−1)
Q θ, θ (k−1)
= E L (s, x, z, θ) | {zn , xn }N
,
θ
n=1
(C.10)
P
(k−1)
=
).
s L (s, x, z, θ) p(s | z, x, θ


The M-Step finds the new set of parameters that maximises Q θ, θ (k−1) at iteration k


θ (k) = arg max Q θ, θ (k−1) .
θ

(C.11)

As the second
termof Equation C.8 is minimised with q (s) = p (s | zn , xn , θ), maximisa
(k−1)
can be performed by maximising the first term of the log-likelihood
tion of Q θ, θ


multiplied by p s | zn , xn , θ (k−1) :
M X
N
X

i=1 n=1



log (p (zn , xn | θ)) p si | zn , xn , θ (k−1) .

(C.12)

Taking the derivatives of Equation C.12 w.r.t. the parameters of the model and setting
these to zero provides the update rules for the M-Step:
γsn
P

Defining γsn = p(s | zn , xn ) and ωsn =

n′

νs ←
Σs ←

X

Λs ←

n

µs ←
Ψs ←

X
n

ωsn xn ,

(C.13)

ωsn [xn − ν s ] [xn − ν s ]T ,

(C.14)

ωsn zn (xn − ν s )T Σ−1
s ,

(C.15)

X
n

X

the updates are:

X

n

ωsn [zn − Λs xn ] ,

(C.16)

ωsn [zn − Λs xn − µs ] [zn − Λs xn − µs ]T ,

(C.17)

n

P
γsn
.
p (s) ← P n
s′ n′ γs′ n′

(C.18)

The algorithm continues until the difference between the log-likelihood of two iterations is
smaller than a given threshold.
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Inference

The most common inference in this model is the evaluation of the posterior p(x, s|z = zi ).
This posterior represents the probability of the low-dimensional vector given an observation
in the high-dimensional space. It can be used to represent the beliefs of the state given an
observation and can be further passed to a filtering scheme. From the joint distribution,
p(x, s|z = zi ) is calculated as
p(x, s|z = zi ) = XZ
s′

p(z = zi | x, s)p(x | s)p (s)
p(z = zi |

x, s′ )p(x

|

.

(C.19)

s′ )p (s′ ) dx

A general method of solving this equation is to transform it into canonical forms and compute
the posterior in terms of the canonical characteristics as described in (Cowell et al. 1999).
However, inferences in a structure as simple as the one considered in this chapter can be
computed more efficiently by deriving the specific expressions in the moment form. The
joint distribution p(z, x | s) can be recovered by multiplying p(z | x, s)p(x | s). However,
the conditional distribution has to be first converted to the standard form

"
#T "
#
 1 z−a
z − a1 
1
p (z | x, s) = α exp −
A
.
 2 x − a2
x − a2 

(C.20)

This is accomplished by setting A = [I − Λs ]T Ψ−1
s [I − Λs ], a1 = µs + Λs ν s and a2 = ν s .
By augmenting the mean and covariance of p(x | s) with zeros, the joint distribution can
then be written as


"
# 
#"
#T "
#T "
# "

 1
0
0
0
0
z
−
a
z
−
a
1
1

+
A
(C.21)
p(z, x |s) = α exp − 

 2
x − νs
0 Σ−1
x − a2
x − νs
x − a2
s

where α =

1
(2π)D/2 |Ψs |1/2

tionship is used:

×

1
.
(2π)d/2 |Σs |1/2

To recover the standard form, the following rela-

(y − u)T U (y − u) + (y − v)T V (y − v) = (y − w)T W (y − w) ,

(C.22)

where
w = W−1 [Uu + Vv] ,

W = U + V.

The mean simplifies to [a1 , a2 ]T and the covariance, after applying the matrix inversion
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Ψs + Λs ΣTs ΛTs

Λs Σs

#

. The joint distribution is then
Σs
ΣTs ΛTs
#!
# "
#!
"
"
Ψs + Λs ΣTs ΛTs Λs Σs
µs + Λs ν s
z
p(s).
,
=N
p
ΣTs ΛTs
Σs
νs
x

(C.23)

Given an observation z = zi the posterior probability p (x | z = zi , s) can be obtained

from the joint distribution by entering the evidence and completing the squares to recover
the standard form. The result is a multidimensional Gaussian with mean:

T −1
µx|s,z=zi = E [x | s, z = zi ] = ν s + Σ−1
s + Λs Ψs Λs

−1


ΛTs Ψ−1
(zi − µs − Λs ν s ) (C.24)
s

and covariance



−1
Σx|s,z=zi = E xxT | s, z = zi = Σs − ΣTs ΛTs Ψs + Λs ΣTs ΛTs
Λs Σs .

(C.25)

Since Ψs is a diagonal matrix and Σs is assumed to be nonsingular, the inverse of the expression above can be efficiently computed using the matrix inversion lemma: Ψs + Λs ΣTs ΛTs
−1 T −1
−1
T −1
−1
Ψ−1
Λs Ψs .
s − Ψs Λs Σs + Λs Ψs Λs

Weights can be computed by marginalising the joint probability p(z, x | s) over x to

obtain:

p(z = zi | s)p (s)
p (s | z = zi ) = X
,
p(z = zi | s′ )p (s′ )

(C.26)

s′

1
×
where p (z = zi | s) =
T 1/2
(2π)D/2 |Ψs +Λs ΣT
s Λs |
n
o
−1
exp − 21 (zi − µs − Λs ν s )T Ψs + Λs ΣTs ΛTs
(zi − µs − Λs ν s ) .

C.3

Implementation

The EM for mixture of linear models was implemented in C/C++ using the comprehensive
linear algebra library LAPACK (Anderson et al. 1999). Due to the high dimensionality of
problems with natural features where the dimensionality can easily reach 800 dimensions
or more, numerical problems resulted from computations of determinants and inversions of
matrices of this size have to be addressed. The main source of numerical problems is the
computation of Equation 4.2 in the E-step. Supposing that the diagonal matrix Ψ have 500

−1

=
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dimensions with each element having magnitude of 10−1 , the determinant of this matrix
would have magnitude of 10−500 which is impossible to be represented with double precision
floats. To cope with this problem, instead of computing |Ψ|it is preferable to compute log |Ψ|
P
which can be decomposed into i log Ψii , since Ψ is a diagonal matrix. This result can then
be used inside the exponential function leading to the following expression:



1
1
1
T
−1
p(z | x, s) = exp − D log (2π) − log |Ψs | − [z − Λs x − µs ] Ψs [z − Λs x − µs ] .
2
2
2
(C.27)
Another important part of the implementation that can significantly influence the performance is the initialisation of parameters. Depending on the initialisation, different local
maxima can be reached resulting in different learning parameters. The manner this implementation initialise the parameters was empirically determined by performing several tests
with the ground vehicle dataset (see Chapter 4). Basically, means of the low-dimensional
space ν s are initialised with k-means (Duda et al. 2001) using the data from the output
of Isomap. With these means, each covariance estimate Σs is initialised by computing the
covariance matrix of samples allocated to the same cluster by k-means. Weights can also be
initialised using the number of samples in each cluster and dividing it by the total number
of samples in the dataset.
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