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ABSTRACT
To obtain rewards and avoid punishments in complex and dynamic environments,
animals learn to make predictions about upcoming events and select appropriate courses
of action to satisfy their biological needs. A common approach for assessing learning and
choice behaviour is the use of the appetitive two-choice discrimination task. Despite the
widespread use of this method, exactly how animals learn to adapt their choice behaviour
through trial-and-error in order to maximise reward remains unknown. Indeed, many
studies focus purely on metrics of choice performance (i.e. correct or incorrect) which do
not necessarily provide insight into how response selection changes throughout the task
acquisition process. Furthermore, averaged data from multiple subjects is normally used
to assess the learning curve, which produces inaccurate estimates of the emergence of
performance improvements in individuals. Finally, much of our understanding of
learning and decision making has, of necessity, been born out of studying discrete
elements of behaviour in reduced environmental settings and so does not necessarily
allow behaviour to emerge in a naturalistic fashion.
The aim of this thesis was to construct a rich profile of behaviour in mice as they acquired
a simple visual discrimination task in a complex testing environment. A fine-grained
statistical analysis of each individual performance record was executed to systematically
identify distinct phases of task acquisition that were then deeply interrogated for a range
of behavioural measures that went far beyond simple metrics of choice performance. This
close analysis revealed how different choice strategies emerge, develop and interact
under different task contingencies. The findings suggest that choice behaviour is highly
structured throughout task acquisition and adaptation to change, even when
performance is at chance levels. Importantly, multiple abrupt shifts in performance were
observed confirming that the discrimination learning curve of individual animals does
not necessarily manifest as a gradually increasing function, as proposed by conventional
models. Finally, a subtle but detectable role for dopaminergic signalling in the substantia
nigra pars compacta during the earliest stage of task acquisition is characterised.
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CHAPTER 1 –
GENERAL INTRODUCTION

1

Developing and changing patterns of behaviour is a crucial capability that allows many
organisms to best satiate their needs for nutrition, hydration, shelter and reproduction in
their native environments. Not only is it important for an agent - whether human, mouse,
monkey or an artificial intelligence - to learn, remember and make use of important
associations in its habitat (such as stimuli in the environment that signal availability of
food or the imminent threat of danger), it is vital for them to be able to adapt to changing
contingencies by applying alternate patterns of behaviour or developing new strategies
for dealing with dynamic environments appropriately.
The set of cognitive and motivational processes underlying this adaptive behaviour has
been extensively studied in a variety of species, experimental settings and academic
disciplines. In keeping with the historical scientific approach, much of our understanding
has been incrementally advanced by studying elements of behaviour in reduced
preparations. There is, however, a place for studying agents that are situated in more
complex and naturalistic environments, since this is where adaptive behaviour emerges
“in the wild” and where it has evolved with selective pressures.
Accordingly, this work attempts to examine adaptive behaviour in a scenario that is more
naturalistic than the typical laboratory preparation. Of particular interest is the temporal
evolution of performance and choice behaviour during discrimination learning and
adaptation to task contingency changes.
Given the broad nature of behavioural research, the following sections in this review will
not only provide an outline of fundamental concepts but will serve to provide a unified
language that will be employed in this work.

1.1 ASSOCIATIVE LEARNING
Associative learning is concerned with the how an agent encodes the relationships
between stimuli, behaviours/responses/actions and outcomes in their environment. For
example, a rat will readily display a natural defensive freezing behaviour to a normally
2

innocuous stimulus (such as a tone or a light) if it has been unexpectedly paired with an
aversive footshock in the past (Rescorla 1968, Phillips and LeDoux 1992). The same
stimulus could be used in a different, hungry animal to signal the availability of a
palatable food and so with repeated pairings will come to elicit anticipatory behaviours
in the animal, such as spending time in proximity to the site of food delivery or
interactions with the stimulus itself. In both of these cases, the motivationally significant
unconditioned stimulus (US; a footshock or a sweet reward) has entered into an association
with the neutral conditioned stimulus (CS) due to their co-occurrence, and so when the
animal perceives the CS (or indeed the context in which the CS-US pairing was previously
experienced) it displays an appropriate conditioned response (CR; such as the defensive
freezing or the appetitive approach) in anticipation of the expected outcome. This type of
procedure is termed Pavlovian (or classical) conditioning.
During Pavlovian conditioning, events in the environment proceed whether or not the
animal responds or acts in any fashion. Furthermore, Pavlovian CRs are thought to be
somewhat rigid (akin to innate reflexes), in that they are natural approach and avoidance
behaviours elicited by the motivationally significant US and are produced whether or not
it is appropriate/adaptive to do so in a given circumstance (Williams and Williams 1969,
Holland 1979, Hershberger 1986, Dayan and Balleine 2002).
During instrumental (or operant) conditioning however, elements in the environment
respond to the actions or responses of the agent in some way. For example, an animal
may learn that pressing a lever when a stimulus light turns on increases their likelihood
of obtaining a reward or avoiding a punishment. Crucially, truly instrumental actions are
learned behaviours and so afford agents the ability to develop novel and arbitrary
behavioural strategies (compared to the Pavlovian conditioned responses) which is
critical for survival in dynamic environments (Dickinson 1985, Balleine and Dickinson
1998, Dickinson 2015).
Instrumental training may allow agents to form associations between their actions (such
as a lever press) and the consequences or outcomes that these actions produce (such as a
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food reward). Here, the agent has formed an action-outcome (A-O) or response-outcome
(R-O) association (Dickinson 1985, Dickinson and Balleine 1994). Additionally, outcomes
received in the presence of a stimulus or a context will reinforce or “stamp-in” the
responses that produced them, forming stimulus-response (S-R) associations (Dickinson
2015). Both of these types of associations form concurrently through experience along
with other so-called binary associations (e.g. stimulus-outcome, S-O, outcome-action, OA) and even hierarchical associations (e.g. between a stimulus and a response-outcome
contingency, S-[R-O]; Colwill and Rescorla 1990, Bradfield and Balleine 2013).
Understanding how these associations compete, cooperate and interact to drive
behaviour remains an active field of study.
While Pavlovian and instrumental systems maintain dissociability at the neural,
behavioural and computational level, they certainly interact to produce complex
behaviour in organisms (Dayan et al. 2006, Balleine and O'Doherty 2010). This is perhaps
most clearly observed in Pavlovian-instrumental transfer experiments (Holmes et al.
2010, Cartoni et al. 2016). Here, animals may acquire multiple CS-US or S-O associations
via Pavlovian conditioning, learning that certain stimuli predict specific outcomes (e.g.
S1-O1 and S2-O2). Subsequently, animals are trained to perform distinct actions to gain
the same outcomes (forming both A-O and O-A associations) that were experienced in
the Pavlovian stage, though the CS’s are absent (e.g. A1-O1, A2-O2 etc.). Once both of
these training stages are complete, each CS is presented in turn, though no outcomes are
delivered. Typically, the presentation of each CS results in the elevated performance of
the specific action which predicts the same outcome (i.e. animals will selectively increase
the execution of A1 when S1 is presented, since both predict the delivery of O1). Why
should this occur if the CS has never been paired with the learned action? Somehow the
Pavlovian S-O association is transferred to the instrumental situation, driving action. It is
supposed that the CS activates the S-O association that was learned during the Pavlovian
stage which, via the outcome component of this representation, in turn activates the O-A
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association learned during the instrumental training, which thereby encourages action
execution (Balleine and Ostlund 2007).
Much of the fundamental work has been done to give us an understanding about how
associative learning functions at the behavioural level. Furthermore, behavioural and
computational neuroscience/physiology have done much to dissect the neural circuitry
acting as the underlying associative learning machinery. Prominent models and theories
of associative learning and behaviour will be considered in the succeeding sections.
Despite these advances, much is still unknown about how even basic associative
processing occurs in the brain.
Pavlovian and instrumental concepts have a rich history of study in the laboratory and
underlie the more specific learning and performance related processes that are described
in this work.

1.2 DISCRIMINATION LEARNING
Instrumental discrimination choice tasks have been critical for the development of
learning theory. These paradigms allow for the examination of discrete choice behaviour
and how it changes as the agent, through trial-and-error, learns about the relationships
between stimuli in the environment, their own actions and the consequences that these
actions produce.
In the simple 2-choice task an animal familiar with the general structure of the testing
environment (through pre-training or habituation) has the opportunity to obtain reward
(or avoid punishment) by choosing one of two options. Depending on the task, this choice
is be made by executing an action (or actions) on one of two response devices available
to them in the testing environment. In appetitive tasks, a correct choice is reinforced with
a reward and an incorrect choice is not (though some protocols will introduce a
punishment after an incorrect response). The status of a potential response (i.e. being
either correct or incorrect) is signalled in advance by some feature(s) of the stimulus (or
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stimuli). For example, the correct response may be indicated by the brighter of two visual
cues, the higher frequency of two auditory stimuli or the presence of a particular odour
in one of two digging cups. Discrimination tasks can accommodate a range of responses
by the animal (such as a nosepoke, a lever press, digging, licking, screen-touching, maze
running etc.) and can utilise virtually any sensory system (Gutierrez and Simon 2011,
Bradfield and Balleine 2013, Lee et al. 2016, Rountree-Harrison et al. 2018).
Evaluation of basic performance is straightforward in such tasks, which typically divide
the experience of the animal into discrete “trials” (i.e. a defined epoch encompassing the
presentation of the discriminative stimuli, the execution of a response by the animal and
the presentation of the outcome). The first response of an animal on a given trial can be
classified objectively as either correct or incorrect. One can therefore track the
performance of the animals as a function of the percentage or rate of occurrence of correct
responses (or errors). Increases in performance above chance levels are usually taken to
indicate that the animal has to some degree learned the relevant task contingencies.
Exactly how even simple discrimination tasks are acquired by animals remains to be
determined.

1.2.1 The Presolution period
Observations of choice behaviour in rats undergoing training in a discrimination task
lead to the identification of the so-called presolution period (Lashley 1929, Krechevsky
1932). This phenomenon is characterised by chance level performance of correct choices
prior to the agent exhibiting evidence that they have learned the discrimination problem,
often emerging abruptly in the choice behaviour of animals (Krechevsky 1932). Lashley
(1929) proposed that animals executed “discrimination habits” or systematic patterns of
responding that manifest as ongoing responses to irrelevant stimuli (such as always
selecting the left response device i.e. a position/response bias) and that these represented
attempts at solving the task even if these attempts were not relevant to the formation of
appropriate associations. Krechevsky (1932) subsequently provided evidence of highly
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structured responses during chance level performance of a discrimination task, which he
interpreted as “hypothesis testing” by the rats who were actively attempting to find the
solution to the problem. This so called “discontinuity” theory suggested that animals
happened upon the correct solution after testing out a number of hypotheses, in a manner
that could be akin to insight or an “aha” moment rather than gradual improvement
(Bowden et al. 2005, Shettleworth 2012).
In an alternative account of the presolution period, Spence (1936) proposed that a
cumulative or gradual learning process occurs during trial-and-error learning even
though it does not overtly influence performance or choice behaviour during the early
stages of task acquisition (hence, the chance level correct response rate). Under this
“continuity” theory, an animal could execute a systematic response strategy (e.g. always
choosing the left response device) during early discrimination training which would
persist until sufficient knowledge had been gained about the reward-predicting stimuli.
By way of example, consider an agent that has to choose between turning left and turning
right at the choice point of a maze where the correct direction (i.e. that which will lead to
reward) on a given trial is signalled by a green light and the incorrect direction is
signalled with a red light. Initially the agent always turns left, without regard to the
stimuli. However, over time the correct stimulus (green light) would accrue “excitatory
strength” (i.e. strong associative connections with the reward that could be used to drive
behaviour) due to it being selectively reinforced over any other element in the
environment. The incorrect stimulus (red light) would never be reinforced, with the left
and right responses being reinforced on half the trials each. At some point the excitatory
strength associated with the correct green stimulus would exceed whatever default
excitatory strength happened to be associated with the preferred left response and so
choice behaviour would suddenly come to be guided by the correct stimulus.
These two theories considered the learning process in fundamentally different ways. i.e.
a gradual, continuous process versus an abrupt, discontinuous process. Currently,
although prevailing associative learning theories are based on the principle of continuity
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(Rescorla and Wagner 1972, Pearce and Hall 1980), interest in patterns of discontinuity or
insight remain (Gallistel et al. 2004, Durstewitz et al. 2010, Shettleworth 2012).
Furthermore, although several models have been proposed (Heinemann 1983, Bathellier
et al. 2013), the biological and associative underpinnings of the presolution period remain
unknown. This early learning epoch provides a potentially interesting and useful subject
for considering how performance on a discrimination task evolves.

1.2.2 Choice behaviour during discrimination task acquisition
Choice behaviour is often highly structured, even if overt task-relevant performance
scores remain at chance. In many cases, this is thought to be the manifestation of either
innate or learned general strategies, heuristics, or response preferences that favour certain
situation-response-outcome combinations that may be useful for minimising cognitive
effort (Hutchinson and Gigerenzer 2005, Kahneman and Egan 2011). Importantly, such
strategies curtail the range of possible actions to take in a given scenario, are modulated
by the nature of the task/environment, and may be ecologically relevant to the species
(Olton and Schlosberg 1978, Evenden and Robbins 1984, Skelin et al. 2014, Gruber and
Thapa 2016, Koppe et al. 2017). Some aspect of the choice learning process may therefore
involve the evidence-based selection of behavioural strategies in addition to influence by
associative learning processes (described below). Furthermore, this pre-existing array of
potential behavioural strategies, biases and heuristics may influence choice behaviour at
different stages of the learning process, and may be integral to uncovering the optimal
policy or rule for guiding response selection in a given scenario. Examining such patterns
of behaviour in detail has been shown to lead to a better understanding of how an agent
acquires a learning task (Skelin et al. 2014, Gruber and Thapa 2016, Koppe et al. 2017).
In laboratory rodents, several a priori schemes have been identified in a range of
preparations and species. For example, behaviours that take into account immediate
feedback from recent outcomes received are common and “sensible” strategies (Evenden
and Robbins 1984, Sage and Knowlton 2000). If the previous response was correct
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(therefore rewarded or a “win”), following a “win-stay” strategy would result in the
selection of either the action or the stimulus that was previously reinforced. “Win-shift”
and “lose-shift” behaviour involve altering the response after a reinforced or nonreinforced (no reward or “lose”) trial respectively. Such strategies are thought to rely on
positive (win, reward) and negative (lose, non-reward) feedback of recent outcome
history influencing expected outcomes and behavioural choice (Riceberg and Shapiro
2012). Ecologically, these strategies have been proposed to reflect optimal foraging
behaviour for rodents (Charnov 1976, Kamil 1983, Evenden and Robbins 1984, Rayburn–
Reeves et al. 2013). On one hand, encountering food at a particular location can be
predictive of future encounters of food at that site and so should be revisited (exploitation
of a known location or win-stay). On the other hand, depending on the nature of the
environment or food source, a previously rewarded patch may become depleted,
requiring exploration of alternative locations for acquiring food (exploration of
alternative locations or win-shift). Lose-shift strategies also make ecological sense: if no
reward encountered at the current location, exploring options is required for alternative
food sources. Lose-stay strategies are typically not thought of as being ecologically
sensible.
All of these strategies can manifest in the laboratory under different circumstances. For
example, when choosing between different lanes in a maze in the absence of reward,
rodents tend to not traverse the same paths on consecutive runs, instead favouring less
recently selected options. This phenomenon is known as "spontaneous alternation" and
is thought to be a heuristic that allows for effective exploration of an environment (Estes
and Schoeffler 1955, Dember and Fowler 1958, Lalonde 2002). This is consistent with the
finding that rodents typically learn win-shift more readily than win-stay strategies for
reward in mazes (Haig et al. 1983, Tsuda and Imada 1989). Other studies have shown,
however, that strategies involving the shifting of responses may not be ubiquitous in all
scenarios (Evenden and Robbins 1984), especially in an operant chamber where choices
have less overt spatial properties when compared to mazes. In fact, one study reported
9

win-stay strategies were learned significantly more rapidly than win-shift strategies in
an operant chamber (Reed 2016). Interestingly, this work also showed that “lose”
strategies (i.e. those mediated by reward omission or negative outcome feedback) were
learned more rapidly than “win” strategies (i.e. positive outcome feedback from reward
receipt). Other studies have shown that lose-shift strategies are present from the outset
of training whereas win-stay is acquired throughout the process of task acquisition
(Skelin et al. 2014, Stolyarova et al. 2014, Gruber and Thapa 2016, Bergstrom et al. 2018).
This raises interesting questions about how reward and reward omission differentially
act to influence ongoing reward-seeking choices, with the intriguing possibility that winstay behaviour is acquired over many trials in concert with associative learning
mechanisms whereas lose-shift behaviour manifests on a trial-to-trial scale and is a more
innate factor influencing choice (Gruber and Thapa 2016).
Choice behaviour at any given time is dependent on a number of innate tendencies and
strategies acquired over the life of the animal. These strategies are thought to work
alongside associative learning mechanisms in the brain. Indeed improvements in model
fits have been achieved by incorporating win-stay and particularly lose-shift terms into
reinforcement learning (RL; discussed below) algorithms (Skelin et al. 2014, Gruber and
Thapa 2016). Such strategies can be detected throughout the task acquisition process and
should be considered when assessing the mechanisms of learning and the emergence of
learned choice behaviour.

1.3 THE LEARNING CURVE
In agents capable of learning a discrimination problem and acting on it, performance will
eventually become elevated above that predicted by chance. How this occurs remains
unknown. As mentioned above, continuity and discontinuity theories propose different
mechanisms for the emergence of learned optimal choice behaviour. To gain insight into
how this process manifests behaviourally, patterns of responses or apparent strategies
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exhibited by an agent can be observed over time, producing the learning curve (Gallistel
et al. 2004).
Learning is usually associated with observable improvements in performance over time.
This can manifest via a number of measures such as a greater rate of correct choices,
increased response rates, reduced reaction times and improved movement accuracy
amongst other things. Typically, these measures are obtained in a group of subjects and
aggregated into a learning curve that maps out average changes in performance over time
(Gallistel et al. 2004). Such learning curves are commonly used to compare different
treatment groups or populations for a range of learning and memory abilities (Pasupathy
2005, Nithianantharajah et al. 2013, Sadacca et al. 2016). Often when considered in this
manner, performance appears to improve gradually and in a negatively accelerating
fashion i.e. initially large improvements which become progressively smaller (Rescorla
2001). The shape of this group curve is well accounted for by incremental models of
associative learning (Rescorla and Wagner 1972, Pearce and Hall 1980, Sutton et al. 1998),
however, as discussed below, this approach does not necessarily reflect the acquisition
profiles of individual subjects (Sidman 1952, Gallistel et al. 2004, Glautier 2013).

1.3.1 Error-correction based theories of associative learning
Arguably, the most influential account of associative learning has been the RescorlaWagner (RW) model (Rescorla and Wagner 1972, Rescorla 2001). This model considers
the learning process that underlies performance improvements to be the strengthening
and weakening of associations between elements of an experience, such as those between
the CS and a US. It is the strength of such associations that directly drives performance
of the learned behaviour. Central to this model is the idea of error correction, which is
thought to act as the “teaching signal” underlying learning in this and other associative
models. Although such mechanisms can apply to learning about aversive stimuli, the
focus here will be on appetitive or reward-based learning.
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The error correction process posits that agents learn about the various contingencies in
their environment by minimising the difference between predictions about upcoming
events based on stored associative information (what will happen) and the events
themselves that are actually observed (what did happen). In other words, using
information gathered through experience, an agent makes a prediction about what will
occur in a given situation (such as the expected reward given a set of specific stimuli
and/or a particular context), then experiences/observes the events as they unfold and
accordingly updates their stored knowledge so that they can make more accurate
predictions in the future (Niv and Schoenbaum 2008). The associations that are relevant
to the task and/or environment are updated after each encounter/trial where there is a
reward prediction error (RPE; incongruity between prediction and outcome). Predictions
as a result become more accurate and so ultimately performance improves with more and
more experience. Moreover, large RPE’s produce correspondingly large changes in
associative strength (Rescorla and Wagner 1972, Sutton et al. 1998). Hence, large
improvements are observed early in the learning process when there is greater
uncertainty about the relationships between elements of an experience (therefore less
accurate predictions). However, as the predictions improve with accumulated
experience, the discrepancies between expectations and outcomes diminish which
engenders smaller changes in associative strength (Rescorla and Wagner 1972, Sutton et
al. 1998). This phenomenon captures the negative acceleration of the group learning curve
where performance improvements are initially large and diminish as learning progresses.
Crucially, as will be discussed in a subsequent section, the firing patterns of midbrain
dopamine (DA) neurons provide a tractable neural mechanism to support RPE driven
learning (Schultz et al. 1997).
Strong evidence has accrued over the decades supporting the idea that associative
learning is a gradual and continuous accumulation process driven by an error-correction
mechanism (Schultz 1998, Waelti et al. 2001, Kehoe et al. 2009, Harris 2011). With this
underlying assumption, associative models, such as the aforementioned RW model,
12

successfully capture many behavioural and neural phenomena, suggesting that this is the
likely mechanism for how an agent may use stored experience to adapt their behaviour
(Rescorla and Wagner 1972, Pearce and Hall 1980, Sutton et al. 1998). These models,
however, are based on performance that is averaged over a number of subjects, and hence
may not reflect the properties of behaviour exhibited by individual agents (Sidman 1952,
Gallistel et al. 2004, Daw and Courville 2008), as explored in more detail below. It is
therefore possible that there are elements of the learning process that are masked by
averaging and hence not accounted for in the prevailing theoretical models.

1.3.2 The Study of Individuals
The learning curves of individuals often exhibit markedly different parameters from the
group average curves that they populate (Gallistel et al. 2004, Daw and Courville 2008,
Bathellier et al. 2013, Glautier 2013, Donner and Hardy 2015). For example, abrupt and
even step-like increases in performance are often observed in the learning curves of
individual subjects (Gallistel et al. 2004, Durstewitz et al. 2010, Powell and Redish 2016),
as well as protracted periods of chance level responding (i.e. the presolution period), and
fluctuations in responding both within and between individuals (Harris 2011, Bathellier
et al. 2013). It is not until these abruptly increasing and variable individual datasets are
averaged together that the smoothed group curve emerges.
Gallistel et al. (2004) therefore posit that the gradual, negatively accelerating learning
curve is an “artefact of group averaging”, suggesting instead that the focus should be on
the individual instead of the misleading ensemble data when estimating parameters of
learning rate. Accordingly, they argue that caution should be taken when interpreting
models that capture only the dynamics of the group learning curve.
On the surface, the abrupt onset of conditioned responses in individual subjects is
difficult to reconcile with incremental theories of associative learning. In order to account
for why individual learning curves do not look like the group average curve, Gallistel et
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al. (2004) posit that at least one of the following three assumptions about associative
learning are likely to be incorrect:
i)

gradual improvement in associative strength underlies simple learned behaviour;

ii)

initial changes in associative strength are greater than subsequent changes, such
that the learning curve is negatively accelerating;

iii)

behavioural responses provide a reliable index of associative strength over a range
of values.

Although the exact nature of the difference between what is predicted by associative
models and what is observed in individual learning curves remains to be determined, the
third possibility listed above seems likely to be incorrect, as Gallistel et al. (2004) suggest.
Indeed it is well-established that learning and performance do not necessarily map onto
one another in a direct fashion (Seward 1949, Tolman 1951, Rescorla 2001, Kantak and
Winstein 2012, Soderstrom and Bjork 2015). This is clearly demonstrated in latent
learning where, for example, a rat will naturally explore a maze without explicit
reinforcement or any indication that learning is taking place. However, if subsequently
motivated to go to a particular location (e.g. by introducing reward there), the rat
immediately behaves in a manner that is consistent with it already having learned about
the spatial layout of the environment (Blodgett 1929, Tolman and Honzik 1930, Spence
and Lippitt 1946). Further, as will be established subsequently, multiple systems and
processes interact during learning to produce conditioned behaviour. Hence it is possible
that the abrupt onset of conditioned responding (and indeed the variability of individual
learning curves within the same experiment) could be driven by asymmetries in learning
rate and information processing between these systems (Pasupathy 2005) or
manifestations of a switch in behavioural strategy (Delaney et al. 1998, Durstewitz et al.
2010, Karlsson et al. 2012, Donner and Hardy 2015). This would be particularly relevant
for instrumental tasks where decisions need to be made between multiple behavioural
options, rather than Pavlovian tasks where conditioned responses are more constrained.
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Of critical interest is the observation that performance during associative learning can
emerge abruptly in individuals across a range of experimental paradigms (Gallistel et al.
2004, Morris and Bouton 2006, Durstewitz et al. 2010, Donner and Hardy 2015, Powell
and Redish 2016). Recent work utilizing close quantitative analyses of individual classical
conditioning learning curves have challenged the notion that the emergence of the
conditioned responses is abrupt or discontinuous, instead demonstrating that
performance improvement in individuals was incremental or continuous, consistent with
established associative learning theory (Kehoe et al. 2009, Harris 2011). To the best of our
knowledge, however, no one has adequately characterised the acquisition dynamics of
individual choice behaviour in an operant discrimination choice task.

1.3.3 The complexity of the individual learning curve
The previous section highlighted the virtues of studying the individual learning curve as
opposed to that of the group data, since the latter often does not accurately represent the
response profiles of the former. However, even with the fine-grained trial-by-trial
analysis of the individual, complex performance dynamics may be obscured when trying
to fit a single function to the data. Such complexity could arise from a task having
multiple components (e.g. Pavlovian and instrumental, motor and sensory etc.), each of
which may be learned at different rates (Pasupathy 2005, Bergstrom et al. 2018), perhaps
manifesting as bursts of rapid improvement and plateau periods (rather than a single
period of gradual improvement or a distinct abrupt increase in performance). Also,
agents may use different learned and innate strategies (as described above) at different
times throughout the acquisition process which may add to the complexity of the learning
curve (Delaney et al. 1998, Glautier 2013, Donner and Hardy 2015, Koppe et al. 2017). This
has led to the call for more accurate and detailed treatments of the individual learning
curves (Gallistel et al. 2004, Daw and Courville 2008, Glautier 2013, Donner and Hardy
2015).

15

One approach has been to model the learning curve not as a single, smooth function but
rather as the combination of multiple, punctuated processes (Delaney et al. 1998, Donner
and Hardy 2015). Formalising this so called piecewise approach on >25,000 complex
individual human acquisition profiles, Donner and Hardy (2015) concluded that learning
curves are more accurately modelled with multiple rather than by a single power
function. These multiple functions seemed to capture the different strategies that were
being employed throughout task acquisition. Dividing a learning curve into its strategy
components provides better fitting functions that capture individual learning dynamics
(Delaney et al. 1998, Donner and Hardy 2015). In these studies, improvements in
performance were the product of at least two processes, one which was gradual and
smooth within a particular strategy (akin to traditional negatively accelerating associative
processing) and one which produced abrupt shifts between strategies.
Animals also exhibit rapid shifts in behavioural strategy, particularly when task
contingencies abruptly change (as reviewed below; Durstewitz et al. 2010). Less is known
about how choice strategies change during task acquisition where conditions are stable,
especially in individual animals. Understanding exactly what strategies are used over the
course of discrimination learning and the temporal dynamics performance in the
resultant learning curves may provide useful insight into how learned choice behaviour
evolves in the individual.
Analysis of learning curves offer a route to advance theory. A viable model of learning
must still be able to provide accurate approximations of individual data and not only that
of the ensemble. While providing a new or updated model of discrimination learning is
beyond the scope of this work, one of the aims of this work is to execute fine-grained
analyses on individual learning curves to characterise the performance dynamics during
discrimination learning. It is hoped that doing so will provide insight into how choice
behaviour evolves during discrimination learning.
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1.4 BEHAVIOURAL FLEXIBILITY
Much of the preceding section was focused on the initial acquisition of associations or
task-relevant contingencies. Importantly though, such learning must allow for the
flexible adjustment of behaviour that will allow organisms to adapt to changing
conditions. A plethora of approaches have been employed to study behavioural
flexibility. In terms of discriminative choice behaviour, the most common means of
investigating behavioural flexibility are the rule reversal and the strategy shift.

1.4.1 Reversal Learning
Reversal learning has a long history as one of the more popular tests for assessing
cognitive function and flexible behaviour (Izquierdo et al. 2017). This manipulation can
be achieved in several ways, but is most essentially characterised by the inversion of a
previously learned association. In discrimination tasks with multiple stimuli or choices,
the stimulus or action that previously predicted or produced a reward (in an appetitive
scenario) becomes no longer associated with the reward. Instead, a second previously
unrewarded stimulus or response becomes associated with the positive outcomes. Hence,
from the experimenter's point of view, the most basic version of this task is a two-stage
process: first an acquisition period where the agent learns an association followed by a
period where the association is reversed.
Reversal learning may be studied in the context of Pavlovian (Burke et al. 2009) or
instrumental (Boulougouris et al. 2007, Floresco et al. 2008) behaviour and may be
conducted with appetitive (Chudasama and Robbins 2003, Izquierdo et al. 2006) or
aversive (Morris and Dolan 2004) stimuli. Although action-outcome (A-O) and stimulusresponse (S-R) contingencies may be reversed using a number of approaches (Yin et al.
2006, Bradfield et al. 2013), most often investigators describe the process as a reversal in
stimulus-outcome (S-O) associations (Brigman et al. 2013, Izquierdo et al. 2017,
Piantadosi et al. 2019). When studying reversal learning using discrimination choice
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tasks, one could reasonably argue that in addition to the S-O contingencies being
reversed, any other potential binary (A-O, S-R, R-O) or hierarchical [S-(R-O), (S-R)-O, (SO)-R] associations and relationships would also be altered (Bradfield and Balleine 2013).
Regardless of exactly which associative connections are affected, a change in the learned
outcome-related contingencies provides a useful means of studying how an agent adapts
their behaviour and may also give some insight into how behaviour was being controlled
prior to the reversal.
After a reversal in discrimination task contingencies, measures of performance abruptly
decline and most often to levels that are below what would be expected by chance
(Pasupathy 2005, Brigman et al. 2013, Rountree-Harrison et al. 2018). This phenomenon
is often presumed to reflect a persistence or perseveration in the selection of a previously
favourable response and may continue for a number of trials depending on a variety of
factors (such as the type of task, the species, the amount of training received prior to
reversal, the reward schedule during task acquisition, the functionality of the relevant
neural circuits and systems etc.). Moreover, several processes could be acting during this
period (den Ouden et al. 2013, Nilsson et al. 2015). Prior to reversal, the reinforced
stimulus-choice linkage would have accrued a high level of associative strength
compared to the non-reinforced stimulus-choice pairing, with learned non-reward
associated with the latter. Hence, both strong approach and avoidance behaviours are
thought to be acquired during discrimination learning that must be overcome via
experience during reversal learning for appropriate behavioural adaptation (Nilsson et
al. 2015). This suggests that the influence of prior rewarded and non-rewarded choices,
independent of current reinforcement signals, may be guiding behaviour during this
period immediately following the reversal of contingencies. Some have highlighted the
similarity of this inappropriate repetition or maintenance of unrewarded responses to
habitual behaviour (described in detail subsequently; den Ouden et al. 2013, Nilsson et
al. 2015).
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To compete with the effects of perseveration and learned non-reward on behaviour
during reversal learning, some amount of experience with the new reinforcement
contingencies is required for the adjustment of choice behaviour. This process is thought
to incorporate the immediate effects of unexpected negative feedback (omission of
reward after a previously correct response) and positive feedback (unexpected reward
after a currently correct response) on subsequent trials, with credit assigned to specific
actions that were taken to produce the outcome (though credit can also be assigned to
other proximal actions via the “spread of effect” (Thorndike 1927), discussed further in
Chapter 6). This sensitivity to A-O contingencies is consistent with a goal-directed
learning system (discussed subsequently) which can flexibly compute action values “onthe-fly” based on immediate positive and negative feedback (Daw et al. 2005, den Ouden
et al. 2013, Smith and Graybiel 2016). How these multiple processes interact during
reversal learning remains unknown.
Much insight into reversal learning has been gained by studying the orbitofrontal cortex
(OFC). Animals and humans with damage to this prefrontal brain region exhibit striking
performance deficits during reversal tasks although the initial discrimination learning
remains intact. A long-prevailing view was that damage to the OFC caused the subject to
be unable to inhibit the previously learned (“prepotent”) response (Ragozzino 2007).
Hence, behaviour was described as disinhibited, perseverative, and impulsive if the OFC
was not intact. These recurring findings across a range of species encouraged the view
that reversal learning was measuring some sort of inhibitory control over behaviour
(Schoenbaum et al. 2007).
Recent findings, however, have countered this long-held view. Burke et al. (2009) found
that OFC lesioned animals exhibited performance deficits in a Pavlovian S-O reversal,
but this was not due to an inability to inhibit responding to the previously rewarded cue.
Instead these rats had deficits in developing conditioned responses to the newly
rewarded stimulus. Further, using a sophisticated 3-choice task design, OFC lesioned
monkeys were found to be as sensitive to changes in task contingencies as intact animals
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(Walton et al. 2010). However, they displayed an inability to accurately associate
outcomes with specific actions, leading to an inability to discover the optimal strategy on
an ever-changing choice task; something intact animals had no problem with. In other
words, the lesioned animals were unable to form specific choice-outcome contingencies
after the reversal, instead relying on more simple learning processes that allow for
associations to be formed between overall recent history of choices and outcomes (akin
to the Thorndike’s spread of effect; see Chapter 6). These findings highlight the
importance of this prefrontal area in mapping outcome related feedback to flexible task
performance.
Indeed, some have proposed that the improvements in choice performance observed
during reversal learning are driven by a learning process that integrates rewarded and
non-rewarded experiences (Rudebeck and Murray 2008, Nilsson et al. 2015, Izquierdo et
al. 2017). Klanker et al. (2015) observed that dopamine (DA) release in the ventral striatum
(thought to provide a crucial teaching signal known as the reward prediction error,
described subsequently) of the rat rapidly responded and adapted to a reversal in task
contingencies but only after a reward was received (i.e. positive feedback) and not after
reward omission (i.e. negative feedback). Sub-regions of the prefrontal cortex (PFC) and
the lateral habenula have been found to encode the omission of expected reward which
is also thought to contribute to the adjustment of choice behaviour after a reversal in task
contingencies (Wheeler and Fellows 2008, Kawai et al. 2015, Laurent et al. 2017). Some
have even suggested that it is negative feedback that is the primary driver of behavioural
adaptation to reversed contingencies (Piantadosi et al. 2019), though this view is not
universal (Klanker et al. 2015). Hence, responding during appetitive reversal learning can
be guided by a number of processes including perseveration and learned non-reward
(hangovers from prior learning), immediate reward and non-reward feedback
contingencies (Nilsson et al. 2015), more general learned statistics about overall recent
histories of stimuli, actions and outcomes (Walton et al. 2010), as well as learned biases
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and innate heuristics (Jocham et al. 2016). Exactly how these processes interact remains
poorly understood.
Although reversal learning tasks provide a potentially rich dataset for studying
adaptation of choice behaviour, many studies simply measure how long it takes for
animals to learn the reversed task contingencies or the average performance on a group
of animals over the course of reversal acquisition. The former approach may be adequate
to determine whether or not a particular neural circuit or receptor contributes to
“flexible” adaptive behaviour, while the latter may provide a general overview of how
performance and behaviour changes over the course of reversal learning. However, as
established above, these approaches are not fine-grained enough to characterise exactly
how behaviour changes in response to reversed contingencies. That said, some
approaches have been developed to extract more information out of reversal learning
data.
One of the most common routes for examining how behaviour changes during reversal
learning is the classification of error types. For example, perseverative errors are those
which occur soon after the reversal in task contingencies and are taken as evidence that
the animal has not yet disengaged from the previous mode of responding. This type of
error is often used as a metric for response inhibition. Once performance has improved
somewhat, errors may be classified as regressive which are interpreted as either a return
to the previously relevant mode of responding after exhibiting a new response pattern,
or taken as decision or attentional errors relating to the new associations being acquired.
Studies vary in how they define these early- and late-type errors (Kim and Ragozzino
2005, Floresco et al. 2008, Riceberg and Shapiro 2012, Marquardt et al. 2017).
Some attempts have been made to study the reversal learning process in a stage-wise
fashion (Barnes 2005, Brigman et al. 2013, DePoy et al. 2013, Marquardt et al. 2017), which
provides some insight into how different epochs of reversal learning may proceed. For
example, Brigman et al. (2013) used criteria to define 3 stages of reversal learning: early,
middle, and late. These phases were characterised by distinct profiles of performance,
21

average length of error strings, average length of correct response strings, corticostriatal
activity, and striatal synaptic plasticity. Precisely how these changes progress between
these epochs remains unknown. Specific strategies employed during each period were
also not thoroughly explored. Finally, these approaches often lack statistical rigour for
determining exactly how these epochs are defined and often only include representative
slices of the data.
Reversal learning remains an important approach in the laboratory for the study of
flexible behavioural adaptation. Furthermore, it remains as a standard node in preclinical
testing of cognitive disorder models. However, much remains unknown about how
choice behaviour changes in response to this manipulation. Approaching the data in a
more fine-grained manner may yield more useful insights with regards to this important
form of behavioural flexibility.

1.4.2 Strategy Shifting
During the initial acquisition of a discrimination task, it is supposed that the animal learns
to attend to the relevant stimulus dimension, while, to some extent, ignoring aspects of
the environment that are irrelevant to the task contingencies. This requires the
appropriate coordination of a number of learned associations and contingencies.
Collectively, these processes are thought to contribute to the formation of rules or
strategies that can be used to guide behaviour in a given circumstance (Nilsson et al. 2015,
Johnson et al. 2016). For example, an animal may learn that the position of a visual
stimulus at any given time is an accurate predictor of which choice option will produce
a reward, with other factors in the environment being irrelevant (such as the position of
the response device). Strategy switches require the animal to learn new task contingencies
in order to maximise reward, such as shifting choices to align with a spatial cue rather
than a visual stimulus. This may mean that the acquisition of new reward contingencies
must compete for control over behaviour with perseverative previously learned
associations, learned non-reward, and learned irrelevance (Nilsson et al. 2015, Bissonette
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and Roesch 2017). How these processes interact during strategy switching remains
unknown.
As with reversal learning, it is common practice to categorise the types of errors that are
committed after a shift in task contingencies. Early errors are usually thought to reflect
the maintenance of the previously relevant rule and so are termed perseverative errors.
Errors occurring later on in the learning process are thought to be related more to decision
or attentional lapses in acquisition of the new contingencies, or a return to a previously
relevant mode of responding (Ragozzino 2007, Floresco et al. 2008). As with reversal
learning, determining the criteria for classifying these errors varies widely across studies
(Dalton et al. 2011, Baker and Ragozzino 2014, Marquardt et al. 2014)). Nonetheless,
observing how error rates change across the acquisition of novel task contingencies may
provide useful information about how an animal adapts its choice behaviour in a given
scenario.
A major difference between reversal learning and strategy shifting is related to
reinforcement rate. If the animal continues to execute the previously learned strategy in
a two-choice discrimination task, reward rate will be close to zero during a reversal (since
the new rule diametrically opposes the old rule) but will approach 50% with a strategy
shift (since the new and old rules have overlapping choice-reward contingencies). For
example, an animal that has learned to use a visual cue to guide their choice behaviour
in a 2-choice task will execute both types of responses (e.g. left and right) for reward since,
over a number of trials, the stimulus will be spread across both choice manipulanda
(levers, nosepoke ports, arms in a maze etc.). When the contingencies shift to a response
rule (e.g. select the left lever), if the animal continues to follow the visual rule, it will be
rewarded 50% of the time since the stimulus will align with the correct manipulanda on
half of the trials (Oualian and Gisquet-Verrier 2010). Hence, rule reversals and strategy
shifts differ not only in the nature of the contingencies that are altered, but also in their
resulting rate of reinforcement if the agent continues to execute the previously learned
response patterns (in a 2-choice design). It follows that animals may use different
23

behavioural strategies for dealing with these types of problems, and that they may engage
over different time courses, making direct comparisons between the two tasks
problematic (Slamecka 1968).
The medial prefrontal cortex (mPFC) appears to be crucial for switching between
behavioural strategies (Bissonette et al. 2013). Animals with lesions, pharmacological
inactivation, and optogenetic inhibition of the mPFC show striking deficits in flexible
behaviours that require alterations in behavioural strategies but not for reversed
contingencies (Birrell and Brown 2000, Bissonette et al. 2008, Floresco et al. 2008, Cho et
al. 2015). Neural populations within this region have been shown to enter unique states
of network activity that clearly delineate different learned rules, even if the stimuli
experienced and the actions performed are identical (Durstewitz et al. 2010, Powell and
Redish 2016). Single cells in this region have also been shown to exhibit rule-selectivity
(Genovesio et al. 2005, Mansouri et al. 2006). In addition to maintaining an online
representation of the current behavioural strategy/rule, it is thought that the mPFC is
involved in detecting contingency changes and shifting behaviour from obsolete
strategies to effective ones (Schuck et al. 2015).
Durstewitz et al. (2010) recorded from ensembles of mPFC neurons as rats underwent a
task contingency shift from a visual discrimination task to a response discrimination task.
In the initial learning phase, animals learned to select the lever associated with a visual
cue. The task contingencies were then switched so that animal had to learn to either select
the left or the right-hand lever on each trial. Though irrelevant for the lever selection
during this time, the visual stimulus continued to appear as normal and so only the
reward related contingencies were altered during this period. The authors found that
animals often abruptly shifted their behavioural strategy from the visual to the egocentric
response strategy, which closely correlated with abrupt transitions in mPFC network
activity encoding rule-based information. Others have reported that strategy
representations in the mPFC transition prior to behavioural changes, indicating that
strategy representation may not directly control action-selection but somehow allow for
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flexible strategy use by other neural systems (Schuck et al. 2015, Powell and Redish 2016).
Though the driver of these network shifts remains unknown, the apparent co-occurrence
of abrupt transitions in behaviour and neural activity provides evidence for mechanisms
apart from the gradual strengthening of associative connections that may play a role in
flexible behavioural adaptation and learning. How these rule representations relate to the
well-defined associative mechanisms of learning remains to be determined.

1.5 MULTIPLE SYSTEMS FOR LEARNING & DECISIONMAKING
The preceding sections provide a general overview of how performance improvements
in choice tasks emerge over time and under changing conditions. This section deals with
how behaviour may be controlled at any given time.
Current theories from a variety of views agree that there are multiple systems for learning,
memory, and decision making within an organism (Nadel 1992, McDonald and White 1993,
Dayan and Balleine 2002, Daw et al. 2005, Redish 2013, Redish 2016). Such systems may differ
in the types of information that they process and how this is done, as well as the time over which
they act and the general conditions under which they do so. A number of frameworks exist for
these distinctions, several of which will be touched on below. At the most fundamental level
though, most models for multiple learning, memory, and decision-making systems can be distilled
to a dichotomy between a more rigid, automatic system, and a more flexible, deliberative system.

1.5.1 Place and response learning and performance in the T-maze
A seminal example of this dichotomy can be seen in the four arm plus- or T-shaped maze
tasks (Tolman et al. 1946). In a typical experiment, a rat is placed in the starting arm (e.g.
the south arm) and, with the opposite arm (e.g. the north arm) blocked, is trained to
retrieve a reward in one of the two adjacent arms (e.g. the west arm) over a number of
trials. Animals can employ one of two general strategies for optimal performance in this
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task: a more cognitive “place” strategy which would be guided by the spatial awareness
of the target arm (i.e. “go west”) or a sensorimotor “response” or procedural strategy
which would be executed as an egocentric motor movement (i.e. “turn left”). The former
is thought to allow for the flexible integration of new information to guide behaviour
while the latter allows for the rapid recognition of a situation and consequent execution
of a well-ingrained sensorimotor response (Schmidt et al. 2013, Smith and Graybiel 2013,
Redish 2016). To determine which of these two strategies is controlling behaviour at a
given time, the trained animal is placed into the previously blocked (i.e. north) arm at the
start of a probe trial. Interestingly, most animals probed early in their training
preferentially exhibit a place strategy: they make a right turn into the west arm. If, on the
other hand, task contingencies have remained stable, overtrained animals utilise a
response strategy and make a left turn into the unrewarded east arm (Packard and
McGaugh 1996, Packard 1999). Furthermore, during the early learning phases or around
epochs of change when task contingencies are relatively unknown, animals exhibit a
pausing behaviour at the choice point before making a decision (Muenzinger and Gentry
1931, Tolman 1939, Schmidt et al. 2013, Redish 2016). Termed vicarious trial and error
(VTE), it has been suggested that the animal is deliberating over the possible courses of
action or mentally searching through their “cognitive maps” or schemas about how the
world operates to make the appropriate choice (Tolman 1939, Tolman 1948, Redish 2016).
VTE is maintained if the decisions of the animal remain under the control of the flexible
place strategy or when encountering difficult or changing problems, but disengages
when behaviour becomes automated or procedural. This effect adds much to our
understanding of how choice behaviour is generally being made under different
circumstances, highlighting deliberation and automation in decision making as two
broad systems involved in the regulation of behavioural control.
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1.5.2 Goal-directed and habitual learning and performance in the operant chamber
A strikingly similar phenomena to the T-maze findings described above is also observed
in animals that have been instrumentally trained in an operant chamber to press two
different levers for two distinct appetitive outcomes. One can probe whether an animal
is responding in either a flexible, “goal-directed” manner or a rigid, “habitual” manner
by observing their behaviour after reducing the value of one of the outcomes (Adams and
Dickinson 1981, Balleine and Dickinson 1991). In this so-called devaluation procedure,
one of the two rewards is either paired with a feeling of illness or is provided ad libitum
to produce satiety, both of which occur outside of the experimental context and reduce
the value of that particular outcome. Post-devaluation testing occurs back in the training
context where the animal is once again given the choice between the two levers (usually
reward is not given during these sessions). Animals that are probed in this manner at an
early stage of instrumental training tend to exhibit a selective decrease in seeking the
devalued outcome relative to the non-devalued outcome, indicating that their action
choice is sensitive to changes in the value of the outcomes associated with each action. In
other words, their behaviour is goal-directed since the actions are performed with regard
to their consequences (i.e. behaviour is under A-O control). Overtrained animals on the
other hand usually exhibit no such distinction between their seeking of the devalued and
non-devalued outcomes and are thus thought to be behaving habitually, since their
responses are reflexive and controlled by the antecedent stimuli rather than by their
consequences (i.e. behaviour is under S-R control; Adams 1982, Dickinson 1985). While
both A-O and S-R associations are likely learned from the outset of training (even for the
same action/response), one is often found to predominate over the other at any given
time (Dickinson 1985, Gremel and Costa 2013).
The existence of several separate systems for learning, memory, and behavioural control
is useful for organisms that need to process different types of information in different
ways to effectively adapt their behaviour. The abovementioned flexible “goal-directed”
system and the efficient “habitual” system afford an agent dual controllers or response
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strategies that can be utilised under different circumstances for the optimal selection of
actions or in the service of achieving goals (Daw et al. 2005, Dezfouli and Balleine 2013).
The more flexible or “cognitive” system provides an effective means on satisfying
biological needs under dynamic and changing circumstances and may allow for the
processing of more complex and higher order information as well as for the appreciation
of causal structure present in their environment. The S-R system allows for the
automation of useful behaviours, rapid responding to frequently encountered stimuli,
and efficient solutions to simple decision problems, all of which are particularly useful
when conditions or associative relationships are stable.

1.5.3 Model-based and model-free reinforcement learning
A useful computational framework for considering the processes of learning and action
selection during conditioning and decision-making tasks is reinforcement learning (RL).
Although initially intended to model instrumental learning (Sutton et al. 1998), RL has
been used to great effect in mathematically accounting for a number of behavioural
phenomena (including Pavlovian processes) in a range of species (Daw et al. 2005,
Johnson and Redish 2005, Daw et al. 2006, Dezfouli and Balleine 2012, Wilson et al. 2014).
Importantly, neuronal correlates of certain RL algorithms have also been observed, the
most compelling of which is seen in the behaviour of midbrain dopaminergic neurons, as
outlined below (Schultz et al. 1997, Waelti et al. 2001)). Hence, RL models have come to
dominate much of current computational behavioural neuroscience and learning theory.
A thorough treatment of RL is beyond the scope of this work, though the basic concepts
and language are useful. In the general RL framework, an agent learns to optimise their
selection of actions so as to maximise rewards and minimise punishments. The agent
learns the values of the different candidate actions that available to them (in terms of
expected future rewards), updating these value estimates with experience (via the
prediction error, described below). When faced with a given scenario the action that
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currently has the best predicted value is chosen. There are two main classes of RL
algorithms: Model-Free (MF) and Model-Based (MB).
MF learning involves learning "cached" values for specific reinforced responses or stimuli
(Sutton et al. 1998). The term caching is used to describe the way in which value accrues
and is stored in this system as a scalar outline of its long-run future value (i.e. a measure
of pure reward value, with no representation of reward identity). Once an action is found
to reliably produce outcomes in a given scenario, MF mechanisms allow for the
recognition of this situation (or state) and the deployment of the appropriate sequence or
chain of actions which typically run to completion once released. Behaviour under MF
control is rigid and insensitive to immediate changes in the value of the outcome (which
requires new learning in this system rather than flexible adaptation) and therefore
resembles habitual or S-R responses (Daw et al. 2005, Russek et al. 2017). Like habits, this
system is advantageous in routine, predictable scenarios that require a prescribed course
of action.
MB RL is often used to model the learning and computations underlying goal-directed
behaviour (Daw et al. 2005, Doll et al. 2012, Wilson et al. 2014, Bradfield et al. 2015). This
system allows the agent to form a rich internal representation of the external world
(including sensory features of rewards, not just their scalar value) that can be used to
make real-time value calculations and therefore select actions in a highly flexible manner
(McDannald et al. 2011, McDannald et al. 2012). Such representations resemble a
“cognitive map”, capturing the complex relationships between features of an
environment and events experienced there and thereby allowing for a general
understanding of the underlying structure of the world (Tolman 1948, Wilson et al. 2014,
Wikenheiser and Schoenbaum 2016). Although more computationally expensive than MF
learning, this system is highly useful in dynamic environments as it allows an agent to
rapidly alter their behaviour in accordance with changing contingencies (Daw et al. 2005).
Both classes of RL are crucial for normal learning, action selection and behavioural
control. Some circumstances will call for on-the-fly calculations of current outcome value
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that can allow for the flexible selection of outcome sensitive actions, whereas others
benefit from the execution of a reliable series of actions that do not require deliberation.
Some models propose mixtures of both MF and MB learning to explain a range of
behavioural findings (Sutton et al. 1998, Daw et al. 2005, Wilson et al. 2014) and also to
provide biologically feasible MB computations by curtailing decision trees with MF
values (Keramati et al. 2011, Russek et al. 2017). Hence, it is thought that they do not
operate independently but rather interact and complement one another as agents interact
with the world.

1.5.4 Arbitration of behavioural control
Under a very broad view of task acquisition with stable contingencies, a general
transition from deliberative, goal-directed behaviour to more automatic and rigid
habitual behaviour with experience/training is commonly observed. Though
superficially this appears to be a sequential transfer of behavioural control, the two broad
learning systems described above have been shown to develop and operate in parallel,
competing for control over behaviour on a trial-to-trial and even moment-by-moment
basis (Daw et al. 2005, Schmidt et al. 2013, Smith and Graybiel 2013, Dezfouli et al. 2014),
while interacting throughout the learning process. Indeed an animal may execute the
same apparent action in a goal-directed or habitual fashion depending on the
circumstances (Smith et al. 2012, Gremel and Costa 2013).
This raises questions about how behavioural control is arbitrated between the two
systems. Uncertainty-based competition provides a compelling account for how a brain
may decide which system shall control behaviour at a given time or under given
conditions (Daw et al. 2005). Under such a model, the system (i.e. MB of MF) that can
predict the various contingencies or values with the least uncertainty (or highest
accuracy) gains control of behaviour. This framework requires a third party arbiter to
allocate behavioural control to the goal-directed (MB) system or the habitual (MF) system
(see next section for neural candidates). An alternative account of action selection places
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a goal-directed system in control of behaviour that is able to select between goal-directed
actions and habits in the pursuit of the goals it sets, without switching between systems
per se (Dezfouli and Balleine 2012, Dezfouli and Balleine 2013, Dezfouli et al. 2014). Both
of these approaches have been used to great effect in accounting for how agents strike a
balance between the efficient though inflexible use of habits and deliberative though
cognitively expensive goal-directed actions.

1.6 THE NEURAL SUBSTRATES OF ADAPTIVE BEHAVIOUR
A number of neuronal networks, circuits and brain regions have been implicated in
specific facets of learning, memory and decision making. Although a comprehensive
treatment of this subject is beyond the scope of this review, a consideration of key neural
substrates mediating some of the learning and behavioural processes outlined above is
warranted.

1.6.1 Place and response learning and performance in the T-maze
The abovementioned spatial and procedural decision strategies for animals navigating a
T-maze can be neurally dissociated. Spatial or “place” behaviour is generally dependent
on activity in the hippocampus (HPC), with the dorsolateral striatum (DLS) mediating
the procedural response strategy (Packard and McGaugh 1996, Packard 1999). Neural
correlates of VTE, which accompany place behaviour, have been observed in the activity
of location-encoding cell ensembles in the HPC during the early stages of learning and
also during periods of uncertainty imposed by changes in task contingencies (Johnson
and Redish 2007, Schmidt et al. 2013, Redish 2016). At the choice point of the maze, the
activity in this network appears to “sweep” ahead of the animal along place
representations corresponding to possible choice paths suggesting that animals do
indeed mentally simulate the available options prior to making their decision (Johnson
and Redish 2007). This is a hallmark of goal-directed or MB behaviour and supports the
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existence of the cognitive map in some form (Tolman 1948, O'keefe and Nadel 1978,
Wilson et al. 2014, Wikenheiser and Schoenbaum 2016). Such activity disappears once
behaviour becomes more automatic, procedural, and dependent on the DLS (Smith and
Graybiel 2013). Furthermore, if neural regions regulating spatial representation such as
the HPC are inhibited or lesioned, VTE is disrupted (Hu et al. 2006, Bett et al. 2012).
Crucially, when procedural behaviour is abolished by post-training inactivation of the
DLS, animals behave according to the place strategy (with control animals executing the
response strategy), which emerges as though being unmasked (Packard and McGaugh
1996). Hence, it is thought that these two neural systems for behavioural control must run
in parallel to some extent, and compete for control over behaviour throughout the
learning process.
It is also of interest to note that subsets of neurons in the DLS have been found to provide
outcome feedback signals that appear to change over the course of learning a
discrimination task in the T-maze. Smith and Graybiel (2016) showed that the number of
cells responding to rewards after correct choices and those responding to errors after an
incorrect choice were relatively equal during the early learning stages. Furthermore,
these cells appeared to be selective for a particular reward or error location within the
maze. As the animals were overtrained and maze runs become more automated, the error
signalling largely disappeared. Reward signalling, however, was maintained, although
this feedback signal generalised to rewards gained at all locations at this time. These
findings suggest that behaviour becomes less sensitive to negative outcomes when it
becomes automated, though reward signalling ensures that the behaviour continues from
trial to trial (Smith and Graybiel 2016, Smith and Graybiel 2016).

1.6.2 Goal-directed and habitual behaviour
Appetitive choice behaviour in the operant chamber can be neurally dissociated along
similar lines. Goal-directed learning and performance becomes disrupted with
manipulations to circuitry that includes the dorsomedial striatum (DMS) and the
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prelimbic subregion of the medial prefrontal cortex (mPFC; Balleine and Dickinson 1998,
Corbit and Balleine 2003, Killcross and Coutureau 2003, Yin et al. 2005, Hart et al. 2018).
Habitual behaviour on the other hand is primarily subserved by the DLS and its midbrain
dopaminergic input (Yin et al. 2004, Faure et al. 2005), as well as sensorimotor cortex and
infralimbic mPFC (Coutureau and Killcross 2003, Ashby et al. 2010, Smith et al. 2012).
Therefore, dissociable corticostriatal circuits govern these two types of learning and
behaviour (Balleine and O'Doherty 2010). Strikingly, inhibition of the network controlling
one type of behaviour results in the expression of the other class of behaviour even when
it is not typically observed. For example, inactivating the DLS or infralimbic mPFC after
animals have received extended training uncovers goal-directed responses in conditions
where control animals would respond habitually (Killcross and Coutureau 2003, Yin et
al. 2004, Yin et al. 2006, Smith et al. 2012). Likewise, inhibiting the DMS or prelimbic
mPFC after a short amount of instrumental training causes animals to respond in an
outcome-insensitive habitual manner; conditions where intact animals select actions in
an outcome sensitive, goal-directed fashion (Corbit and Balleine 2003, Killcross and
Coutureau 2003, Yin et al. 2005). Once again, this supports the idea that the two systems
learn in parallel and compete for behavioural control, possibly on a trial-to-trial and even
moment-to-moment basis (Daw et al. 2005, Smith et al. 2012, Dezfouli and Balleine 2013,
Gremel and Costa 2013, Schmidt et al. 2013, Bergstrom et al. 2018).

1.6.3 Neural arbitration of behavioural control
Having (at least) two broad routes to action-selection raises the question of how the brain
balances flexible, deliberative behaviour with more automatic response strategies
moment-to-moment. Uncertainty-based competition provides a compelling account for
how a brain may decide which system shall control behaviour at a given time or under
given conditions. As described above, in such a model, the system that can predict the
various contingencies with the least uncertainty (or highest accuracy) gains control of
behaviour (Daw et al. 2005, Lee et al. 2014). An alternative account of response selection
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places a goal-directed system in control of behaviour that is able to select between goaldirected actions and habits in the pursuit of the goals it sets, without switching between
systems per se (Dezfouli and Balleine 2012, Dezfouli and Balleine 2013, Dezfouli et al.
2014). The exact nature of this process of arbitration and the arbitrating structure(s) itself
remains unknown, though areas of the PFC exhibit functions, characteristics and
connectivity that place this region in a compelling position for acting as the arbiter or
executive (Lee et al. 2014).
Neural activity in the rodent, non-human primate, and human medial prefrontal cortex
(mPFC) has been shown to reflect the current “rule” or behavioural strategy (e.g. “go
north” or “choose stimulus X”) being used to guide choice behaviour without necessarily
reflecting the actual motor response that is being made (Rich and Shapiro 2009,
Durstewitz et al. 2010, Karlsson et al. 2012). Animals with damage to this region show
dysfunction in flexible switching between different behavioural strategies (Ragozzino
2007, Bissonette et al. 2008, Floresco et al. 2008, Oualian and Gisquet-Verrier 2010).
Furthermore, activity in the mPFC and orbitofrontal region of the PFC (OFC) have been
shown to be crucial in modulating shifts in selecting between goal-directed actions and
habits on a moment-to-moment basis (Smith et al. 2012, Gremel and Costa 2013, Gremel
et al. 2016).
Ultimately, the PFC is thought to act as the executive in coordinating behaviour between
different systems that regulate innate and learned strategies for responding appropriately
to a given context. Although exactly how this arbitration occurs remains to be
determined, evidence suggests that prefrontal regions track the relative reliability (or
uncertainty) of predictions made by the various learning and action selection systems,
granting behavioural control to that which provides the most certain value estimate of a
given action/response (as defined in the RL section above; Daw et al. 2005, Lee et al. 2014,
Sharpe et al. 2019).
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1.6.4 Dopamine: The learning signal
The strongest candidate mechanism for driving the associative learning process itself is
the phasic activity of midbrain dopamine (DA) neurons. Activity in these cells, which
populate the ventral tegmental area (VTA) and substantia nigra pars compacta (SNc),
have been shown to precisely conform to some of the fundamental tenets of associative
learning, MF RL, and decision-making theory (Schultz et al. 1997, Waelti et al. 2001).
Specifically, it is believed that learning requires the detection of a discrepancy between
what is predicted/expected and what is actually observed (Niv and Schoenbaum 2008).
In appetitive tasks, this discrepancy signal is termed the reward prediction error (RPE)
and the behaviour of midbrain DA neurons is consistent with the coding of this
information. Briefly, during simple classical and instrumental conditioning, these DA
neurons initially display a phasic burst of activity in response to unexpected or better
than expected reward Schultz (1998). As the stimulus-reward associations are learned,
the phasic DA signal shifts its response to the reward-predicting stimuli and not the
reward itself. Finally, omission of an expected reward induces a pause in the tonic
baseline activity of these neurons (Matsumoto and Hikosaka 2007). These cells therefore
produce bidirectional RPEs which have been shown to be sufficient and necessary to
produce associative learning (Steinberg et al. 2013, Chang et al. 2016, Chang et al. 2017,
Keiflin et al. 2017, Sharpe et al. 2017, Chang et al. 2018). Importantly, this processing goes
awry in patients with Parkinson’s disease (PD), a neurodegenerative condition
characterised by the selective and progressive loss of DA cells in the SNc (Surmeier et al.
2014). PD patients exhibit specific impairments in reward-related learning and decisionmaking that are thought to be driven by a deficit in positive RPE signalling in the
nigrostriatal pathway (Frank et al. 2004, Schonberg et al. 2010), as discussed further in
Chapter 5. These clinical findings lend support to RL theories of DA function and offer
an additional route to advancing our understanding of the RPE.
Other neurotransmitter and neuromodulatory systems are also crucial for learning and
behavioural control. While an exhaustive treatment of these systems and related
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mechanisms is beyond the scope of this review, the following provides a brief summary
of their key properties and characteristics relevant to this work. Glutamate is the primary
excitatory neurotransmitter and is a crucial mediator of synaptic plasticity (Collingridge
and Bliss 1987, Nakanishi 1994). At a synaptic level, glutamatergic synapses exhibit a
capacity to change their efficacy of transmission in the form of long-term potentiation or
depression, providing a cellular level mechanism by which learning can be consolidated
(Whitlock et al. 2006). At a network level, glutamatergic connectivity is turn regulated by
inhibitory GABAergic drive (Hensch et al. 1998, Hensch 2005). Indeed the balance of
exhibitory and inhibitory drive has been shown to be critical for regulating the plasticity
of cortical as well as subcortical circuitry (Bonci and Malenka 1999, Hensch 2005, Kreitzer
and Malenka 2008).
Neuromodulators also play an important role in regulating the cellular and circuit level
mechanisms underlying learning, although their specific roles are still being
characterised. Serotonin is a widespread and functionally diverse neuromodulator and
while much remains unknown about how it supports learning and behaviour, models
often associate it with the processing of aversive information, punishment and
behavioural inhibition (Cools et al. 2011) and also with reward processing via its complex
interactions with DA (Doya 2002, Doya 2008, Kranz et al. 2010, Boureau and Dayan 2011).
Acetylcholine and noradrenaline/norepinephrine have crucial roles in information
processing in the brain by providing complementary reports of uncertainty and by
balancing neural activity in cortical areas to allow for learning in noisy and complex
environments (Angela and Dayan 2005, Dayan and Yu 2006, Payzan-LeNestour et al.
2013). The noradrenergic system is of particular interest to decision making as it seems to
be important for the variability and flexibility of ongoing choice behaviour (Bouret and
Sara 2005, Tervo et al. 2014).
Moreover, excitatory/inhibitory drive can act in concert with neuromodulators to affect
circuitry within and across cortical and subcortical areas. For example, dense
glutamatergic inputs to the DS from cortical and subcortical areas are thought to regulate
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synaptic plasticity and associative learning in this area via complex interactions with DA
(Yin et al. 2005, Peak et al. 2018).

1.6.5 The Actor-Critic framework
To link the computational theories of associative learning and decision-making with the
neural observations, the actor-critic framework is commonly used. Under this thinking,
the DA RPE acts as a teaching signal which drives learning about some policy of
behaviour (the actor) and also learning about value and reward-related feedback (the
critic). In this way, the critic is thought to train the actor, where the latter specifies the
action policy (i.e. how likely a given action is to be chosen in a given state) and the former
learns the values of actions and states to improve the policy (Dayan and Balleine 2002,
Takahashi et al. 2008). The SNc, which sends DA projections to the DS, is often thought
to be part of the actor system, allowing RPE’s to drive action policy learning in the DS
with different policies proposed to be stored in different corticostriatal “loops” (Dayan
and Balleine 2002, Doya 2008). RPE’s originating from the VTA on the other hand are
thought to act as the critic, providing a mechanism for flexible value learning in the
ventral striatum and mPFC (Takahashi et al. 2008). It has been further suggested that the
VTA RPE signal facilitates model-based learning that is characterised by rich
representations of specific rewards and their sensory features, whereas the SNc RPE uses
the absolute or scalar value of a reward to reinforce S-R associations i.e. model-free
learning (Sharpe et al. 2017, Keiflin et al. 2019).
There is ample evidence that dissociable neural corticostriatal circuits support different
types of learning and performance, with regions of the prefrontal cortex coordinating
behavioural control to best suit the current situation. Substantial evidence has also
accumulated for the role of dopamine in the actual associative learning process, with
different midbrain nuclei potentially driving different types of learning with similar
phasic signals.
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This description is a simplification of an incredibly complex neural and computational
landscape. However, it provides a wieldable framework when considering the complex
process

of

learning

that

involves

stimuli,

outcomes

and

choice

between

actions/responses such as that described in this work.

1.7 THE TESTING ENVIRONMENT: THE INTELLICAGE
Much of what we know about adaptive behaviour has come out of experimental
laboratory work observing animals navigating mazes, responding to stimuli in
conditioning chambers, and working for reinforcement in operant boxes. These
preparations (particularly the latter two) allow for precise dissection of associative and
behavioural processing and targeted hypothesis testing, since the investigator has a high
degree of control over most experimental parameters and variables. This approach has
been invaluable for determining some of the fundamental principles of associative
learning and behaviour. With the advent of ever more sophisticated technologies for
observing and manipulating neurons and circuits, this highly controlled approach will
remain crucial for the continued advancement of the field.
Such pared-back preparations, however, do not necessarily capture the complex
conditions in which behaviour is normally experienced “in the real world”. Some have
gone as far as to claim that behaviour only “makes sense” when animals are in their
natural habitat, to which they have adapted and in which they have evolved (Gerlai and
Clayton 1999, Calisi and Bentley 2009). In other words, artificial laboratory scenarios and
strictly controlled environments may not allow for the expression of naturalistic
behaviours (and physiology) and therefore may lead to findings that are highly specific
to one particular scenario (Gerlai and Clayton 1999, Machado and Bachevalier 2007).
Many observations using captive animals in the laboratory are not replicated in field
studies, particularly when examining behaviour and physiology (Calisi and Bentley
2009).
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This is not to say that laboratory studies should be considered as irrelevant. Far from it.
They provide the control that is necessary for precise hypothesis testing and the
examination of subtle effects, in addition to having advantages in efficiency, logistics and
throughput (Sarter and Berntson 1999). When examining complex biological systems,
however, different approaches (such as laboratory and field studies) serve a necessary,
complementary function that may help to better understand behavioural phenomena
(Calisi and Bentley 2009). Semi-natural environments under experimenter control may
prove to be a useful middle ground (Galsworthy et al. 2005).
Along similar lines, replication studies often find that they are unable to reproduce the
findings of prior work. This issue has provoked a debate about standardisation and
generalisation (Van der Staay and Steckler 2002, Würbel 2002, Richter et al. 2009, Josef
Van Der Staay et al. 2010). In the context of laboratory animal testing, standardisation
(related to the promotion of homogeneous protocols, practices, processes, criteria etc.) is
usually implemented to control for any undesired effects or confounds, to allow for a
clean comparison of effects between studies, and to promote reproducibility. Perhaps
counterintuitively, systematic variation of subjects, husbandry factors and testing
conditions (“heterogenisation”) has been shown to improve generalisation or
reproducibility of findings between studies. Direct comparisons of standardised and
systematically heterogenised experimental repeats have revealed that the latter approach
provided significantly better reproducibility across mouse behaviour experiments than
the former (Richter et al. 2010, Richter et al. 2011, Voelkl et al. 2018). While standardisation
may reduce within study variability, and hence increase test sensitivity to experimental
manipulations, it can produce spurious effects and highlight idiosyncratic features of the
protocol or environment, thereby actually reducing reproducibility between studies
(Richter et al. 2009).
An attractive solution to some of these concerns is the IntelliCage (IC; see Chapter 2 for a
full description). This system provides a complex environment which acts as both the
home-cage and the testing arena for a group of mice. Each animal is implanted with an
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RFID transponder, which allows for the system to recognise individuals, record their
behaviour in the 4 operant corners, and administer each subject with a unique testing
schedule. Although far from replicating “the wild”, this device provides a more
naturalistic setting for studying behaviour than a typical testing arena, while maintaining
control over some important experimental parameters.
The IC system has a number of specific advantages over other available behavioural
testing approaches. In traditional paradigms for assessing learning and choice behaviour
(such as the Morris water maze or T-maze), animals are typically removed from their
home-cage by the experimenter and placed into the testing arena for observation on each
trial. These human-animal interactions are thought to be one of the primary sources of
variability in behavioural experiments, likely through stress-induced alterations in
general activity levels (Chesler et al. 2002, Davis 2002, Hurst and West 2010, Krackow et
al. 2010). The IC eliminates this potential confound by providing a testing environment
that also serves as a home-cage, with experimental schedules administered automatically
by the system. Animals can live in this environment indefinitely, allowing for
undisturbed, long-term behavioural monitoring and testing, and providing large and rich
datasets for each individual subject. Furthermore, since animals are group-housed in the
IC they are tested under more naturalistic social conditions for this species as compared
to traditional behavioural testing paradigms which usually require the observation of
isolated animals (Ebensperger 2001, Arakawa et al. 2007). Indeed, in a study comparing
basic learning and behaviour of mice across different laboratories (and countries), results
were found to be highly reproducible using the IC system (Krackow et al. 2010). That
said, exactly how social factors influence behaviour in the IntelliCage remains unknown
(see Chapter 6 for further discussion).
Furthermore, all behavioural measures in the IC can be accurately, automatically and
objectively captured by a number of sensors and so are less susceptible to experimenter
biases; a problem concomitant with the manual scoring of behaviour in traditional
paradigms (such as freezing during fear conditioning or exploration during object
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recognition; Anagnostaras et al. 2000, Benice and Raber 2008). Although the commonly
used operant chamber allows for unbiased and automated assessments of precise
psychological and behavioural processes, this test setting provides a relatively reduced
environment in which behaviour is observed and therefore may restrict or curtail the
behaviours generated by the animal (Gerlai and Clayton 1999). Employing an alternative
approach, the IC offers a spatially rich and complex testing environment which may
promote the emergence of more naturalistic and species-relevant behavioural patterns as
well as provide a means of probing additional aspects or dimensions of behaviour that
extend beyond the primary behavioural response under examination. Finally, since
animals live in the IC “around the clock”, behaviour can be measured at all hours, and
testing can be easily programmed to align with the natural patterns of arousal in subjects.
Due to limitations in the experimenter’s time and the necessity of testing large numbers
of animals on any given day, traditional behavioural testing schedules (whether using
mazes or operant chambers) are restricted to intense blocks of time where the individual
animal undergoes training. The IC system has no such limitation, so animals can engage
tasks in a self-paced manner, which in turn may allow for more naturalistic patterns of
motivated behaviour to emerge.
The primary use of the IntelliCage has thus far been in service of phenotyping genetically
modified mice (Codita et al. 2010, Endo et al. 2012, Too et al. 2014, Mohammadi et al.
2017). There appears to be no work using this system to explore basic associative learning
theory. Accordingly, I have leveraged the advantages the IntelliCage system has to offer
in order to examine discrimination choice learning and behavioural flexibility in mice.
This approach provided a unique opportunity to investigate learning and choice
behaviour in a more naturalistic setting for these animals. The complex nature of the
testing environment allowed for the examination of behaviours that are not only directly
related to the choice trials at hand, but may provide insight into how individuals learn
about general task structure along with specific rules for reward procurement.

41

1.8 SUMMARY AND THESIS OVERVIEW
The primary objective of this review was to illustrate the complex nature of adaptive
behaviour. Even seemingly straightforward learning situations can involve multiple
systems and processes that can be dissociated behaviourally, neurally, and
computationally. Such architecture allows an agent to acquire different types of
information through their experiences (e.g. Pavlovian and instrumental learning, modelbased, and model-free learning) and also provides them with multiple routes to
behavioural control that can be employed as required under different circumstances to
maximise outcomes (e.g. goal-directed and habitual performance). During learning, it is
thought that these systems run in parallel and at any given time compete for behavioural
control. Primary neural substrates for learning and action/response selection are
embedded in dissociable corticostriatal networks (parallel “loops”), with midbrain DA
signalling providing a teaching signal and prefrontal regions arbitrating between
behavioural controllers to determine behavioural strategy. Agents also possess innate
and previously learned biases, preferences, and heuristics that can be utilised to guide
behaviour. Hence, at any given time, the selection of a particular response or course of
action may be under the control of any one of a range of neural systems or computations.
Exactly how unified behaviour emerges out of these multiple systems during learning
remains unknown.
The acquisition of conditioned responding is most often depicted as a smooth negatively
accelerating curve. However, this has been shown to be an artefact of averaging the
performance scores of a number of individuals. The learning curves of individual subjects
very often do not resemble the group average, with many appearing as sigmoid and stepfunctions. These observations highlight the need to focus on the individual rather than
the group when interrogating the emergence of conditioned responding. In studies
focusing on individual learning curves generated from animals undergoing Pavlovian
conditioning, conditioned responding appeared to emerge over a large number of trials
supporting the long-held notion that, under these circumstances, associative learning is
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indeed a gradual, continuous process. No one has yet used this principled approach to
examine the emergence of operant choice behaviour.
Although discrimination tasks have been used for more than 100 years in animal
behavioural research, little is known about how exactly the choice behaviour of an
individual evolves over the course of task acquisition. Accordingly, the overall aim of
this work is to thoroughly characterise the acquisition and adaptation of rule-based
choice behaviour using a detailed, fine-grained analysis executed on the learning curves
generated by individual mice. These experiments test the general hypotheses that (1)
even simple learning choice learning is a complex, multi-faceted process and that (2)
insight into adaptive behaviour can be gained by a more detailed treatment of individual
subjects.
The deep analysis described in this work attempts to characterise a number of aspects of
choice behaviour across the entire learning period, including behavioural measures not
directly related to the choice itself but provide additional information about how the
individual animals may be learning about the task structure and environment more
generally. Contingency changes are also examined to probe how choice behaviour adapts
in dynamic environments and how previous learning may influence ongoing behaviour.
Most current approaches that further our understanding of associative learning and
decision-making utilise tasks and testing environments that are relatively stripped of
complexity when compared to what an animal would experience in the wild. This is done
for obvious reasons, the primary ones being that it allows for the isolation of a specific
associative or behavioural process while reducing the potential for introducing
variability and confounds into the results. Such approaches have been and remain crucial
to behavioural research. However, it is possible that studying behaviour in more complex
environments may allow for the expression of more naturalistic behaviours and therefore
offer a complementary route for understanding adaptive behaviour. This work therefore
utilises the more naturalistic IntelliCage apparatus to study the emergence of
discriminative choice behaviour and adaptation to task contingency changes in mice.
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The following chapter (Chapter 2) provides a detailed description of the experimental
methods and the analysis approaches that were developed and used in this work.
Chapter 3 details the results from a highly detailed and fine-grained analysis of
individual behavioural records during the acquisition of a novel visual discrimination
task recorded from mice living and learning in a complex environment.
Chapter 4 extends the finding of the previous chapter, applying the analysis method to
data acquired from mice adapting their behaviour to one of two contingency changes: a
rule reversal or a strategy shift.
Chapter 5 explores the role of the nigrostriatal pathway in the acquisition of a visual
discrimination task, using the same fine-grained analysis approach.
Chapter 6 is a general discussion of the results from the abovementioned experiments in
the context of the broader landscape of associative learning and behavioural
neuroscience.
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CHAPTER 2 GENERAL METHODS
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This project featured the development of a novel method for studying discrimination
learning and choice behaviour in mice. The approach to analysis was also unique. All of
the research chapters in this work utilise the same basic method of behavioural
assessment and analysis, though with differences. The procedural and analytical
elements that are common across the experiments will be detailed in this chapter.
Departures from these methods or additional considerations will be described in the
corresponding research chapter.

2.1 ETHICAL STATEMENT
All animal-related activities were performed in accordance with the National Health and
Medical Research Council Australian Code for the Care and Use of Animals for Scientific
Purposes (8th edition, 2013) and were approved by The University of Sydney Animal
Ethics Committee (protocol numbers: K22/11-2012/3/5838, 2016/1017 and 2017/1128).

2.2 SUBJECTS & HUSBANDRY PRIOR TO THE
COMMENCEMENT OF BEHAVIOURAL TESTING
Experimentally naïve adult male C57BL/6J mice (see each chapter for specific ages), were
sourced from the Animal Resources Centre (Perth, Western Australia). Groups of 4
animals (in two cases, 3 animals; presumed littermates) were housed in individually
ventilated cages (Sealsafe plus green line with Smart Flow Air Handling Units,
Tecniplast) from arrival until the commencement of behavioural testing. Each cage was
lined with corncob bedding and contained nesting material, a cardboard tube and a red
plastic igloo for shelter. Animals had ad libitum access to food (irradiated rat and mouse,
Specialty Feeds, Western Australia) and water. The holding rooms were maintained on a
12-12 hour light-dark cycle (lights off at 1800), at 21±2°C ambient temperature and 50±5%
relative humidity. Animals were acclimated to the animal facilities for at least 7 days
before experiments commenced.
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It must be noted that a systematic sex bias favouring the use of males has been identified
as a major problem associated with animal studies (Beery and Zucker 2011, Clayton and
Collins 2014, Yoon et al. 2014, Shansky and Woolley 2016, Choleris et al. 2018). The
underrepresentation of female subjects in behavioural neuroscience has masked potential
sex differences in biology and behaviour (Mogil 2012) and has been proposed to
contribute to the "reproducibility crisis" associated with preclinical research (Clayton and
Collins 2014, Drucker 2016).
Specific sex differences have been observed in general exploratory activity as well as
learning, memory and decision making processes (Tropp and Markus 2001, Jonasson
2005, Alstott and Timberlake 2009, Dalla and Shors 2009, van den Bos et al. 2012, Orsini
and Setlow 2017, Donovan et al. 2018). Regardless of the underlying mechanisms, such
differences would necessitate that sex be included as an additional factor in the current
study if both male and female animals were to be included, especially given the finegrained analytical approach that was employed here and subtle nature of the behaviours
under interrogation. Furthermore, since the IC required animals to be co-housed in the
testing environment, the influence of social interactions and dominance hierarchies on
the observed behaviour remains to be determined. The fact that these processes
significantly diverge between the two sexes (Brown and Grunberg 1995, Haller et al. 1999,
Palanza et al. 2001) would add another layer of complexity to the interpretation of the
data. Therefore, while both sexes would ideally be incorporated into a study such as this,
the subject pool was restricted to a single sex in order to curtail the number of factors in
an already complex analysis and to reduce the number of animals used. Males were
chosen for this novel and exploratory work so that findings could be more
straightforwardly compared to other key studies in the behavioural neuroscience
literature. Now that the exploratory work has been completed, future studies will feature
a more balanced and inclusive subject pool in terms of sex.
Although animals were co-housed and tested in groups of 4 per IntelliCage, each
individual animal was considered to be an independent test subject. Indeed, the study of
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behaviour in individual animals was of primary interest to this work. Although of
interest and certainly worthy of investigation, the analysis of specific social
factors/variables were beyond the scope of this study (as discussed further in the Chapter
6 subsection "The IntelliCage system").
The studies described in this work were, in the main, exploratory in nature. Hence, there
was scarce data on which to base a meaningful power calculation to determine sample
size (Jones et al. 2003). Accordingly, sample sizes were chosen to be in line with other
mouse IntelliCage studies (Galsworthy et al. 2005, Endo et al. 2012, Too et al. 2014,
Mohammadi et al. 2017) and decision making studies using laboratory rodents in more
traditional behavioural paradigms (Smith et al. 2012, Schmidt et al. 2013, Bradfield et al.
2015, Bergstrom et al. 2018).

2.3 RFID TRANSPONDER IMPLANTATION
4-5 days prior to behavioural testing, animals were lightly anaesthetised with 2-4%
isoflurane in medical oxygen (delivered at 0.2 L/min) in an induction chamber. Once the
righting reflex was lost, the mice were withdrawn from the chamber and an RFID
transponder (12mm, Planet ID, DATAMARS, GmbH) was injected subcutaneously
around the nape of the neck, between the scapulae. The transponder was delivered via a
14 G needle attached to a transponder injector according to Hüther (Planet ID,
DATAMARS, GmbH). Animals were placed back into their home cage where they
quickly regained consciousness. A hand-held scanner (Planet ID, DATAMARS, GmbH)
was used to confirm that the transponder remained in position prior to the
commencement of behavioural testing.
This transponder allowed for the IntelliCage system (described below) to recognise each
individual animal by its unique RFID code.
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2.4 THE INTELLICAGE
All behavioural data reported in this thesis were obtained from the IntelliCage system
(TSE Systems, Bad Homburg, Germany), which was available through the Bosch Institute
Animal Behavioural Facility. For the duration of the experiment, this apparatus acted as
both the testing environment and the home cage for a group of mice. For these
experiments groups of 4 individuals (in two cases, 3) were housed in each IntelliCage.
The dimensions and features of this system are detailed in Figure 2.1.
The testing environment consisted of a large conventional cage body (GP 2000p,
Tecniplast) lined with corncob bedding and containing 4 red triangular shelters (Mouse
House, Tecniplast) that were super-glued together. The IntelliCage main controller unit
and attached operant corners (see below for description) fit snugly into the cage body
and acted to securely seal the animals into the testing arena. A food grid was fit into a
large aperture centrally located in the main controller unit.
A number of IntelliCages were serially linked to one another, with one being connected
to the computer running the Controller software. For each IntelliCage, these connections
were made at its main controller unit which had a unique address so that input and
output signals could be accurately parsed for each cage. This main controller unit also
acted as a hub for connecting the operant corners for each cage (described below) as well
as providing measures for local ambient temperature and lux.
Each IntelliCage had 4 triangular operant corners which captured all of the behavioural
data (logged and timestamped). It was also where all hardware was actuated. Animals
accessed these corners via a small tube containing an antennae that read their
transponder and hence provided the system with the animals ID (see Figure 2.2a). Only
one adult mouse could fit in the corner at any given time. The floor of the corner was a
metal grill. A temperature differential detector (along with the RFID antennae) confirmed
the presence of an animal inside the corner.
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Figure 2.1: The IntelliCage home-cage testing environment. a) Illustration showing general appearance and features
of a single IntelliCage. b) Schematic birds-eye-view of an IntelliCage with dimensions.
50

a)

Presence detector

b)

LED (Off )

LED (Yellow On)
IR Beam

Corner entry tube
with antenna

Bottle
Cap
Tip

Left Nosepoke
Port (Door Open)

Right Nosepoke
Port (Door Closed)
Grid Floor

c)
Water
Bottle
Snout poked
through open
port to
access water

Door (Closed).
Access to water
through port
blocked

Animal drinking through
left nosepoke port
Door (Open)

Figure 2.2: The IntelliCage operant corners. Illustration of an operant corner and its features from an a) external
(though inside the IntelliCage) and b) internal view. c) Depiction of an animal drinking in the operant corner. The
leftmost image shows this activity from the internal corner view. The middle and rightmost images visualise cross-sections of the operant corner from a side-view. The animal depicted here is drinking when the nosepoke port is open
(middle) and not drinking when the port is closed (right).
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Within each corner were two operant walls, each of which was equipped with a nosepoke
port below 3 LEDs (see Figure 2.2b). An infrared beam was incorporated into the port
which allowed for the detection of nosepokes (beam breaks). A door driven by step motor
was located within the aperture of each nosepoke port. This was controlled by the
Controller software. When this door was in an open state, the snout of the animal could
access the tip of a water bottle situated through the nosepoke port (see Figure 2.2.c).
Access to this water bottle was blocked when the door is closed. The water bottles (Bottle
B2, Tecniplast) were secured by vertically inserting the caps (Cap ACCP3521, Tecniplast)
into the metal tube which acted as a lickometer and therefore measured drinking events
(via changes in the electrical contact between the tube and the bottle cap). Each operant
corner was equipped with 2 water bottles (hence, 8 per IntelliCage).

2.5 GENERAL MEASURES OF BEHAVIOUR
Three basic behaviours could be measured inside the operant corners: visits, nosepokes
and licks.
A visit started when the antenna detected a proximal transponder and the temperature
differential sensor detected the presence of an animal (i.e. the animal entered the corner
via the entry tube). It ended when both of these signals were no longer detected (i.e. the
animal left the corner). Each visit within a given session (defined below) was allocated a
unique numerical identifier so that events occurring during that visit could be grouped
together. This also provided a means of relating each visit of a given animal to every other
visit from all other animals in each IntelliCage during this period.
A nosepoke (NP) commenced when the infrared beam within the NP port was broken
(i.e. snout in) and ended when the beam was no longer broken (i.e. snout out). Each NP
within a single visit was given a unique numerical identifier so that events during each
NP within the same visit could be parsed from one another.
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A lick occurred when the tongue of the animal made contact with the bottle cap. The total
number of lick events during each NP and visit was counted as well the total lick contact
time (i.e. how long the tongue was in contact within the bottle) and lick duration (i.e. time
between first and last lick within a single NP).
These measures were the elements of all behaviours captured by the IntelliCage. Specific
task-related measures of behaviour will be described subsequently. It should be noted
that the licking metrics were not found to be reliable and so were not included in any of
the analyses.

2.6 THE DESIGNER SOFTWARE
The Designer software program was used to create testing schedules that would define
how the sensors, hardware and individual animals interacted. Each animal could have a
unique testing schedule or configuration of parameters applied to them. For example, the
software allowed for the corners and sides (i.e. left and right NP ports) to have different
state definitions: either correct, neutral or incorrect. Each animal could have their own
unique configuration of corner and side states which could be used to restrict responses
of the hardware (such as door opening) to specific locations, times and conditions for a
given animal. These states had no intrinsic meaning other than to allow for different
conditions to be clearly applied when programming complex experiments.

2.7 TESTING CONDITIONS
IntelliCages were located in a purpose-built sound-attenuated room that was located
within a behavioural testing suite. The 12-12 hour light dark cycle (i.e. lights off 18000600), temperature (21±2°C) and humidity (50±5%) was maintained as done in the
holding room. 4-5 days after transponder implantation, each cage of 4 (or 3) animals was
transferred into a single IntelliCage where they remained until the termination of the
experiment. Once in the IntelliCages, animals had ad libitum access to standard chow
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during this entire period. Access to water was restricted to the dark phase (specifically
1830-0530), with further effort, location and choice based restrictions enforced at different
stages of the experiment (as described below). At all hours and throughout each stage of
the experiment, all animals could enter any of the four operant corners and register NPs
at all 8 of the nosepoke ports. However, the doors would only grant access to water if
certain conditions were met, depending on the stage of the experiment.

2.8 HABITUATION AND BEHAVIOURAL SHAPING IN THE
INTELLICAGE
Given the complexity of the testing environment, animals were habituated to the arena
and drinking restrictions over a period of 11 days prior to the commencement of the
primary behavioural task.
Habituation progressed according to the following schedule.


Free Adaptation (FA; 3 days)

Animals could freely access all water bottles in the cage between the hours of 1830-0530.
Doors barring access were closed by default, but opened upon visit start and remained
open until the end of the visit. The middle LEDs (yellow) on both the left and right sides
turned on at visit start and off at visit end.


Nosepoke Adaptation (NPA; 1 day)

Same as FA except that doors did not open upon visit start, but would only open for 8s
after a NP. Only one door opening per visit was allowed and so only the first NP opened
the corresponding door. The same LEDs turned on at visit start and off at NP start (off at
visit end if no NP was made).


Diagonal Shifting (DS) of Corner Pairs (7 days)
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Same as NPA except that each animal could only access water in two diagonally opposite
corners. A NP in the other two corners would have no effect. LEDs behaved in the same
fashion as the last phase in the rewarded corners. No LEDs were presented in the nonrewarded corners for a given animal.
In a given cage, 2 animals were allocated to each diagonally opposite pair. This pair of
corners and their corresponding sides were defined as “correct” with the other pair
“incorrect”. Only “correct” nosepokes resulted in door opening. In this manner, drinking
could be restricted to two corners for each animal. On each successive nightly session, the
rewarded corners switched to the alternate diagonal pair for each animal (i.e. the
previously “incorrect” corners redefined as “correct” and vice versa).

2.9 THE VISUAL DISCRIMINATION TASK
Note: the following descriptions specifically apply to the experiments conducted in
Chapter 3. The tasks utilised in Chapter 4 were identical in structure to that described in
Chapter 3 but had different contingencies between the stimulus, the response and the
outcome. These differences are described in the Chapter 4 methods section. The task used
in Chapter 5 had identical task contingencies to that described in Chapter 3, though trials
were only experienced in a single corner (unlike the 2-corner arrangement in Chapters 3
and 4). The differences are described in the methods section for Chapter 5.
The primary behavioural testing period started after the 11 days of habituation to the
IntelliCage. Individual animals were tested in nightly sessions on this task until they
achieved performance criterion (defined below), after which the task contingencies
changed (also defined subsequently). Hence, each individual received a unique testing
schedule depending on their performance. All data from the start of visual discrimination
(VD) testing up to and including the achievement of performance criterion constituted
VD task acquisition.
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2.9.1 General task structure
The daily testing schedule was arranged into modules that allowed for the automatic
administration of the task with specific time and trial restrictions (see Figure 2.3a).
Between the hours of 0530-1830, the default VD_Start module was in effect which was
defined by an absence of hardware actuation. Though animals could visit and nosepoke
at all locations (all of which was recorded) doors would not open nor would LEDs
illuminate. The VD module (the testing session) engaged from 1830-0530 where,
depending on the contingencies outlined below, the IntelliCage system responded to the
actions and behaviours of the animals. Since all behaviour during testing in this
preparation was self-paced, a third module was introduced to ensure that the number of
trials performed by each individual had an upper limit. If an animal reached the 120 trial
limit, the module switched from VD to VD_End for that animal only. The effect of this
was once again to prevent the actions of the animal from eliciting any response from the
IntelliCage system (as in the VD_Start module). At 0530, whether still on the VD or the
VD_End module, all animals returned to the default VD_Start module.
Throughout the remainder of testing animals were allocated to two diagonally opposite
corners where they could potentially obtain reward, with the remaining two corners
never being rewarded (see Figure 2.3b). At any given time during the nightly testing
session, one of the rewarded corners would be in an active state and the other would be
in an inactive state. Water could only be obtained in the currently active corner for a given
animal, which was signalled by the illumination of one of the yellow LEDs upon visit
start. Reward was not available and LEDs were not illuminated in corners that were
inactive or never-rewarded and in all corners outside the testing session. The task was
arranged into trials which were the only opportunities for the animals to obtain their
drinking water (hence a closed economy for this resource). During each nightly session,
animals were able to engage in up to 120 trials in a self-paced manner. A trial was defined
as a visit to the active corner where the animal performed at least one NP. A trial was
initiated by the entry of an animal into their currently active corner and ended when the
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Figure 2.3: General session and trial structure. a) Schematic representation of the programming of nightly testing
sessions. Three modules control the IntelliCage hardware throughout a 24-hour period day: VD_Start, VD and
VD_End. VD_Start is active from 0530-1830 and does not permit any hardware responses, hence preventing access
to water and LED illumination. From 1830-0530, the VD module administers the Visual Discrimination task testing
schedule. If an individual animal completes 120 trials under the VD module, the VD_End module assumes control
over the hardware (until 0530, where the VD_Start module is activated), preventing further hardware responses for
that individual during that day. b) Schematic representation of the trial-by-trial structure of the VD module. On any
given trial for an individual, one of the two rewarded corners (CA or CB) is active (hardware responsive) and the other
is inactive (hardware non-responsive). After the completion of a trial, the corner states (i.e. active or inactive) are pseudorandomly determined so that a single corner cannot be active for more than 3 consecutive trials. c) Schematic
representation of within-trial structure. A trial is initiated when an individual enters the active corner, which results in
the illumination of the middle LED on either the left or right side of the corner (randomly determined on each trial).
The first nosepoke (NP) executed during the visit determines whether or not the trial is “correct” or “incorrect” and
therefore whether the door will open or not for that trial. The trial is terminated once the animal leaves the corner.
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animal left the corner (after performing at least one NP). Active corner visits without NPs
as well as inactive and never rewarded corner visits (with or without NPs) did not
contribute to the 120 trial allowance. The session terminated for the individual after 120
trials were performed.
On any given trial for an animal, one of the two potentially rewarded corners was
pseudorandomly allocated to be active and the other inactive (see Figure 2.3b). A
particular corner could not be active for more than three consecutive trials for the animal.
Animals could only determine which corner was active by visiting one of the two
potentially rewarded corners and observing whether one of the LEDs turned on
(signalling active) or not (signalling inactive). In this way, animals moved between two
locations within the IntelliCage engaging in testing trials for access to water.

2.9.2 Specific task parameters
Optimal reward procurement under the VD testing schedule was available by following
a simple visual-discrimination rule where the position of the illuminated yellow LED
signalled the choice that would lead to water reward (see Figure 2.3c)
The within-trial structure of the VD task is schematically represented in Figure 2.4. Upon
trial initiation, one of the sides (i.e. left or right) was randomly determined as “correct”
and the other as “incorrect” and the middle LED of the correct side was turned on. The
first NP of the trial determined whether or not the trial was rewarded (correct) or nonrewarded (incorrect). A NP on the correct side extinguished the LED and opened the
corresponding door for 8s, giving the animal access to the water bottle at that location.
The door closed after 8s or if the animal prematurely exited the corner while the door was
still open. A NP on the incorrect side extinguished the LED and prevented access to
reward during that visit. Although all responses were recorded, NPs that were performed
after the first NP within a given trial had no effect on the doors or LEDs. To initiate the
next trial, animals had to leave the corner and either re-enter the same corner or visit the
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Figure 2.4: Within-trial structure. Schematic depicts the specific programming of trial structure. A trial is initiated
after a visit to the active corner (active corner pseudorandomly determined, as shown at top of figure), where the trial
state is randomly allocated to one of two possible variations: Trial State 1 or Trial State 2. The trial state determines
which side (right or left) is correct and which is incorrect for that particular trial. The LED on the correct side is be
illuminated as the animal enters the corner, while the LED on the neutral side remains off. The first NP of the visit
(Nosepoke 1; NP1) determines whether or not the trial is deemed correct or incorrect and hence whether or not
water is accessible. The LED turns off at NP1 initiation as the “Trial End State” becomes activated, defining both the
left and right side as neutral until the next trial is initiated. Subsequent NPs (Nosepoke 2, 3…n) do not have any
influence over the hardware. At the end of a visit (i.e. when the animal leaves the corner), if no NPs were executed,
the corner remains active though the trial state is randomly determined again on the next visit to that corner. If the
animal performs at least one NP, the next active corner is pseudorandomly determined again.
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diagonally opposite corner, depending on which one was determined to be the active
corner. Subsequent trials could be initiated as fast as the animals could identify the active
corner.
If an animal initiated a trial but did not perform a NP during that visit, the LED was
extinguished when the animal left the corner. Furthermore, the correct side was
randomly determined again on their next visit to the active corner.
The system administered a unique testing schedule to each animal and tracked this
schedule each session. In other words, the progression of each animal through the 120
trials, the allocation of active/inactive corners, the reporting of events etc. were
independent operations for each subject.

2.10 DATA ORGANISATION
Performance criteria was set as 2 consecutive sessions of at least 80% correct choices made
in each corner. Hence, VD acquisition data for a given animal contained all of their trials
from the start of VD testing up to and including the final trial executed in their
performance criteria achieving session.
Each individual acquired the VD task across two locations (corners) and so the trial-bytrial data from each rewarded corner was kept separate. For the entire period of VD
acquisition, every trial completed by a given animal in a given corner was arranged in
sequence of occurrence. For each trial, a number of behavioural measures were calculated
(as detailed below). Hence, each animal had two strings of ordered trial-by-trial data for
a given measure, each collected in one of the animal’s two rewarded corners and
spanning the entire VD acquisition period (therefore two “data records” per animal). The
corner which had an overall higher rate of correct responding for the entire acquisition
period was categorised as Corner A (CA; better overall performance) with the other
corner allocated as Corner B (CB; poorer overall performance).
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Visits to the never-rewarded corners, inactive corner visits and active corner visits
without NPs were, by definition, not included as trials and so had their own separate
ordered event-by-event arrangement. However, the relative position of each of these
events to the progression of trials could be determined using the unique ID of each visit.
While some analyses and data operations were executed on the entire trial-by-trial data
record, most required the record to be divided into phases. This was done statistically
using a change-point analysis (described below) and produced a number of strings of
trial-by-trial data for a given record, each corresponding to a discrete and well-defined
phase. In some cases (specified below) data was binned into 5 trial blocks for the purpose
of reducing noise associated with trial-to-trial variability.

2.11 THE CHANGE-POINT ANALYSIS
A change-point analysis (CPA) was employed to identify statistically significant
transitions in the trial-by-trial performance record and therefore systematically
determine boundaries between phases of task acquisition. The cumulative sum of correct
responses (the “cumulative record”) was calculated for each animal in each corner
separately (as described below), providing a vector of n trials. CPAs were executed on
each performance vector to pinpoint where changes in performance took place. Such an
approach allowed for the detection of statistically significant changes in the rate of correct
responding (I.e. the slope of the cumulative record) according to a user-defined statistical
threshold. Each change-point (CP) therefore identified a trial marking the junction
between two sequential levels or phases of performance. The number of CPs (and
subsequently the number of performance phases) detected depends on how sensitive or
conservative the statistical threshold was.
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2.11.1 The algorithm
The CPs were detected using the MATLAB functions that Gallistel et al. (2004) made
freely available (supporting information, Proceedings of the National Academy of Sciences,
USA website: http://www.pnas.org; MATLAB, Mathworks, Natick, MA, USA). A CPA
was performed on the trial-by-trial cumulative performance record for the entirety of VD
acquisition for each individual data record (i.e. each animal in each corner separately).
This recursive CP detection algorithm had 5 stages.
1. For each point in the cumulative record a putative CP was identified. If a straight
line were to be drawn from the start of the record up to the current point, the
putative CP was the furthest point of departure in the record from the straight
line.
2. A chi-square test was used to determine whether the average correct response
rate before the putative change point significantly differed from that which
followed it (up until the current point). The value which was generated in this
step is called the logit, which is the log of the odds against the null hypothesis
that there was no change:
𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿 = log[(1 − 𝑃𝑃)/𝑃𝑃]
3. For example, a chi-square test that resulted in a P-value of 0.05 would generate a
logit of ~1.3. A logit of 6 corresponds to a P-value of approximately 10-7. A logit
was calculated for each putative CP.
4. A user defined logit value provided the statistical threshold or “decision
criterion” for CP detection. The algorithm found the first putative CP where the
chi-square calculated logit exceeded the user-defined logit. This point was then
settled as an actual CP.
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5. If the CP identified in the third stage occurred at a given trial (Tn), the algorithm
started again on the following trial (Tn+1), acting as if the post-CP data were a
new dataset.

2.11.2 Number of CPs
In the manner described above, the CP detection process could be repeated with differing
decision criterion. With decreasing logit values, the sensitivity to detecting changes and
hence the resulting number of CPs increases, which at some level can overfit the data and
capture spurious changes in performance (Gallistel et al. 2004). Hence, to focus only on
the most robust changes in performance for each cumulative record, logits were
systematically adjusted so that only a given number of CPs were observed in each
individual dataset. Starting with a logit of 20 (corresponding to the very statistically
conservative P-value ~10-21), the CP detection algorithm was repeated with logit values
decrementing by 0.1 on each iteration until a single CP was observed (repeat CPAs started
fresh each time and so the results of the previous CPA had no impact on the current one).
The location of this point within the cumulative record (I.e. the trial ID) was recorded and
the process was repeated until 2 CPs were detected. Examples of the output from these
analyses are shown in Figure 2.5. Using this approach, each individual trial-by-trial VD
acquisition performance dataset (one per corner for each animal) could be considered as
a single transition (1 CP) or multiple transition (2 CP) function. The former function
provided a means of viewing performance improvement as a single, unified process
whereas the latter allowed for a more complex, multi-faceted route to task acquisition.
To identify CPs that would be used for subsequent analyses, several conditions were
applied. Subsequent analyses were confined to CPs that marked improvements in
performance and so downward shifts in the correct response rate detected by the CPA
were ignored. Furthermore, spurious CPs that soon followed another CP (i.e. within 10
trials) were overlooked, since they marked such fleeting variations in performance.
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a)

b)

Figure 2.5: Change-point analysis (CPA) of trial-by-trial performance data for an individual animal. The plots
in this figure were generated by running the CPA algorithm (supplied by Gallistel et al. (2004)) on the same binary
trial—by-trial performance dataset using different statistical thresholds to detect either a) one or b) two change-points
(CPs) indicating an upward shift in correct response rate. For both CPAs, the upper plot shows the cumulative sum
of correct responses (“Cumulative response measure”) in a trial-by-trial fashion for the duration of VD task acquisition, with CPs marked with open circles. The lower plots show the correct response rate (“Average response per trial”)
or slope of the cumulative record before, between and after the detected CPs.

Finally, if the CPA detected more than the target 1 and 2 CPs, only the first one or two
CPs that met the above criteria were used for the subsequent analysis (i.e. additional CPs
were ignored).

2.11.3 Description of phases
The detection of a CP marked the junction between two stages or phases in performance.
The entire trial-by-trial performance profile of an individual in a given corner could be
thereby divided into a number of successive phases. Naturally, a single CP allowed for
the definition of two phases: pre- and post-CP. 2 CPs divided the performance profile
into three phases: pre-CP1, CP1:CP2 and post-CP2 (Figure 2.6).
Formally, if only one CP was detected at trial i, then:
Phase 1 = T1:Ti
Phase 2 = Ti+1:Tf

Where trial f was the final trial in the VD acquisition record. If two CPs were detected at
trials j and k, then:
Phase 1 = T1:Tj
Phase 2 = Tj+1:Tk
Phase 3 = Tk+1:Tf

A rich behavioural profile could be constructed for each of these identified phases. Using
these trial limits, the rate of a given measure could be determined or an index calculated
for a given data record. In each corner for the ensemble of individuals, these values could
be collated to determine the group average rate or index for each phase.
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Figure 2.6: Defining performance phases using the CPA. Using the same data and CPA results as that shown in
Figure 2.4, several important features of this analysis are shown. The cumulative sum of correct responses (black line,
right y-axis), the correct response rate before, between and after each CP (grey line, left y-axis) and the trial marking
the identified CPs (vertical red lines) are all included for CPAs that identified either a) 1 and b) 2 CPs. Each CP marks
the end of a performance phase, with the subsequent trial being the start of a new phase. Hence, for the single transition CPA, the CP marked the junction between Phase 1 (pre-CP, CP inclusive) and Phase 2 (post-CP). The slope of
the cumulative sum of correct responses is included for both Phase 1 (green broken line) and Phase 2 (purple broken
line) to illustrate how the CP marks a shift in performance. The same is shown for the CPA with 2 performance transitions, where the first CP marks the junction between Phase 1 and Phase 2 and the second CP defines the end of Phase
2 and the start of Phase 3. The slope of the cumulative sum of correct responses for each phase is likewise depicted
(green, purple and blue broken lines for Phases 1, 2 and 3 respectively).

2.12 TASK-RELATED MEASURES OF BEHAVIOUR
Throughout the entire experiment, at all hours and for all modules, visits, nosepokes and
licks were recorded. An exhaustive study of this data is beyond the scope of this study.
However, advanced and detailed analyses were conducted on a range of behavioural
measures. These measures could be divided into several categories which are outlined
below. All of these measures were calculated for a single animal in each rewarded corner
separately. Furthermore, for all analyses, data did not remain contained within a given
session, but rather all trials from all sessions were concatenated in an orderly fashion for
the entirety of VD task acquisition. Each measure could then be calculated for each phase.

2.12.1 Performance
The outcome of each trial was recorded as being either correct or incorrect (1 or 0
respectively). This binary categorisation revealed whether or not, upon a visit to the
active corner during the VD test module, the first NP that the animal made was to the
rewarded correct side (i.e. that paired with the LED in this task) or the non-rewarded
incorrect side (that which was not associated with the visual stimulus). The correct rate
of responding for a given phase could be calculated in the following manner:
Correct Response Rate = (No. Correct Trials)/(Total No. Trials)

For each individual dataset, the cumulative sum of correct responses could also be
generated for all VD acquisition trials (T1:Tn) based on performance outcomes:
T1 = OutcomeT1
T2 = T1 + OutcomeT2
…
Tn = T(n-1) + OutcomeTn
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The effect of this operation was to create a vector n variables long that sequentially moved
from a starting trial in increments of one trial, taking the running sum of correct responses
at each trial. Each trial in this sequence was given a trial ID that represented its numerical
position (T1, T2...Tn). This data was used in the CPA.

2.12.2 General responses
Again, examining the first NP during a given visit to an active corner, trials could be
defined by the nosepoke port which was selected i.e. left or right. For each individual
dataset, a response bias index (RBI) could be generated thus:
RBI = |Total Right Trials – Total Left Trials|/(Total Trials)

A value of 1 indicated that the individual selected the same nosepoke port (i.e. first NP
made during a trial) in that corner on every trial during the observed period. Totally even
responding on both nosepoke ports would yield an RBI of 0.
The general response on each trial was categorised as Preferred (1) or Non-Preferred (0)
depending on which response (left or right) dominated across the entire period of task
acquisition for a given animal in a given corner.

2.12.3 Specific choices
Measures of specific choice behaviour integrated both performance and general response
factors. For each trial, information was available about whether or not the first NP was
made on the preferred or non-preferred side (see above) and also whether the trial was
rewarded (correct) or not (incorrect). Each trial could thereby be categorised in one of
four ways:


Preferred Correct (PC);
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Preferred Incorrect (PI);



Non-Preferred Correct (NpC);



Non-Preferred Incorrect (NpI).

The rate of each choice type could then be calculated for each phase as a function of the
total trials in that phase. For example:
PC Rate = (No. PC Trials)/(Total No. Trials)

The rate of all other choices was calculated in an identical fashion.

2.12.4 Outcome sensitive choice behaviour
Animals can utilise a range of innate or learned heuristics or strategies that are outcome
sensitive, or dependent on whether or not the previous choice was reinforced (Koppe et
al. 2017). In the context of an appetitive task such as this, animals can either make a correct
response for which they are rewarded (“win”, same as “correct“ above) or an incorrect
response for which no reward is received (“lose”, same as “incorrect”) on any given trial
(Tn). Responses can be similarly categorised on the subsequent trial (Tn+1). Hence each
consecutive pair of trials in a rolling window can be categorised as either win-win (WW),
win-lose (WL), lose-lose (LL) or lose-win (LW) behaviour. This language was adopted
here to align with convention when describing this type of behaviour (Evenden and
Robbins 1984) and also to provide a simple distinction for this analysis over that for
general performance.
For this measure, it was of interest to determine whether or not the outcome received on
a given trial would influence the subsequent choice in that corner. Each trial (apart from
the very last trial in a dataset) could be categorised as one of the following outcome-based
strategies based on simple conditional rules:
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If
OutcomeTn = 1 & OutcomeTn+1 = 1
Then
Feedback Response(Tn+1) = WW

If
OutcomeTn = 1 & OutcomeTn+1 = 0
Then
Feedback Response(Tn+1) = WL

If
OutcomeTn = 0 & OutcomeTn+1 = 0
Then
Feedback Response(Tn+1) = LL

If
OutcomeTn = 0 & OutcomeTn+1 = 1
Then
Feedback Response(Tn+1) = LW

To allow for a meaningful comparison between positive (i.e. wins or rewards) and
negative (I.e. losses or reward omissions) outcome feedback on choice performance, the
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difference between correct and incorrect performance rates (which became larger as
performance improved) had to be corrected for. Specifically, to determine whether or not
animals were more likely to perform a correct choice after either a correct choice (positive
feedback sensitivity) or after an incorrect choice (negative feedback sensitivity), the rate
of WW and LW had to be calculated with respect to the total wins/rewards and
losses/non-rewards respectively. Hence, the following measures were generated for each
identified phase:
WW of win (WWW) = (WW trials + WL trial)/(Total win trials)
LW of Lose (LWL) = (LW trials + LL trials)/(Total lose trials)

To further explore the sensitivity of choice performance to positive and negative feedback
in individual animals (for each corner), a feedback difference index (FDI) was calculated
for each phase:
𝐹𝐹𝐹𝐹𝐹𝐹 = 𝑊𝑊𝑊𝑊𝑊𝑊 − 𝐿𝐿𝐿𝐿𝐿𝐿
Positive scores indicate that choice performance in an individual was more influenced by
positive feedback than negative feedback. Negative scores indicate dominance of
negative feedback.
Since each trial (except for the last in a given data string) was categorised in terms of
feedback response, WWW and LWL could be calculated for all trials within a given period
or could be separately calculated for outcomes received after preferred and non-preferred
responses. No additional calculations were required, since the response identity of all
trials was readily available. This allowed for the comparison of outcomes received after
a preferred response and those resulting from non-preferred responses (on Tn) in terms
of influencing subsequent choice behaviour (the subsequent choice was considered only
in terms of outcome and so this measure was agnostic to the response on Tn+1).
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2.12.5 Response latency
When faced with a choice trial during this task, animals were not under any temporal
constraints. Hence, not only were trials initiated in a self-paced manner, but once
initiated, animals could execute their NP choice response at their own discretion. It was
reasoned that choices made automatically (such as sensorimotor habits) would likely be
executed soon after trial initiation. On the other hand, animals that were behaving more
deliberatively or evaluating their potential choices in some way before selecting response
may exhibit a longer delay between visit initiation and NP execution (Redish 2016). To
explore these approximations of choice automation and deliberation, response latency
(the time between trial initiation and choice initiation) was determined for each trial.
Formally, this was calculated for a given active corner visit (V):
(Response Latency)V = (Timecode of first NP in VisitV) – (Timecode of Start VisitV)

Since this continuous measure had no real upper limit (animals were not under a time
restriction to initiate their responses once the trial was initiated and they had 11 hours to
complete up to 120 trials), there was the potential for outliers and long tails. Hence, to
obtain a reliable measure of central tendency for a given individual over a set of trials,
the median response latency for a given individual data record was calculated for each
phase.
Since response latency was calculated for all trials, this measure could be compared
between performance outcomes (correct and incorrect trials), general responses
(preferred and non-preferred) and specific choices (PC, PI, NpC and NpI). For each
individual, this could be done over the total number of trials in the VD acquisition record
(which would give an overall indication of how response latency manifested under
different performance, response and choice conditions) and also for each identified phase
(providing a means of assessing changes in conditional response latency over the
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different epochs of task acquisition). For all of these analyses, the median response
latencies were aggregated at the group level.

2.12.6 Learning the underlying task structure
The measures detailed above provide a direct means of quantifying choice behaviour
during the acquisition of a simple visual discrimination task. However, the animals
learned this task in multiple locations within a complex environment. Hence, this
preparation is uniquely situated to yield a rich profile of animal behaviour that goes
beyond the simple performance, general response and specific choice measures. Metrics
of how an appreciation of general task structure changes over the course of task
acquisition could also be drawn i.e. how animals learned the different task states or
scenarios which had different prospects of gaining rewards and may have required
different courses of action in order to obtain these rewards.


Visit Errors

Visits to the never-rewarded corners during the VD testing module were considered to
be Visit Errors. The visit error rate for a given phase could be calculated in the following
manner:
Visit Error Rate = (No. Visits to Never-Rewarded Corners)/(Total Visits to all corners)

See below for how never-rewarded visits were considered in relation to CPs identified in
each rewarded corner.



Task state-dependent behaviour

Although there was no penalty for nosepoking in the inactive and never rewarded
corners, examining how this general behaviour changed (if at all) over the course of task
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acquisition may illuminate how animals gained an appreciation of the underlying task
structure (i.e. learning generally about when, where and how to get reward in the
environment). For a given phase, the rate of visits with at least one NP of total visits to a
particular corner type (during testing sessions only) were calculated as followed:
Rate of Active Visits with a NP = (No. Visits to Active Corner with ≥1 NPs)/(Total
No. Visits to Active Corner)

Rate of Inactive Visits with a NP = (No. Visits to Inactive Corner with ≥1
NPs)/(Total No. Visits to Inactive Corner)

Never-Rewarded Visits with a NP = (No. Visits to Never-Rewarded Corners with
≥1 NPs)/(Total No. Visits to Never-Rewarded Corners)

To determine how animals distinguished between rewarded corner states, (as signalled
by the presence or absence of the visual cue) the rate of visits with NPs was compared
between active and inactive visits across the phases of the task. In the same fashion,
inactive and never-rewarded corner visits with NPs were compared to determine
whether non-rewarded, non-visually cued states could be distinguished across locations.
By definition, all of these measures did not occur during trials (with the exception of
active corner visits with NPs) and so a slightly different approach had to be taken to
calculate the rate of each for a given phase. Firstly, since every visit had a unique visit ID
(regardless of whether this occurred during a testing session or not), all visits could be
viewed with respect to one another. Additionally, each trial (i.e. active visit with NP
during a testing session) had a unique trial ID. With this information, all active, inactive
and never-rewarded visits in a testing session could be identified with respect to each
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trial. Therefore, all active and inactive visits could be determined as being before or after
a given CP (which had a trial ID).
The CPAs allowed for the division of the data record in each corner independently.
Therefore, all of the active and inactive visits to CA could be straightforwardly
considered with respect to the phase definitions for CA. The same could be done
independently for CB. However, there was no straightforward way of relating visits to
the never-rewarded corners with respect to a single clear phase (since these visits could
be viewed with respect to either the CA or the CB phases). Therefore, the total rate of
never-rewarded visits with NPs (i.e. from both never-rewarded corners combined) was
calculated for each phase as defined by both CA and CB separately. In other words, all
never-rewarded corner visits with NPs were considered with respect to the CA phase
definitions and the CB phase definitions separately. The same approach was taken for the
analysis of visit error (see above).

2.13 WEIBULL CURVE FITTING
As behavioural measures change with learning and experience, certain aspects of the
resulting learning curves or response profiles may yield some insight into how exactly
the transition is occurring. Of chief interest to this work was how performance
improvements emerged over time. Specifically, understanding how gradually or
abruptly performance improves from one level to the next may provide insight into the
underlying mechanisms of learning and choice behaviour. Such a metric is often used to
estimate “learning rate” (Kehoe et al. 2009, Harris 2011).
Trial-to-trial variability makes it difficult to quantify this measure on raw data in
individual animals. Although averaging across subjects or over many trials reduces this
variability, as discussed in Chapter 1, this processing often masks the characteristics of
the individual dataset. To overcome these issues, the cumulative distribution of a Weibull
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function was fit to each individual dataset (Gallistel et al. 2004, Kehoe et al. 2009, Harris
2011). This function can be represented in this experiment as:
𝑡𝑡 𝑠𝑠

𝑅𝑅𝑡𝑡 = 𝛾𝛾 + 𝐴𝐴(1 − 𝑒𝑒 −[(𝐿𝐿) ] )

where
Rt

= correct response rate at trial bin t

γ

= lower asymptote or guess rate

A

= asymptote or terminal correct response rate

t

= current trial bin number

L

= latency (trial bins) to reach 50% of asymptote

S

= slope parameter or abruptness of onset

Importantly, this function can assume different forms depending on the slope parameter,
S (see simulated curves in Figure 2.7). If S ≈ 1, the function is an inverse exponential
(approximating the gradual, negatively accelerating group learning curves discussed in
Chapter 1). When S > 1.5, the function assumes a sigmoidal shape. As S∞, a stepfunction is approximated. Hence, the Weibull function provides a relatively objective
means of quantifying the acquisition dynamics of the behavioural data in question. In
other words, prior to execution it is agnostic as to whether changes in performance are
abrupt or gradual.
Despite the flexibility in the shape of this function, it must be emphasised that the Weibull
function cannot capture multi-step changes in the data. Therefore, the best fit will be a
monotonic, single transition function. This is not an issue if a learning curve is assumed
to feature a single epoch of change, as is the case in the current work when the CPA
identifies a single CP in the data record; a single CP divides the entire performance record
into 2 phases which requires a single epoch of change to move performance from Phase
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Figure 2.7: The Weibull S-parameter provides a measure of transition abruptness. The five plots show a simulated
dataset generated by a Weibull function with 3 fixed parameters (formula and fixed parameters described in top right
corner) and one parameter (S) that was systematically changed for each plot (S-value inset for each). Increasing S-values are associated with more abrupt changes in function values so that S-values of ≈1 are inverse exponentials, while
step-functions emerge as S-values goes to infinity.

1 to Phase 2 levels. Hence, the entire record of individual performance could be fit with
a Weibull function to characterise the temporal dynamics of performance improvement
with the assumption that this process was driven by a single period of change.
However, since the CPA could be used to identify at least 2 CPs, this suggested that
performance improvements may occur in in multiple and separate “bursts”, a pattern
which would not be accurately captured by the Weibull function. To explore the learning
curve as a multi-transition phenomena, each data record was systematically separated
into overlapping segments (Figure 2.8). Using the 2 CPs identified in each dataset to
divide the data into 3 phases, the first segment contained all Phase 1 and Phase 2 data
and the second segment contained all Phase 2 and Phase 3 data. This permitted Weibull
functions to be fit to segments of the data where there was minimally one presumed
transition in performance. For each individual data record, three best-fit Weibull
functions were computed: one that captured the entire period of VD acquisition (W0) and
two that were restricted to specific epochs of VD acquisition, Phase 1 and Phase 2 in the
first case (W1) and Phase 2 and Phase 3 in the second (W2), as determined by the 2 CP
CPA. Formally, the Weibull functions captured the following data:
Weibull 0 (W0) = T1:Tf

Where trial f was the final trial bin in the VD acquisition record. If two CPs were detected
at trials j and k (CP1 and CP2 respectively), then:
Weibull 1 (W1) = T1:Tk
Weibull 2 (W2) = Tj+1:Tf

It should be noted that while the CPs were used to segment the data in certain cases, the
process of Weibull fitting was agnostic to the existence of CPs as detected by the CPA
and indeed of any transition in performance rate.
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Figure 2.8: Unitary and piecewise Weibull fitting. For each individual data record, a single Weibull function was fit
to the entire VD performance record (W0; unitary approach) or two separate Weibull functions were fit to overlapping segments of the performance record (W1 and W2; piecewise approach). All plots in this figure derive from the
same data record. a) Unitary Weibull function (W0) fit to the entire binned VD performance record (5 trial blocks;
binning started from the first trial in the record). b) The data record was separated into two overlapping segments
which were fit with Weibull functions: Segment1 included all data from Phases 1 and 2 and was fit with W1 (left plot;
binning started from first trial in Phase 1) and Segment2 comprised all Phase 2 and 3 data and was fit with W2 (right
plot; binning started from first trial in Phase 2). The location of the phase defining change points (CP1 and CP2) are
marked with vertical red broken lines. c) Overlay of piecewise Weibull fits for a single data record. Note that any
discrepancy in overlapping binned values is due to slight differences in trial alignment at the start of the binning
procedures.
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2.13.1 Preparing the data
The rationale for fitting the Weibull function to the data was so that a fine-grained
analysis of the temporal dynamics of behavioural changes in the individual could be
executed. However, to minimise the variability inherently observed in trial-by-trial
accounts of behaviour, data was binned into 5 trial blocks (as done by Harris 2011).
As mentioned above, to model both unitary and multi-stage improvements in
performance, the binary data (correct/incorrect) was split into overlapping segments
(Figure 2.8). Therefore, the following binary performance datasets or segments were
generated:
Segment0 = T1:Tf
Segment1 = T1:Tk
Sgement2 = Tj+1:Tf

Where trial f was the final trial in the VD acquisition record and trials j and k were
sequential CPs identified in a single CPA.
Data was binned into discrete (i.e. non-overlapping) blocks of 5 trials, starting from the
first trial in the segment and proceeding to the end of the segment. Since the number of
trials in a record was not necessarily evenly divisible by 5, the maximum number of bins
were sequentially filled and the final excess trials were discarded.

2.13.2 The algorithm
The PAL_Weibull routine from the Palamedes toolbox (a freely available set of MATLAB
routines) was used to fit a cumulative distribution of a Weibull function to the binned
performance data (Prins and Kingdom 2018). Although this type of analysis is most
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commonly executed on psychometric data (such as stimulus detection), it has been used
to estimate learning-rate parameters (Gallistel et al. 2004, Kehoe et al. 2009, Harris 2011).
For each fitting procedure, estimates of the four Weibull function parameters (A, L, S, γ)
were made from the data, meaning that these were “free” parameters. It is a generally
accepted principle that the fewer free parameters in a calculation, the stronger and more
generalizable the model (Harris 2011). Hence, many analyses “fix” parameters at a given
value to avoid overfitting the data. Indeed, overfitting undermines generalisability and
predictive accuracy of a model to data other than the current sample. For some of the
performance datasets in this experiment, γ could reasonably have been fixed at 0.5, since
the correct response rate prior to learning should be at chance levels (regardless of how
fast the animals acquired the discrimination rule). However, this becomes more difficult
when trying to estimate values that are less theoretically concrete (such as terminal or
asymptotic responding or initial responding when dealing with the Phase 2 and Phase 3
performance data, which start above chance). Furthermore, fixing parameters can bias
the value of the remaining parameter estimates. Since the primary aim of this analysis
was to interrogate the slope parameter in individual subjects, rather than produce a
generalizable learning model based on group data, the more objective approach of using
four free-parameters was employed.
The estimation of the free parameters occurred in an iterative fashion as the routine
searched for values that maximised the likelihood criterion of the function (i.e. the
probability that the function generated results that were identical to the data). To start,
the range of potential values was specified for each parameter. Here we used the
following:
A = [0:1]
L = [1:Tf]
S = [1:Tf]
γ = [0:1]
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This created a “search grid” which contained all possible combinations of these
parameter values. A brute-force search was executed that calculated a likelihood value
(i.e. strength of evidence that the parameters describe the data) for all of the combinations.
The combination with the highest probability of generating the same performance profile
as the individual dataset was selected to provide the best estimates for the 4 parameters
and therefore the best-fit Weibull function. To determine the goodness-of-fit of each
Weibull function, 400 bootstrap simulations were generated (based on the parameter
estimates), each fit with Weibull functions and then compared to the best-fit Weibull
function that was fit to the original performance data (Prins 2016). This process generated
a P-value which was used to indicate the goodness-of-fit.

2.13.3 Weibull function measures
Several measures could be extracted from the best-fitting Weibull functions of each
individual record (Figure 2.9). The primary metric of interest in this study was the slope
parameter, S, which provided an impartial measure for how abruptly the function (and
hence performance) changed. The Dynamic Interval (DI) was also calculated to provide an
estimate of over how many trials the behavioural changes spanned, as done in previous
studies (Gallistel et al. 2004, Kehoe et al. 2009, Harris 2011). Specifically, the number of
trial bins required for the Weibull function to increase from 10-90% of the total
performance rise (i.e. maximum value – minimum value) was counted for each fit.
Individual S-values and DIs were aggregated at the group level for the W0 function and
compared between corners. This process was repeated for the piecewise Weibull
functions (i.e. W1 and W2) which were again separated by corner and compared.
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Figure 2.9: Features of the best-fitting Weibull function. For each individual data record, performance was binned
into 5-trial blocks (grey line) and the best-fitting Weibull function (black line) was generated. Baseline (minimum)
and asymptote (maximum) values were identified (blue lines) and their difference provided the “Rise” value, which
allows for quantification of the total increase in correct response rate estimated by the function. The dynamic interval
(a standard measure for learning rate) was determined by calculating the number of trial blocks between 10% and
90% of the total rise above baseline. Respectively, 0.1-rise and 0.9-rise were defined as the trials at which the best-fitting Weibull function reached a value that was 10% and 90% of the total rise above baseline (horizontal red lines show
0.1-rise and 0.9-rise levels and vertical red lines mark where the best-fitting Weibull crosses these values).
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2.14 STATISTICAL TESTING OF ENSEMBLE DATA
The majority of analyses in Chapters 3 and 4 utilised a repeated-measures ANOVA with
corner (CA, CB) and phase (2P: 1, 2. 3P: 1, 2, 3) as a within-subjects factor. Specifically, this
was done for analyses of correct response rate, RBI, FDI, visit error and response latency.
Additional within-subject factors were introduced for several analyses across phases and
corners. These included choice (PC, PI, NpC, NpI; for analysing specific choice rate and
choice-specific response latency), feedback (WWW, WWL; for comparison of positive and
negative feedback measures), response (preferred, non-preferred; for comparison of
response-dependent positive and negative feedback measures, response-dependent FDI
and response-dependent comparison of response latency), performance (correct, incorrect;
for comparison of performance-dependent response latencies) or state (active, inactive,
never-rewarded; for comparison of inactive and active state NPs as well as inactive and
never-rewarded state NPs).
To perform a more general comparison of specific measures over the entire course of VD
task acquisition, separate analyses were also done without phase as a factor. In addition
to corner, these repeated-measures ANOVAs had within subjects factors of either response
(comparison of response-dependent FDI and also response-dependent response latency),
performance

(comparison

of

performance-dependent

response

latency),

choice

(comparison of choice-dependent response latency) or both response and feedback (for
overall comparison of outcome feedback signals between responses).
A greenhouse-Geisser correction was used for all analyses that violated Mauchley’s test
of sphericity (i.e. P < 0.05). All significant main effects were followed up with pairwise
post-hoc comparisons with Bonferroni corrections. Significant interactions were explored
using simple main effects testing with Bonferroni corrections.
Since the S-value data arising from the Weibull analysis was highly variable and skewed,
the non-parametric Wilcoxon signed-rank test was used to compare this measure across
corners for unitary Weibull functions. A Friedman test was used for the piecewise S-value
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and DI analyses (with each Weibull from each corner as a separate variable) and any
significant effects were followed up with Wilcoxon signed-rank tests with Bonferroni
corrections for multiple comparisons.
A paired samples t-test was used to compare the DI between corners when Weibull
functions were fit to the entire data record and also when comparing FDI across corners
for the entire task.
Any deviations from these statistical approaches are outlined in the methods section of
the respective Chapter.
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CHAPTER 3 –
RESULTS I
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3.1 INTRODUCTION
Animals can learn to choose actions that optimise the likelihood of gaining rewards and
avoiding punishments, even in complex and dynamic environments. Associative theories
of learning provide a useful framework for considering how agents learn about the
relationships or associations between features of their environment, their own actions
and the outcomes that these actions produce (Rescorla and Wagner 1972, Pearce and Hall
1980, Sutton et al. 1998). These models treat the underlying mechanisms of learning as a
gradual, incremental process that is driven by the correction of “prediction errors”. i.e.
improving predictions about the future by minimising the difference between
expectations about upcoming events (what will happen) and the events that are actually
observed (what did happen; Niv and Schoenbaum 2008). These error correction-based
models successfully account for a range of behavioural phenomena including the
ubiquitous gradual and negatively accelerating learning curves that are generated by
aggregating performance measures from a number of individual subjects (Gallistel et al.
2004, Courville and Daw 2008). Notably these theories have also found biological
purchase in the activity of midbrain dopaminergic neurons (Schultz et al. 1997).
Importantly though, it has been demonstrated that the shape and rate of group average
learning curves do not necessarily reflect the dynamics of the underlying individual
learning trajectories (Gallistel et al. 2004). In fact, abrupt step-like increases in
performance measures may be commonly observed in individual learning curves, a
phenomenon which is masked by averaging at the group level (Gallistel et al. 2004,
Morris and Bouton 2006, Papachristos and Gallistel 2006, Durstewitz et al. 2010, Pamir et
al. 2011). Such observations have been interpreted as evidence for non-associative
mechanisms of learning, which may underlie phenomena such as “sudden insight” after
a period of relatively unsuccessful behaviour (Gallistel et al. 2004, Durstewitz et al. 2010,
Shettleworth 2012). The abrupt transition from one performance level to another does not
necessarily pose fundamental issues for conventional associative learning theory,
however some accommodations must be made to unify the apparently disparate ideas.
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For example, it could be that associations are formed incrementally in accordance with
established theoretical models but do not always influence performance or are not
observed in behaviour until some evidence-based decision threshold is reached (i.e.
responding

only

changes

when

the

subject

has

accumulated

enough

experience/evidence about the task contingencies). This scenario would allow for
gradual learning mechanisms to be accompanied by abrupt behavioural changes. Indeed,
it is generally accepted that, although intimately linked, learned behaviour and its
underlying mechanisms do not necessarily map onto each another in a straightforward
fashion (Spence 1936, Tolman 1951, Gallistel et al. 2004). Regardless of the nature of the
underlying learning mechanism, fine-grained studies of behavioural change require
measures to be drawn from the individual before examining the cohort (Gallistel et al.
2004, Courville and Daw 2008, Harris 2011, Donner and Hardy 2015).
Two fine-grained methods have been adapted here to analyse individual learning curves:
the change-point analysis (CPA) and the Weibull function (Gallistel et al. 2004, Harris
2011), which are both described in detail in Chapter 2. The CPA operates on the
cumulative record of correct responses where changes in the slope of the record
correspond to changes in performance (Skinner 1976, Skinner 2015). This approach is a
statistically rigorous means of pinpointing exactly where in the trial-by-trial record of
behaviour a significant change in performance occurs. The “change-points” (CPs) that are
detected in this analysis can be used to systematically divide the task acquisition profile
into phases of performance. Using the second approach, individual performance data for
task acquisition can be fit with the cumulative distribution of a Weibull function. As
described in detail in Chapter 2, the Weibull function provides an objective estimate of
the shape of the learning curve but cannot capture multi-step dynamics in the curve (i.e.
it assumes that any change is occurring over a single transition period). The Weibull can
approximate an inverse exponential, a sigmoidal curve or a step function and so is able
to capture performance changes that are gradual or abrupt and everything in between
(Gallistel et al. 2004, Kehoe et al. 2009, Harris 2011). Importantly, a dynamic interval (DI;
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i.e. the number of trials that are required for the function increase from 10-90% of its total
rise from minimum to maximum values) can be calculated from the parameters estimated
by the best fit Weibull function. This measure, in addition to the slope parameter, S, from
the best-fit Weibull, provides a means of estimating how gradually or abruptly a change
in behaviour emerges (Gallistel et al. 2004, Kehoe et al. 2009, Harris 2011).
The Weibull function is a useful means of quantifying the general dynamics of the
emergence of learned behaviour, though the fact that it cannot effectively describe
multistep changes in performance means that any subtle patterns of improvement may
not be observed (such as multiple bursts and plateaus). Together, the CPA and the
Weibull provide a powerful means of interrogating learning behaviour in the individual.
At least two previous studies have used the Weibull fitting procedure to formally
quantify how abruptly or gradually conditioned responses emerge in individual animals
undergoing either appetitive (Harris 2011) or aversive (Kehoe et al. 2009) classical
conditioning.
In both cases, based on the best fit Weibull function parameters and calculation of the
dynamic interval, conditioned responses were found to increase over a relatively
prolonged number of trials in individual animals (Kehoe et al. 2009, Harris 2011). The
average dynamic interval was 129 trials (range = 7-357 trials) in the appetitive and 177
trials (range = 18-550 trials) in the aversive experiments. Accordingly, both groups
concluded that the performance results were consistent with learning being a continuous
associative process rather than one that is characterised by discontinuous all-or-none
transitions. Despite these findings, in both cases it was acknowledged that the group
learning curves did not necessarily reflect that of the individual. Furthermore, as seen by
the range of dynamic intervals in both experiments, there was considerable variability
between individuals.
Although the abovementioned studies provide evidence for the gradual emergence of
classically conditioned responses, whether a similar trend is present in the emergence of
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operant choice behaviour in individual animals has yet to be determined. When
compared to simpler forms of conditioning, learning to improve choice behaviour in a
decision task involves a more complex array of underlying processes (reviewed in
Chapter 1). Although the precise underlying mechanisms are not yet fully understood,
evidence suggests that a number of learned contingencies are formed that may interact
with each other to facilitate performance or compete for control over behaviour (Colwill
and Rescorla 1986, Bradfield and Balleine 2013, Dickinson 2015). Further, there are
multiple dissociable learning systems that cooperate and compete for control of choice
behaviour throughout the learning process (Rescorla and Solomon 1967, Dayan and
Balleine 2002, Daw et al. 2005, Balleine and O'Doherty 2010, Dezfouli and Balleine 2013,
Redish 2013, Redish 2016). Finally, animals can use a range of innate heuristics and
learned strategies at different time points throughout task acquisition (Evenden and
Robbins 1984, Koppe et al. 2017). Hence, the performance of individuals learning an
operant choice task may well emerge differently to the monotonic and incremental
increase in responding observed in the classical conditioning studies, even if shared
neural processing is involved. A close interrogation of how choice behaviour changes
temporally during learning may provide useful clues about how the underlying
processing is organised.
Two choice instrumental discrimination tasks offer a useful and relatively
straightforward means of obtaining discrete trial-by-trial records of learned choice
behaviour. In a simple deterministic experiment, an agent is presented with two-choices,
one of which will always lead to reward and one which will not. Some observable feature
of the environment (such as a visual stimulus) will provide the agent with a reliable
indication of which option is the reward-associated option. To increase reward
procurement above chance levels, the agent learns to improve their choice behaviour
through trial-and-error, though how this is done remains unknown.
The learning of specific discrimination rules (if A then do X, if B then do Y) is a relatively
narrow representation of what is acquired when an animal engages in the task (as
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described above, see Balleine and Ostlund 2007). In addition to the basic sensorimotor
mechanics of engagement in the task, the animal must learn that reward is only available
at certain times, locations or when the environment is in a certain state. Further, they
learn that the discriminative stimuli signal the possibility of reward, that the appearance
of these stimuli may depend on their behaviour and that reward procurement depends
on their general actions (e.g. moving into the decision area) and their specific choices (i.e.
selecting a response). All these factors must be learned alongside the acquisition of the
specific discrimination rules and represent knowledge of the underlying structure of the
task and environment more generally. Further, in order for learning to be truly useful in
dynamic environments, agents must encode complex and dynamic representations of the
causal relationships in the environment which can be used in the service of flexible
behaviour (Tolman 1948, O'keefe and Nadel 1978, Tse et al. 2011, Wilson et al. 2014,
Redish 2016, Wikenheiser and Schoenbaum 2016).
To explore how learned choice behaviour changes over the course of discrimination task
acquisition in a complex and naturalistic environment, we developed a novel approach
using the IntelliCage system. Groups of 4 RFID-tagged mice were co-housed in an
IntelliCage for the duration of the experiment, where they were given nightly test
sessions on a simple, self-paced 2-choice visual discrimination task for water reward.
Animals were required to move between two of the four reward locations (corners) such
that, at any given time during a session, trials could only be initiated at one of these two
locations (i.e. the active corner). Crucially, the RFID tags permitted monitoring of
individual behaviour as well as administration of unique test schedules for each subject.
A deep interrogation of choice behaviour over the course of discrimination task
acquisition was executed. Specifically, it was of interest to determine not only how
performance (i.e. correct choices) improved but also how animals balanced the selection
of the two possible responses (nosepokes), what patterns of choice behaviour could be
observed, how the outcome of a given trial affected subsequent choices and whether the
animals deliberated over certain decisions more than others at the choice point. In
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addition to this detailed examination of choice behaviour, this approach readily allowed
for the exploration of how animals learned more general features of the task and learning
environment that went beyond the discrimination component.
Finally, in order to determine the acquisition dynamics of an operant discrimination
choice task, a change-point analysis (CPA) was employed to detect significant upward
transitions in performance, which provided a statistical means of identifying
performance epochs or phases. This principled division of data could then be used to fit
piecewise Weibull functions to overlapping segments of the data in addition to the entire
record as a whole. This approach enabled two routes for estimating the rate of task
acquisition: one as a unitary process of performance improvement and one as
characterised by multiple instances of change.
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3.2 METHODS
The methods briefly outlined here are thoroughly described in Chapter 2. Please refer to
this section for more details.

3.2.1 Ethical statement
All animal-related activities were performed in accordance with the National Health and
Medical Research Council Australian Code for the Care and Use of Animals for Scientific
Purposes (8th edition, 2013) and were approved by The University of Sydney Animal
Ethics Committee (protocol numbers: K22/11-2012/3/5838, 2016/1017 and 2017/1128).

3.2.2 Subjects
The data presented in this chapter (and the following chapter) was collected from a group
of 19 adult male C57BL/6J mice that were a part of a larger cohort living and undergoing
behavioural testing in the IntelliCage (IC) system (n = 39 for the total cohort; 11 weeks of
age upon arrival, 14 weeks upon introduction to the IntelliCage). The 19 subjects assessed
in the current study cohabitated the ICs with 20 additional conspecifics that experienced
identical experimental conditions but learned a choice task with different contingencies
(though the same task structure to that reported in this chapter). These additional animals
were therefore considered to be subjects of a separate study, the results of which are not
presented or discussed in this work.
Prior to introduction into the IC, an RFID transponder was subcutaneously implanted in
each subject providing them with a unique identity that was readable by the IC hardware.
Four animals were housed in a given IC (in one case only 3 subjects inhabited the IC) for
a total period of either 80 (n = 7 animals assessed in the current study) or 105 (n = 12
animals assessed in the current study) days. In each IC, animals were pseudorandomly
allocated to either the VD task reported in this work (n = 2 per cage, in one case n =1) or
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the alternative task that was not part of the current study (n = 2 per cage). It was further
arranged that each animal learning the VD task in a given IC shared a pair of rewarded
corners with a cage-mate that was allocated to the alternate task. Therefore, even though
there was an odd number of animals allocated to the VD task, all data presented in this
chapter (and the following chapter) was collected from animals that shared reward sites
with one other mouse.

3.2.3 The IntelliCage
The IntelliCage consisted of 4 operant corners where animals could conditionally access
water. Once inside the operant corner, an animal was faced with two adjoining walls,
each of which had a port that could detect “nosepokes” (NPs). Water was accessible
through the NP port (though it was blocked by a motorised door which would only open
if certain conditions were met).
Prior to testing, animals were acclimated to the IntelliCage over a period of 11 days,
which also served to shape their water-seeking behaviour in preparation for the task. It
should be noted that during this acclimation period, 2 visual stimuli (yellow LED, one
above each NP port) were presented upon entry into a corner to signal that drinking was
available.

3.2.4 The visual discrimination (VD) task
Animals could engage in the VD task during the single nightly test sessions in a selfpaced manner. Each individual animal was allocated to 2 diagonally opposite corners
which were potentially rewarded (the remaining 2 being never-rewarded corners for that
individual). On any given trial during a test session, one of these potentially rewarded
corners was pseudorandomly defined as active (visual stimulus presented, reward
potentially available) and the other as inactive (no visual stimulus, reward unavailable).
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The task was constructed of discrete trials, which were initiated when a mouse entered
the active corner (specific to that particular individual at that time). Each animal could
engage in up to 120 trials per session.
Upon trial initiation (i.e. active corner visit), the left or the right side was randomly
determined as “correct” and the middle yellow LED on this side was turned on. The first
NP of the trial determined whether or not the trial was rewarded (correct; access to water
bottle for 8s) or non-rewarded (incorrect).
Performance criteria for task completion was set as 2 consecutive sessions of at least 80%
correct choices made in both corners. “VD Acquisition” (or “task acquisition”) refers to
the entire period from the first trial of the VD task up to and including the final trial
executed in the session meeting performance criteria.

3.2.5 Data organisation
Each individual acquired the VD task across two locations and so the trial-by-trial data
from each corner was separated. For the entire period of VD Acquisition, every trial
completed by a given animal in a given corner was arranged in sequence of occurrence.
For each trial, a number of behavioural measures were calculated (as defined below).
Hence, each animal had two strings of ordered trial-by-trial data (or data records) for a
given measure, each collected in one of the animals two rewarded corners. The corner
which had an overall higher rate of correct responding for the entire acquisition period
was categorised as Corner A (CA; better overall performance) with the other corner
allocated as Corner B (CB; poorer overall performance). Each individual data record of
performance underwent a change-point analysis for the detection of significant upward
transitions performance.
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3.2.6 Change-point analysis (CPA)
The CPA was employed to identify statistically significant change-points (CPs) or
upward transitions in performance. This allowed for the systematic division of the trialby-trial record into distinct performance phases which could each be characterised by the
behavioural measures mentioned below to understand how behaviour changed over the
course of discrimination learning.
The CPA is exhaustively outline in Chapter 2. Each cumulative record underwent CPA
using a recursive algorithm (MATLAB functions provided by Gallistel et al. (2004)) to
search for significant changes in the slope of the cumulative record of correct responses.
A statistical threshold for CP detection was defined by the experimenter. To focus on the
most robust change in performance, the statistical threshold was systematically adjusted
so that only a single CP indicating an upward transition in performance could be detected
in a given record. This divided the performance record into two phases (pre-CP and postCP) and therefore the improvements in performance could be modelled as a single
upward transition function (2 phase analysis; 2P).
In order to explore more complex task acquisition profiles, the CPA was repeated until
two upward CPs were detected. This allowed for the characterisation of three
performance phases (pre-CP1, CP1:CP2 and post-CP2) and the consideration of task
acquisition as a multi-stage process (3 phase analysis; 3P). The aim of this study was to
systematically identify a number of performance transitions that were common to all
subjects and hence allow for the characterisation of shared performance epochs at the
cohort level. Therefore, while more than 2 non-spurious CPs could be detected in some
data records (by further lowering the statistical threshold for CP detection), all records
exhibited at least 2 clear CPs. In this way, performance improvement could be visualised
and subsequently analysed as either a single, unified function or one that has multiple
detectable change events.
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3.2.7 Behavioural measures
In order to determine how choice behaviour was being controlled at any given time, the
following key measurements that reflect different qualities of the responses were
obtained:


Performance: each trial was categorised as correct/rewarded or incorrect/nonrewarded. Correct response rate was determined for each phase in each individual
data record.



General response: assessment of whether or not the first NP response during the
trial was executed on the right of left NP port (subsequently converted to preferred
or non-preferred response). A response-bias index (RBI) was calculated for each
individual data record: RBI = (|right-left responses|)/(Total responses).



Specific choices: each trial was categorised as one of four specific choices: Preferred
Correct (PC; i.e. correct response on the preferred side), Preferred Incorrect (PI),
Non-Preferred Correct (NpC) and Non-Preferred Incorrect (NpI). The rate of each
choice type was determined for each phase in each individual data record.



Outcome sensitivity: WWW and LWL measures provided a means of determining
the likelihood of performing a correct response after a rewarded/correct/win trial
(WWW; positive feedback) and after a non-rewarded/incorrect/lose trial (LWL;
negative feedback) respectively. These values were calculated for each phases in
each individual data record. A feedback difference index (FDI) was calculated by
subtracting the LWL rate from the WWW rate for a given individual data record
during a given phase. WWW, LWL and FDI values were also calculated with respect
to outcomes received after preferred and non-referred responses separately for all
trials over the course of task acquisition.



Response Latency: for each trial the time between trial initiation and NP initiation
was calculated. For all analyses the median value for each phase within a data
record was calculated. This was done for all trial types together as well as done
separately depending on performance outcome (correct, incorrect), response
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(preferred, non-preferred) and specific choice (PC, PI, NpC, NpI). For these
separate analyses, median values were also calculated for all trials of a given type
(e.g. preferred responses) during the entire VD acquisition period.
Other measures were also calculated that captured behaviour outside of the choice trial
and provided additional information about how the behaviour of the animals changed
over the course of task acquisition:


Stimulus-cued task state-dependent behaviour: comparison of the proportion of
active and inactive visits with NPs of total active and inactive visits per phase
respectively.



Location-cued task state dependent behaviour: comparison of the proportion of
inactive and never-rewarded visits with NPs of total inactive and never-rewarded
visits per phase respectively.



Visit error: the rate of visits to either of the never-rewarded corners during testing
sessions of total visits for each phase.

Such measures attempted to probe the knowledge of the underlying structure of the task
that goes beyond discrimination choice behaviour.

3.2.8 Weibull fitting
One of the primary interests of this experiment was to characterise how performance
improvements emerged as the animal learned the discrimination task. To determine how
gradually or abruptly performance changed (i.e. its “shape”) over the course of task
acquisition, the cumulative distribution of a Weibull function was utilised as it provides
an objective measure of the shape of the learning curve (Gallistel et al. 2004, Kehoe et al.
2009, Harris 2011). Best-fit Weibull’s functions were calculated for a given data set in two
ways (data binned into discrete 5-trial blocks). Firstly, the entire data record of a given
individual for a given corner underwent Weibull fitting (using the Palamedes Weibull
fitting toolbox for MATLAB; Prins and Kingdom (2018)) which allowed task acquisition
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to be considered as a single process of change (Weibull 0; W0). Secondly, each data record
was separated into overlapping segments that represented putatively distinct bursts of
performance improvement as defined by the CPA. The first segment included all trials
up to the second CP (i.e. Phases 1 and 2) and so captured the first detected transition
(CP1) and the data surrounding it (captured by W1). The second segment included the
second transition (CP2) as it spanned all data from the trial after the first CP up until the
final trial of the record (i.e. Phases 2 & 3; captured by W2). This piecewise approach was
utilised so that the shape of each apparent performance transition detected by the CPA
could be characterised. It should be noted that the Weibull function was agnostic the CP
embedded within a given record.
Two parameters were estimated from the best fit function that quantified certain aspects
of the data:


S-value: slope parameter directly calculated by the Weibull fitting procedure.



Dynamic interval (DI): the number of trial bins required for the function to increase
from 10-90% of its total rise.

These measures provided a means of quantifying how rapidly or gradually each change
in performance emerged. The Weibull fitting procedure is extensively described in
Chapter 2.

3.2.9 Statistical testing
Unless stated otherwise when reporting results, a repeated-measures ANOVA was used
to statistically analyse the data. A Greenhouse-Geisser correction was used when data
violated Mauchley’s test of sphericity. Significant interactions were investigated using
simple main effects testing. All post-hoc pairwise comparisons used a Bonferroni
correction. Please refer to Chapter 2 for a full description of the statistical methods.
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3.3 RESULTS
3.3.1 All animals acquired the VD task
All 19 animals achieved the performance criteria of 2 consecutive sessions of at least 80%
correct responses in both corners. The range for reaching performance criteria for the
cohort was 8-67 sessions, with a mean value of 28.9 (SD = 15.04) and a median value of
31 (IQR = 21). Session-by-session plots of individual learning curves are shown in Figure
S1.1 (Appendix I).

3.3.2 CPA detects a single CP in VD acquisition performance data
A change-point analysis (CPA) was employed to detect statistically significant upward
transitions in correct response rate, which provided a systematic means of identifying
performance epochs or phases.
At least one CP was detected for each of the 38 (19 individuals x 2 corners) cumulative
records (see Figure 3.1a for a representative example). In the vast majority of cases (33/38)
a single CP was isolated by systematically adjusting the statistical threshold for transition
detection (see Chapter 2). In 4 cases, a second spurious CP was observed that marked a
change that lasted for <10 trials and so these were ignored (see Chapter 2 for details on
CP inclusion criteria). In one case, even with an extraordinarily conservative statistical
threshold, more than one non-spurious CP was observed and so, for the purposes of
analysing the acquisition process as a single function, the earliest CP in the record was
considered. The results for each CPA executed on individual datasets are displayed in
Figure S1.2 (Appendix I).
Significantly fewer trials were required to reach this performance transition in Corner A
(CA) than Corner B (CB; see Figure S1.3a in Appendix I for statistical outcomes).
Therefore, the most robust performance improvement (i.e. that which was marked by the
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Figure 3.1: Representative results of the change-point analysis (CPA). Both plots relate to the same data record
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single CP identified with the most stringent statistical threshold) was observed earlier in
the corner that was associated with a higher overall correct response rate (as defined in
Chapter 2).

3.3.3 CPA detects multiple CPs in VD acquisition data
A single CP provides a relatively simplistic representation of performance improvement
being a single process of change. In order to allow for a more complex appreciation of
how performance improvements emerged, CPAs were conducted as described above
except that the statistical threshold for CP detection was systematically altered to allow
the detection of at least two CPs (see Figure 3.1b for a representative example). In the
majority of cases (22/38), two CPs were neatly detected (sequentially, CP1 and CP2). In
the remaining 16 cases, the CPA could not isolate only two CPs. For 11 of these 16 animals,
the additional CPs were ignored as they were either spurious or indicated a negative
change in performance. In the remaining 5 animals, more than two non-spurious CPs
were identified and so, for the purposes of this analysis, the earliest 2 suitable CPs were
used. The results of each CPA executed in this manner are displayed in Figure S1.4
(Appendix I).
As with the previous analysis, fewer trials were generally required to reach performance
transitions in CA when compared to CB (see Figure S1.3b in Appendix I for statistical
outcomes). Furthermore, a greater number of trials were required to reach the CP1
(starting from the first trial in the record) than were required to reach CP2 (starting from
the first trial post-CP1). In addition to reiterating the previous findings of CA
performance improving more rapidly than that in CB, this analysis suggested that the
first transition in performance requires more trials than the second.
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3.3.4 CPA reveals distinct phases of performance during VD acquisition at the
group level
The CPs that were identified in the CPA marked upward transitions in performance
levels. These discrete points could therefore be viewed as junctions between different
stages of performance for a given individual data record. Each phase could be
subsequently characterised using a number of behavioural measures (as described
above). For a given measure, values taken from the individual records were then be
aggregated to determine how these measures changed across the phases at the cohort
level.
Firstly, the rate of correct responding was calculated for each animal in each corner
during each phase and aggregated at the group level (Figure 3.2). For both the 2 Phase
(2P) and 3 Phase (3P) analyses, there was a main effect of phase (2P: F(1,18) = 883.116, P <
0.0001. 3P: F(2,36) = 1023.303, P < 0.0001). For the 2P analysis, this indicated that
performance during Phase 2 was significantly higher than that observed in Phase 1. Posthoc tests revealed that each successive epoch was significantly higher than the previous
phases on this measure for the 3P analyses (all P < 0.0001). Hence, the CPA allowed for
the identification of distinct performance phases for the cohort.
There was also a main effect of corner for both analyses (2P: F(1,18) = 29.238, P < 0.0001.
3P: F(1,18) = 5.891, P = 0.026), where CA was associated with an overall significantly
higher correct response rate when compared to CB. This result was expected given that
these corners were defined by their overall correct response rate. No significant cornerphase interaction was observed for either analysis (2P: F(1,18) = 1.984, P = 0.176. 3P: F(2,36)
= 0.197, P = 0.822).
Individual task acquisition profiles could therefore be systematically separated into
distinct phases of performance depending on whether the improvement occurred as a
single transition function or as in multiple events. For both analyses, the average correct
response rate during the first phase appeared close to chance, as would be expected if the
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rules for correct choice behaviour had not yet been acquired by the animals. This pattern
of approximately chance-level performance in forced-choice decision tasks is often
referred to as the presolution period (Krechevsky 1932, Heinemann 1983, Chase et al. 2012,
Bathellier et al. 2013), and so this term will be used here to refer to this first phase of
performance (i.e. pre-CP1). The final phase approximated criterion levels of performance
for both the 2CP and 3CP analyses and was hence termed the solution phase (post-CP1
for 2P and post-CP2 for 3P conditions). The 3P analysis displayed an additional
performance phase that appeared between the presolution and solution periods. Given
that it was found to be significantly higher than Phase 1 and significantly lower than
Phase 3 it was branded the intermediate phase (i.e. CP1:CP2). These terms (along with
Phase 1, Phase 2 and Phase 3) will be used subsequently throughout this work.

3.3.5 Characterising general response profiles over phases of VD acquisition
Choice behaviour is often highly structured, even if overt task-relevant performance
scores remain at chance levels. In many cases, this is thought to be the manifestation of
either innate or learned general strategies, heuristics or, perhaps most simply, response
preferences that may be useful for minimising cognitive effort (Koppe et al. 2017).
Previous work has revealed animals display biases for specific responses when forced to
make choices between two options prior to learning the discrimination rules (Spence
1936, Tolman 1939, Myers and Holman 1966). To determine whether this tendency
affected the general response structure during the distinct performance phases identified
by the CPA, a response-bias index (RBI) was calculated to provide a metric for the degree
of preference for the right or left nosepoke (NP) responses made during testing.
As with performance data, RBIs were calculated for each individual during each
identified performance phase in both corners and aggregated at the group level (Figure
3.3). For both the 2P and 3P analyses, a main effect of phase was observed (2P: F(1,18) =
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30.619, P < 0.0001. 3P: F(2,36) = 50.538, P < 0.0001). The RBI during Phase 1 was
significantly higher than that in Phase 2 for the 2P analysis. For the 3P analysis, post-hoc
tests revealed that RBI was significantly lower in Phase 3 when compared to the first 2
phases (P < 0.0001 for both comparisons), though it did not change between Phases 1 and
2 (P = 0.469).
Although the RBI appeared to be higher in CB than CA, there was no main effect of corner
in these analyses (2P: F(1,18) = 0.033, P = 0.858. 3P: F(1,18) = 0.052, P = 0.822), nor were
any corner-phase interactions observed (2P: F(1,18) = 0.46, P = 0.506. 3P: F(2,36) = 0.277, P
= 0.76).
Animals generally displayed a bias for either the left or right response port during task
acquisition and their responses only became more evenly allocated as performance
approached criterion levels (i.e. the solution phases). However, even at these high levels
of task performance, the ensemble appeared to maintain a response bias. Hence, while
the visual cue instructed behaviour during the solution period (which is necessary for the
high performance levels observed), in general animals maintained some bias for their
preferred response.

3.3.6 Specific choice behaviour changes systematically during VD acquisition
To characterise choice behaviour more specifically during the identified phases of
performance, the response of the animal on each trial was further classified into one of
four specific choice categories: Preferred Correct (PC), Preferred Incorrect (PI), NonPreferred Correct (NpC) and Non-Preferred Incorrect (NpI; see Methods). On any given
trial for an individual, a response could either be made on its preferred or non-preferred
side, and furthermore could either be correct (rewarded) or incorrect (unrewarded).
The rate of each specific choice type was calculated for each individual in both corners
during each identified phase and aggregated at the group level (Figure 3.4). For both the
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2P and 3P analyses, a main effect of choice was observed (2P: F(1.286,23.155) = 173.84, P <
0.0001. 3P: F(1.313,23.636) = 206.487, P < 0.0001). Post-hoc pairwise comparisons for choice
(agnostic to the other factors; see Figure S1.5 in Appendix I for statistical outcomes)
confirmed that, for both the 2P and 3P analyses, the PC choice was executed at a
significantly higher rate than all other choices and the NpI choice was performed less
frequently than all other choices. The PI choice rate was significantly higher than the NpC
rate, confirming that both of the preferred choice types dominated testing.
A significant corner-choice interaction was detected in both analyses (2P: F(1.202,21.64) =
13.595, P = 0.001. 3P: F(1.441,25.929) = 8.67, P = 0.003), which was followed up with simple
main effects testing (agnostic to phase; see Figure S1.6 in Appendix I for statistical
outcomes of all pairwise comparisons). In the 2P analysis, the rates of both non-preferred
choice types were significantly higher in CA than in CB, with CB having higher rates of
both preferred choices (though PC comparison did not reach statistical significance).
Similar effects were observed in the 3P analysis. For both analyses, all responses had
overall distinct rates from one another in each corner except for the PI and NpC responses
in CA. Hence, responding was generally more evenly distributed in CA.
Both analyses uncovered a significant phase-choice interaction (2P: F(1.606,28.902) =
154.799, P < 0.0001 3P: F(2.02,36.363) = 86.723, P< 0.0001). Simple main effects testing
(agnostic to corner; see Figure S1.6 in Appendix I for statistical outcomes of all pairwise
comparisons) revealed that the rates of PC and NpC significantly increased and the rates
of PI and NpI significantly decreased from Phase 1 to Phase 2 in the 2P analysis. Identical
patterns were observed for the 3P analysis across all phases except NpI and PC
responding did not significantly change between Phase 2 and Phase 3. When comparing
all choices within Phase 1 for both the 2P and 3P analyses, all choices were found to have
significantly distinct response rates except for the two preferred choices (this approached
significance in the 2P analysis, but the effect was comparatively small). Although the rate
NpC of responding was found to be significantly higher than NpI responding during the
presolution period, the observed difference was comparatively small in both analyses
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(respective mean rate difference of ~0.03). Together, these results suggest that the
position of the visual stimulus had very minimal control over choice behaviour during
this early period. For both analyses, all choices had significantly distinct response rates
from one another in all subsequent phases. Importantly, the PC and NpC response rates
became clearly higher than that for the PI and NpI choices respectively during the
intermediate phase (indicating clear use of the position of the visual stimulus in guiding
choice behaviour).
No three-way corner-phase-choice interaction was detected for either analysis (2P: analysis
(2P: F(1.208,21.747) = 0.558, P = 0.495. 3P: F(1.695,30.516) = 0.194, P = 0.789).
Overall, these results confirm that approximately chance-level choice performance is
highly structured and appeared to be more exploitative of a response preference/bias
than characterised by exploration of different options under these conditions. Choice
behaviour during the presolution phase was influenced by a strong laterality bias
exhibited by individuals (as expected given the results of the RBI analysis), largely
without regard to the instruction given by the discriminative stimulus. That said, the
NpC response rate was found to be significantly higher than the NpI rate during this
time, indicating that animals were slightly more likely to make a response on the nonpreferred side when it was paired with the visual stimulus and hence correct to do so.
This effect was very subtle, as evidenced by the small mean difference between the two
response types. Nonetheless, it suggests that the position of the visual stimulus had a
subtle effect on the execution of the non-preferred response during the presolution
period.
Criterion level performance in this task required a dramatic shift away from the initially
heavily biased preferred response strategy towards one that was characterised by a more
balanced allocation of responses to the left and right sides. During the solution period, a
significantly higher rate of responses made on the non-preferred side was observed (as
compared to the earlier phases) and these were essentially only made when it was
signalled by the stimulus and therefore correct to do so. Curiously, the early performance
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gains seen in the 3P analysis during the intermediate phase (Figure 3.2) are accounted for
by more subtle changes in specific choice behaviour that reflect some appreciation of the
reward-predictive stimulus (as shown by the increase in PC and NpC and decrease in PI
and NpI choice rates in this analysis) without a change in overt response strategy/RBI
(Figure 3.3).

3.3.7 Estimating best-fit Weibull functions for the entire period of VD acquisition:
performance improvement as a single process of change
The above analyses confirm that the CPA was successful in dividing the trial records of
individual animals into distinct phases that had unique profiles of performance, general
responses and specific choices at the group level. However, this approach did not provide
any means of determining how gradually or abruptly the learning curves changed. To
estimate the performance dynamics of the individual data records during this task we
utilised a Weibull fitting approach (Gallistel et al. 2004, Kehoe et al. 2009, Harris 2011).
To consider task acquisition as a single period of performance improvement, best fitting
Weibull functions were calculated for each performance record in its entirety (with data
binned into 5 trial blocks). The average goodness-of-fit for all functions was 0.29 (range =
0-0.94), which was comparable to the values reported in appetitive (mean = 0.3; range =
0.06-0.63; Harris 2011) and aversive (mean = 0.37; range = 0.12-0.58; Kehoe et al. 2009)
classical conditioning studies.
Substantial variability was observed in the shapes of the estimated individual learning
curves (see Figure S1.7 in Appendix I for best-fit Weibull functions for each individual
performance record). Qualitatively, the fitted functions appeared as step-functions,
sigmoid functions and inverse exponential functions (see Figure 3.5a&c for
representative examples). As mentioned in the methods section, two quantitative
measures of task acquisition rate were taken. Firstly, the slope/shape parameter, S, was
generated directly from the fitting procedure and provided an index of how gradually or
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abruptly performance improved. When considering all fits from both corners, S-values
ranged from 0.44-4701, with a median value of 4.02 (IQR = 8.5). There were 6 fits with Svalues <1.5, 22 between s values of 1.5-10 and 10 with s values >10. Hence, although some
estimates of performance resembled an abrupt step-function, the majority of curves in
this analysis appeared to be gradual and sigmoidal.
When S-values generated by the Weibull fitting procedure were compared between the
two corners (Figure 3.6a), no significant difference was observed (Wilcoxon signed-rank
test, Z = -0.684, P = 0.494).
The second means of approximating the rate of performance improvement was the
dynamic interval (DI). This was calculated as the number of 5-trial bins required for each
function to transition from 10-90% of the total rise of the Weibull function. Considering
both corners together, DIs ranged from 0-277 bins (corresponding to 0-1385 trials), with
a median value of 86 bins (430 trials; IQRbins = 124.5). 5 fits had DIs of <2 bins (10 trials),
4 were between 2-20 bins (11-100 trials) and 29 were >20 bins (100 trials). In general, as
with the S value findings for this analysis, the increase in performance emerged over a
relatively large number of trials. That said, the inter-individual variability was high for
this measure, with some animals exhibiting abrupt transitions in performance. As shown
in Figure 3.6c, no significant difference in DI was observed when comparing the two
corners (paired-samples t-test, t(18)=0.567, P = 0.578).
Thus, when the acquisition of the VD task was considered to be driven by a single period
of improvement, performance for the ensemble tended to change over a protracted
period of time, consistent with incremental models of learning.
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3.3.8 Estimating piecewise best-fit Weibull functions for VD acquisition:
performance improvement as multiple events
The Weibull function cannot estimate multi-step changes in data. This is not an issue if
the behavioural change in question is ultimately driven by a single process, as the
analysis above assumed. If, however, task acquisition occurs through multiple instances
of change (perhaps manifesting as a number of bursts of performance improvement and
plateaus), using a single Weibull function to estimate the acquisition dynamics would
mask the complexity of the data. Given that the CPA was able to identify two
performance transitions, it was of interest to estimate how these changes emerged
temporally. To achieve this, a piecewise approach was adopted by separating the data
into two overlapping segments, each of which included one of the identified phase
transitions. The first segment contained all trials in Phases 1 and 2 (thus including the
CP1 from the 3P analysis) and the second was populated by Phase 2 and Phase 3 data
(therefore including CP2 from the 3P analysis). Best-fitting Weibull functions, W1 and W2,
were respectively calculated for the first and second segments of data separately.
Representative examples of piecewise best-fitting Weibull functions are shown in Figure
3.5b&d.
The average goodness-of-fit for all functions taken together was 0.33 (range = 0-0.985),
comparable to the previous analysis. Although a range of different curve shapes were
again observed (see Figure S1.8 in Appendix I, where all best-fitting piecewise Weibull
functions are displayed), the preponderance of step-functions was clear on visual
inspection.
Considering both corners together, for W1 (capturing the Phase 1 to Phase 2 transition) Svalues ranged from 0.6-10,608.9, with a median value of 1,256 (IQR = 3402.6). There were
2 fits with S-values <1.5, 1 between S-values of 1.5-10, 3 with S-values between 10-100 and
32 with s values over 100. For W2 (i.e. the transition from Phase 2 to Phase 3), S-values
ranged from 0.9-4,702.2, with a median value of 110.9 (IQR = 955.2). For this segment,
there were 5 fits with S-values <1.5, 7 between S-values of 1.5-10, 7 with s values between
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10-100 and 19 with s values over 100. Hence, although some functions resembled gradual
sigmoid and inverse exponential curves, the vast majority in this analysis appeared to be
abrupt and step-wise (for a comparison of the influence of the S-value to function shape,
see Figure 2.7).
When S-values generated by the two Weibull fitting procedures were compared between
the two corners (Figure 3.6b), a significant difference was detected (Friedman test, χ2(3)
= 15.316, P = 0.002). Post-hoc tests revealed that there was no difference in S-values
between CA and CB for either Weibull (W1: P = 0.778. W2: P = 0.936), however S-values
were significantly higher for W1 when compared to W2 in CA (P = 0.04), though not CB
(P = 0.132).
When considering both corners combined, the DIs calculated for W1 ranged from 0-69
bins (corresponding to 0-345 trials), with a median value of 0 bins (<5 trials; IQRbins = 1).
23 W1 fits had DIs of 0 bins (<5 trials), 11 had DIs of 1 bin (5-10 trials) and 4 had DIs of
more than 1 bins (>10 trials). For W2, this measure ranged from 0-180 bins (0-900 trials),
with a median value of 1 bin (5-10 trials; IQRbins = 59). 12 W2 fits had DIs of 0 bins (<5
trials), 8 had DIs of 1 bin (5-10 trials) and 20 had DIs of more than 1 bin (>10 trials). On
average, reiterating the S-value findings for this analysis, the increases in performance
appeared to emerge very suddenly and over relatively few trials, especially for the first
transition (W1). When comparing DIs generated from each Weibull fitting procedure
between corners, a significant effect was observed (Friedman test, χ2(3) = 10.294, p =
0.016). Post-hoc comparisons revealed that DIs did not differ between the two corners for
each Weibull (W1: P = 0.293. W2: P = 0.423), however this measure was significantly lower
for W1 when compared to W2 in both corners (CA: P = 0.048. CB: P = 0.028). This result
confirms that the first putative performance transition (estimated by W1) in this analysis
generally occurred over significantly fewer trials than the second change event (estimated
by W2).
When the acquisition of the VD task was considered to be a multi-step process,
performance for the ensemble tended to improve in abrupt bursts over very few trials.
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This was especially evident for the earlier of two changes that were detected in this
analysis.

3.3.9 Positive and negative outcome feedback influence performance differentially
during VD Acquisition
It is thought that the integration of positive (rewarded) and negative (non-rewarded)
outcome feedback signals is crucial for successful trial-and-error learning (Stolyarova et
al. 2014, Klanker et al. 2015). To characterise how these processes manifested over the
course of VD task acquisition, the likelihood of a rewarded trial (“win”) being followed
by a correct response (WWW; positive feedback) was compared to that of a non-rewarded
trial (“lose”) being followed by a correct response (LWL; positive feedback). Please refer
to Chapter 2 for a detailed description of these measures.
WWW and LWL responding were calculated for each animal in each identified phase per
corner (Figure 3.7a&c). For both the 2P and the 3P analysis, there was a main effect of
corner (2P: F(1,18) = 28.76, P < 0.0001. 3P: F(1,18) = 7.134, P = 0.016) which reflected the
higher correct response (win) rate in CA as compared to CB (as described previously).
There was also a progressive increase in WWW and LWL response rates with each
successive phase (main effect of phase; 2P: F(1,18) = 587.815, P < 0.0001. 3P: F(1,18) =
601.576, P < 0.0001, P < 0.0001 for all post-hoc phase comparisons), again reflecting that
wins increased as the task was acquired. A main effect of feedback was observed in the 2P
but not the 3P analysis (2P: F(1,18) = 6.062, P = 0.024. 3P: F(1,18) = 0.101, P = 0.754),
confirming that, broadly, correct responses were more likely to be followed by a correct
response (positive feedback) than incorrect responses were (negative feedback).
There were no corner-feedback (2P: F(1,18) = 2.431, P = 0.136. 3P: F(1,18) = 2.030, P = 0.171),
corner-phase (2P: F(1,18) = 1.575, P = 0.225. 3P: F(1,18) = 0.692, P = 0.507) or corner-feedbackphase (phase (2P: F(1,18) = 1.147, P = 0.298. 3P: F(1,18) = 2.368, P = 0.108) interactions
observed for either analysis. However, the 2P and the 3P analyses both exhibited
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significant feedback-phase interactions (2P: F(1,18) = 46.283, P < 0.0001. 3P: F(1,18) = 3.69, P
= 0.035). Statistical outcomes from simple main effects testing are displayed in Figure S1.9
(Appendix I). In the 2P analysis, the two feedback types had comparable rates during the
presolution period, but the rate of the WWW feedback response was significantly higher
than that of the LWL response during the solution phase (P < 0.0001). There were no
statistically significant differences between the two response types for any of the phases
in the 3P analysis.
This analysis revealed that, during this type of task, animals generally utilise positive
outcome feedback more than negative outcome feedback to guide responding. Rewarded
trials were more likely to be followed by a correct response than non-rewarded trials
were. This difference did not appear during the presolution period but emerged once
performance had reached the high levels exhibited in the solution phase.
To further explore this relationship between positive and negative feedback in
individuals, a feedback difference index (FDI) was calculated for each animal in each
corner for each identified performance phase (see Figure 3.7b&d). This reflected the
difference between the relative use of positive (WWW) and negative (LWL) feedback in
guiding choice behaviour for a given animal.
A main effect of phase was detected in both analyses (2P: F(1,18) = 46.283, P < 0.0001. 3P:
F(2,36) = 3.69, P = 0.035), which indicated that animals exhibited a higher FDI (i.e.
relatively higher rates of WWW compared to LWL) in Phase 2 when compared to Phase 1
for the 2P analysis. In the 3P analysis, post-hoc tests did not reveal any difference in
feedback scores between any of the phases, though there was a trend for this measure to
be higher in Phase 3 when compared to Phase 1 (P = 0.052 for this comparison, P > 0.3 for
all others). There was no main effect of corner (2P: F(1,18) = 2.431, P = 0.136. 3P: F(1,18) =
2.030, P = 0.101) nor was a corner-phase interaction detected (2P: F(1,18) = 1.147, P = 0.298.
3P: F(2,36) = 2.368, P = 0.108). These results reiterate the findings from the previous
analysis, demonstrating that performance was influenced by positive outcome feedback
significantly more than it was by negative outcome feedback during the latest stage of
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task acquisition where performance was high. During the earlier stages of task
acquisition where performance is close to chance levels, animals appeared to use negative
and positive feedback relatively more evenly than they do at the later stages.

3.3.10 Positive and negative outcome feedback after preferred and non-preferred
responses
The fact that animals seemed to have strong lateralised response biases suggested that
NPs on the preferred side may have been selected automatically under a habitual
decision-making system and so may be differentially sensitive to outcome feedback
signals received after execution than the less prevalent non-preferred response (Dezfouli
et al. 2014, Smith and Graybiel 2016). To investigate this possibility, the prospective
influence of both positive (WWW) and negative (LWL) feedback received after the
preferred responses was compared to that received after the non-preferred response (see
Chapter 2 for more details).
To broadly compare the influence of outcomes received after preferred and non-preferred
responses on subsequent choices, the rate of response-specific WWW and LWL were
calculated for each animal in each corner for the entire VD acquisition period (Figure
3.8a). Group analysis revealed main effects of corner (F(1,18) = 23.966, P < 0.0002) and
feedback (F(1,18) = 80.036, P < 0.0001), respectively reflecting the generally higher win rate
in CA and dominance of positive over negative feedback signalling. There was no main
effect of response (F(1,18) = 2.905, P = 0.106) and no corner-response (F(1,18) = 0.838, P =
0.372), corner-feedback (F(1,18) = 1.489, P = 0.238) or corner-response-feedback (F(1,18) = 0.138,
P = 0.714) interactions. There was, however, a significant response-feedback interaction
(F(1,18) = 6.356, P = 0.021), with simple main effects testing confirming that positive
outcomes received after the non-preferred response were significantly more likely to be
followed by a correct response (i.e. WWW) than was the case for rewarded preferred
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responses (P < 0.0001). No difference between responses was observed for negative
outcome feedback (LWL; see Figure S1.10 in Appendix I for all statistical outcomes).
To further explore the relationship between positive and negative outcome feedback
signalling after preferred and non-preferred responses, an FDI (WWW - LWL) was
calculated for each response type for each animal in each corner over the entire VD
acquisition period (Figure 3.8b). Analysis revealed a significant main effect of response
(F(1,18) = 6.356, P = 0.021), confirming that the non-preferred response was associated
with a significantly higher FDI than the preferred response. There was no main effect of
corner (F(1,18) = 1.489, P = 0.238) and no corner-response interaction (F(1,18) = 0.138, P =
0.714).
These response-dependent feedback measures were also assessed across phases though
the results were inconclusive due to missing values for a number of individuals (see
Figures S1.11 and S1.12 in Appendix I for plots and a full description of findings).
However, there was some indication that the negative outcomes during the solution
phase were more likely to influence choice behaviour if they were obtained from a nonpreferred than a preferred response. Indeed, the influence of positive outcomes was
greater than negative outcomes for the preferred response during this period.
Positive outcomes (i.e. reward) received after a preferred response were less likely to
influence subsequent correct choice behaviour than positive outcomes received after nonpreferred responses. No such difference was observed for negative outcomes (i.e. reward
omission), though there was evidence to suggest that the non-preferred response was
more sensitive to such feedback than the preferred response during the solution stage.
Overall, these results support the notion that animals were less sensitive to rewards
gained via the preferred response than that for the non-preferred response.
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3.3.11 Estimating deliberation across phases of VD task acquisition
Choice behaviour under procedural or habitual control has been shown to be automatic
or non-deliberative in a number of experimental scenarios (Smith and Graybiel 2013,
Redish 2016). Whether this is the case for a choice task such as the one employed here has
yet to be determined. To obtain an estimate of deliberation, the time between trial
initiation (i.e. entry into the active corner which activates the visual stimulus) and the
initiation of the first NP response was calculated for each trial (termed “response
latency”). This measure was then examined in a number of ways.
To obtain an overall impression of whether or not NP initiation changed over the course
of task acquisition, the median response latency was calculated for all trials in each
identified phase for a given animal in both corners separately. When this data was
aggregated for the cohort (Figure 3.9), there was a significant main effect of phase (2P:
F(1,18) = 55.184, P < 0.0001. 3P: F(1.41,25.377) = 37.245, P < 0.0001) for both the 2P and 3P
analysis, confirming that with each successive phase the response latency significantly
increased (P < 0.0005 for all post-hoc comparisons). A main effect of corner was also
detected in the 2P but not the 3P analysis (2P: F(1,18) = 5.624, P = 0.029. 3P: F(1,18) = 1.942,
P = 0.18), demonstrating an overall tendency for response latency to be higher in CA than
CB. There was no corner-phase interaction observed for either analysis (2P: F(1,18) =
0.0002, P = 0.99. 3P: F(2,36) = 0.575, P = 0.568).
Thus, animals tended to take more time in initiating a NP response after trial initiation as
they progressed through the performance phases, consistent with the notion that
improvements in choice performance were accompanied by increased deliberation over
a given decision. Furthermore, response latency was generally higher in CA which, of the
two corners, was associated with better performance.
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3.3.12 Estimating performance-dependent deliberation during the VD task
To further explore this relationship between response latency and performance, the same
analysis was repeated on the data, this time considering median response times for
correct and incorrect trials separately for the entire acquisition period and also during
each identified phase (Figure 3.10).
When all trials from the entire record were considered together (Figure 3.10a), correct
responses were found to have a significantly higher initiation latency than incorrect
responses (main effect of performance: F(1,18) = 30.858, P < 0.0001). Furthermore, in
agreement with the findings above, responses in CB tended to be executed with a shorter
latency than those in CA (main effect of corner: F(1,18) = 7.573, P = 0.013). There was no
performance-corner interaction detected (F(1,18) = 1.511, P = 0.235).
When examining performance-dependent response latencies across phases (Figure
3.10b&c), a main effect of performance was observed in both the 2P and 3P analyses
(2P:(2P: F(1,18) = 21.117, P < 0.0005. 3P: F(1,18) = 9.785, P = 0.006), confirming that
response latency was generally higher for correct responses than incorrect responses. A
main effect of phase was also observed for both analyses (2P: F(1,18) = 28.254, P < 0.0001.
3P: F(1.272,22.892) = 19.131, P < 0.0001) with post-hoc comparisons once again showing
that response latency generally increased with each successive phase (P < 0.01 for all posthoc comparisons). A main effect of corner was found in the 2P but not the 3P analysis (2P:
F(1,18) = 4.782, P = 0.042. 3P: F(1,18) = 2.607, P = 0.124), again showing that response
latency was higher in CA when compared to CB (as described above). Neither analysis
resulted in either a significant corner-performance interaction (2P: F(1,18) = 0.01, P = 0.921.
3P: F(1,18) = 1.946, P = 0.18), a corner-phase interaction (2P: F(1,18) = 0.164, P = 0.691. 3P:
F(1.539,27.697) = 0.7542, P = 0.452) or a corner-performance-phase interaction (2P: F(1,18) =
1.613, P = 0.22. 3P: F(1.233,22.195) = 1.76, P = 0.2).
Both analyses were associated with a significant performance-phase interaction (2P: F(1,18)
= 23.365, P < 0.0005. 3P: F(1.321,23.778) = 5.35, P = 0.022), which was explored with simple
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Figure 3.10: Performance-dependent response latency during VD task acquisition. Each trial was categorised as
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main effects testing (all results display in Figure S1.13 in Appendix I). For both analyses,
correct trials were initiated with a significantly higher response latency than incorrect
trials for all phases except for Phase 1 in the 3P analysis (P = 0.125, P < 0.03 for all other
comparisons). Response latency progressively increased across all phases for correct
trials (P < 0.0004 for all comparisons), and while incorrect responses were found to
increase across phases in the 2P analysis (P = 0.033) this effect was not observed in the 3P
analysis.
Animals were generally found to execute incorrect responses more rapidly than correct
responses. In the earliest detected performance phase however (Phase 1 in the 3P
analysis), there was no difference in response latency between correct and incorrect trials.
As performance improved, response latency increased for both types of responses,
though this was significantly more dramatic for correct responses. These findings
establish a link between performance and response latency that is consistent with animals
exhibiting higher deliberation estimates with improved performance and specifically
with correct choices.

3.3.13 Estimating response-dependent deliberation during the VD task
To determine whether or not the two different responses were initiated with differing
latencies, the same analysis was repeated on the data, though here the median response
times for preferred and non-preferred trials were calculated separately for the entire
acquisition period and also during each identified phase (Figure 3.11).
When considering all trials throughout task acquisition (Figure 3.11a), the preferred
response was found to be initiated after a significantly shorter latency than the nonpreferred response (main effect of response: F(1,18) = 28.12, P < 0.0001). There was no
overall main effect of corner (F(1,18) = 0.147, P = 0.706) nor was there a corner-response
interaction (F(1,18) = 0.478, P = 0.498).
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When assessing how the different response latencies changed across the identified phases
(Figure 3.11b&c), a main effect of response was observed in both the 2P and 3P analyses
(2P: F(1,18) = 51.917, P < 0.0001. 3P: F(1,18) = 62.324, P < 0.0001), reiterating that the
preferred response was initiated faster than the non-preferred response. A main effect of
phase was also uncovered in each analysis (2P: F(1,18) = 26.842, P < 0.0001. 3P: F(2,36) =
24.513, P < 0.0001), where response latency during Phase 1 was found to be significantly
lower than all other phases in both analyses (3P: P < 0.0005 for all post-hoc comparisons),
though Phases 2 and 3 did not differ in the 3P analysis (P = 0.521). There was no main
effect of corner (2P: F(1,18) = 0.042, P = 0.839. 3P: F(1,18) = 0.184, P = 0.673), no cornerresponse interaction (2P: F(1,18) = 2.954, P = 0.103. 3P: F(1,18) = 1.694, P = 0.209), no cornerphase interaction (2P: F(1,18) = 0.739, P = 0.401. 3P: F(2,36) = 0.016, P = 0.984) and no cornerresponse-phase interaction (2P: F(1,18) = 0.086, P = 0.772. 3P: F(2,36) = 0.751, P = 0.479).
However, a significant response-phase interaction emerged in both analyses (2P: F(1,18) =
9.878, P = 0.006. 3P: F(2,36) = 10.508, P < 0.0005). Simple main effects testing (all statistical
outcomes displayed in Figure S1.14 in Appendix I) demonstrated that the preferred
response was associated with a shorter latency than the non-preferred response at all
identified phases in both analyses (P < 0.0005 for all comparisons). In the 2P analysis,
latency was significantly increased in Phase 2 when compared to Phase 1 for both the
preferred and the non-preferred responses (P < 0.002 for both comparisons). For the 3P
analysis, the latency of the preferred response was significantly higher in Phase 3 than it
was in Phases 1 and 2 (P = 0.002 for both comparisons), though the difference between
Phase 1 and 2 did not reach significance (P = 0.068). The non-preferred response latency
was significantly elevated in Phases 2 and 3 when compared to Phase 1 (P < 0.0005 for all
comparisons), though there was no difference between Phases 2 and 3 (P = 1).
After the initiation of a trial, the preferred response was executed after a significantly
shorter latency than the non-preferred response. This was the case for all identified
phases and is consistent with the suggestion that the preferred response is more
automatic or habitual than the non-preferred response (see discussion below). However,
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the response latency for both responses types significantly increased over the course of
task acquisition, though this was most obvious for the non-preferred response. The fact
that animals took more time to initiate both response types over the course of training
suggests that, rather simply honing and automating their responses, animals became
more deliberative at the choice point as choice accuracy improved.

3.3.14 Estimating specific choice-dependent deliberation during the VD task
The differences reported in the preceding sections demonstrate that response latency
varied depending on performance and the general response selected. However, these
findings are unable to provide information about how each response may have differed
for this measure when it was performed correctly versus incorrectly. Therefore to further
understand how initiation latency reflected response selection, median response latencies
were calculated for each specific choice category (i.e. PC, PI, NpC and NpI) for each
individual animal in each corner as a function of the entire acquisition dataset and also
separately for each identified phase (Figure 3.12).
When median response latencies for each specific choice type were calculated over all
trials and aggregated at the group level (Figure 3.12a), a main effect of choice was
observed (F(1.511,27.192) = 15.931, P < 0.0001). Post-hoc comparisons confirmed that the
PI choice was initiated significantly faster that the PC and NpC choices (P < 0.03 for both
comparisons) but not NpI (P = 0.085). Further, NpC choices had a significantly higher
latency than PC choices (P < 0.0001), though neither NpC nor PC were found to be
different to NpI choices (P > 0.1 for both comparisons). There was no main effect of corner
(F(1,18) = 1.283, P = 0.272) and no corner-choice interaction (F(1.633,29.393) = 0.86, P =
0.413).
These findings suggest that specific choices were dissociable in terms of response latency.
Crucially, the PI choice being found to be initiated significantly more rapidly than the PC
choice provides a direct link between increased response latency and the execution of a
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particular response when it is appropriate. This particular finding gives support to the
idea that increased response latency corresponds to some form of deliberation that allows
for improved selection of the correct choice, whether at the decision, sensory or some
other level.
To characterise how the specific choice latencies appeared over the course of task
acquisition (Figure 3.12b&c), the median values for this measure were obtained for all
choice types in each identified phase. For both the 2P and the 3P analyses, there was a
main effect of choice (2P: F(1.502,15.224) = 15.224, P < 0.0005. 3P: F(1.128,9.024) = 7.210, P
= 0.023). Post-hoc comparisons showed that there was no difference between the PC and
PI choices (2P: P = 0.101. 3P: P = 0.847) or between the NpC and NpI choices (P = 1 for
both analyses) for this measure. The NpC choice however was found to have a
significantly higher response latency than both the PC (2P: P < 0.0001. 3P: P = 0.001) and
PI (P < 0.0001 for both analyses) choices for both analyses. In the 2P, but not 3P, analysis
the NpI response latency was found to be significantly higher than that of PC (2P: P =
0.026. 3P: P = 0.34) and PI (2P: P = 0.007. 3P: P = 0.112) responses.
There was also a main effect of phase for both analyses (2P: F(1,15) = 11.126, P = 0.005. 3P:
F(2,16) = 4.126, P = 0.036), which in the 2P analysis represented the general increase in
Phase 2 response latency when compared to that of Phase 1. The 3P analysis also showed
this pattern with the response latency in Phase 3 being significantly higher than that in
Phase 1 (P = 0.003), with none of the other post-hoc comparisons indicating a significant
difference (P > 0.2 for all). There was no main effect of corner (2P: F(1,15) = 0.277, P = 0.607.
3P: F(1,8) = 0.275, P = 0.614) and no corner-response (2P: F(1.13,16.945) = 0.165, P = 0.919.
3P: F(1.061,8.489) = 0.121, P = 0.751), corner-phase (2P: F(1,15) = 0.748, P = 0.401. 3P: F(2,16)
= 1.147, P = 0.342), response-phase (2P: F(1.208,18.113) = 3.029, P = 0.093. 3P: F(1.494,11.954)
= 0.922, P = 0.397) or corner-response-phase (2P: F(1.072,16.087) = 0.892, P = 0.453. 3P:
F(1.444,11.551) = 0.865, P = 0.412) interactions for either analysis.
When choice-dependent response latency examined across phases, there was no
observable differences between the correct and incorrect execution of either response.
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3.3.15 Learning task states for rewarded corners: nosepoking during active and
inactive corner visits
The preceding analyses characterised VD task acquisition in terms of several features
directly related to the choice behaviour during discrimination trials. However, animals
acquired this simple choice task in a complex environment, over a number of locations
and in a self-paced manner, which means that these narrow measures of performance
and behaviour did not necessarily capture more general features of what was learned.
A general preference for one response over the other was observed during the presolution
period with evidence of minimal visual stimulus influence over choice behaviour during
this time (as described above). However, while the configuration/position of the visual
stimulus (i.e. left or right) contained information about which response would be
associated with reward on a given trial, the presence or absence of the visual stimulus
also signalled the state of the rewarded corner at any given time. Specifically, upon entry
into one of the two potentially rewarded corners, stimulus presentation signalled an
active visit where reward was potentially available and the absence of the LED indicated
that the corner was currently inactive with no reward available. Hence NPs during active
visits could result in reward, while those executed during inactive visits would not.
Presumably animals would learn about these task states in addition to learning about
specific stimulus-choice rules. An appreciation of the current state of a rewarded-corner
visit could therefore be estimated by determining whether or not animals discriminated
between active and inactive visits in terms of their NP behaviour (Figure 3.13).
For both the 2P and 3P analyses, animals were significantly less likely to NP during an
inactive corner visit than an active corner visit (main effect of state; 2P: F(1,18) = 167.178,
P < 0.0001. 3P: F(1,18) = 179.838, P < 0.0001), and became progressively less likely to NP
during any rewarded corner visit with each successive phase (main effect of phase; 2P:
F(1,18) = 94.764, P < 0.0001. 3P: F(1.466,26.395) = 98.647, P < 0.0001, P < 0.0001 for all posthoc phase comparisons). There was no main effect of corner for either analysis (2P: F(1,18)
= 0.945, P = 0.344. 3P: F(1,18) = 0.147, P = 0.706).
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Figure 3.13: Task state-dependent responding during visits to the rewarded corners. During each testing session,
visits could be made to the rewarded corners when in either an active (reward possible, visual stimulus presented) or
inactive (no reward possible, no visual stimulus presented) state. Visits could be further categorised by whether or
not they featured a NP response. For both the a) 2P and the b) 3P analyses, the rate of each visit type with a NP was
calculated as a function of the total number of visits of that category during each phase in a given individual data
record (before being aggregated at the group level). Data shown is mean ± SEM.
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A significant state-phase interaction was observed in both analyses (2P: F(1,18) = 79.304, P
< 0.0001. 3P: F(1.504,27.074) = 84.843, P < 0.0001). Simple main effects testing (see Figure
S1.15 for all statistical outcomes) confirmed that animals became progressively less likely
to NP during inactive visits with each successive phase in both analyses (P < 0.0001 for
all comparisons). There was also a subtle though significant decrease in likelihood of
nosepoking during active visits in Phase 2 as compared to Phase 1 in the 2P analysis (P =
0.014). In the 3p analysis, the rate of active visits with NPs did not change between Phases
1 and 2 (P = 0.602), but was significantly lower in Phase 3 when compared to Phase 1 (P
= 0.023) and approached significance when compared to Phase 2 (P= 0.064). Again, the
magnitude of this effect was very small. In both analyses, animals were significantly more
likely to NP during active visits when compared to inactive visits within each identified
phase (P < 0.0001 for all comparisons).
The only indication that there was any difference between the two corners came from a
significant corner-state interaction that was detected in the 2P but not the 3P analysis (2P:
F(1,18) = 6.099, P = 0.024. 3P: F(1,18) = 2.58, P = 0.126). Simple main effects testing did not
reveal any clues as to what was driving this difference (see Figure S1.15 in Appendix I
for statistical outcomes). There was no corner-phase (2P: F(1,18) = 0.322, P = 0.572. 3P:
F(2,36) = 1.549, P = 0.226) or state-corner-phase (2P: F(1,18) = 0.012, P = 0.913. 3P: F(2,36) =
0.215, P = 0.808) interaction observed for either analysis.
These findings show that animals rapidly learned to distinguish between active and
inactive corner visits and that the tendency to selectively withhold NP responding during
inactive visits became stronger at the group level throughout learning. The visual
stimulus was found to significantly influence behaviour even during the early stages of
task acquisition. Curiously, even during the presolution period when choice behaviour
was largely unaffected by the position of the stimulus, the actual presence of the stimulus
played a role in determining whether a NP response would be made or not.
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3.3.16 Learning task states for non-stimulus signalled visits: nosepoking during
inactive and never-rewarded corner visits
In this testing environment, each individual animal was able to access reward in two of
four possible locations. It is reasonable to hypothesise that the animals would learn to
distinguish between the rewarded and non-rewarded locations with experience. In the
preceding section, it was established that animals exhibited task state-dependent
nosepoking behaviour in the two potentially rewarded corners (signalled by the presence
or absence of the visual stimulus), demonstrating learning about the role of the visual
stimulus in general task structure. To explore how the animals treated visits to the
inactive rewarded corners and the never-rewarded corners, both of which were
characterised by the absence of the visual stimulus and the impossibility of accessing
reward, the likelihood of nosepoking during each of these two types of visits were
compared in the same way as outlined in the previous section (Figure 3.14). Therefore,
this measure allowed for an assessment of how behaviour was influenced by an
appreciation of the current location in the environment. See Chapter 2 for specifics on
how the never-rewarded data was organised.
For both the 2P and the 3P analyses, a main effect of state was observed (2P: F(1,18) =
35.062, P < 0.0001. 3P: F(1,18) = 33.333, P < 0.0001), confirming that in general the animals
were significantly more likely to NP during a never-rewarded visit than an inactive visit
to a rewarded corner. Furthermore, a main effect of phase emerged in both analyses (2P:
F(1,18) = 93.307, P < 0.0001. 3P: F(2,36) = 91.738, P < 0.0001), revealing that animals became
significantly less likely to NP in general during these types of visits with each successive
phase (for the 3P analysis, P < 0.001 for all post-hoc comparisons).
For both analyses, there was no main effect of corner (2P: F(1,18) = 1.716, P = 0.207. 3P:
F(1,18) = 0.694, P = 0.416), nor was there any corner-state interaction(2P: F(1,18) = 3.399, P
= 0.082. 3P: F(1,18) = 0.831, P = 0.374), corner-phase interaction (2P: F(1,18) = 0.104, P = 0.751.
3P: F(1.482,26.673) = 1.037, P = 0.348) nor corner-state-phase interaction (2P: F(1,18) = 0.331,
P = 0.572. 3P: F(2,36) = 0.46, P = 0.635).
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Figure 3.14: Task state-dependent responding during inactive and never-rewarded corner visits. During each
testing session, visits could be made to the inactive rewarded corners (no reward possible, no visual stimulus presented) and to the never-rewarded corners (no reward possible, no visual stimulus presented). Visits could be further categorised by whether or not they featured a NP response. For both the a) 2P and the b) 3P analyses, the rate of each
visit type with a NP was calculated as a function of the total number of visits of that category during each phase in a
given individual data record (before being aggregated at the group level; see Chapter 2 for how the never-rewarded
data was organised with respect to the identified phase). Data shown is mean ± SEM.
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Importantly, a state-phase interaction was found in both the 2P and 3P analyses (2P: F(1,18)
= 51.627, P < 0.0001. 3P: F(1.285,23.133) = 47.3, P < 0.0001). For the 2P analysis, simple
main effects testing (see Figure S1.16 in Appendix I for all statistical outcomes) revealed
that the animals became less likely to NP in both locations in Phase 2 when compared to
Phase 1 (P < 0.0001 for both comparisons). Furthermore, NPs were less likely to occur
during inactive corner visits than never-rewarded corner visits in both Phase 1 (0.041)
and Phase 2(P < 0.0001). Simple main effects testing in the 3P analysis demonstrated that
animals became progressively less likely to NP during inactive corner visits with each
phase (P < 0.0001 for all comparisons). However, while animals were more likely to NP
during never-rewarded visits in Phase 1 when compared to the subsequent phases (P <
0.0001 for both comparisons), this behaviour during Phases 2 and 3 was not found to be
significantly different (0.099). Interestingly, in Phase 1 there was no difference in
likelihood of nosepoking during inactive and never-rewarded corner visits (P = 0.258),
though his behaviour diverged between the corner states in Phases 2 and 3 (P< 0.0001 for
both comparisons).
During the earliest detected performance epoch, animals were equally likely to execute a
NP during inactive rewarded corner and never-rewarded corner visits, though as
performance improved NP responses were significantly more likely to be observed in the
former when compared to the latter. Hence, animals displayed a visual stimulusindependent, location-based appreciation of current task state, which here is taken to
reflect learning of general task structure.

3.3.17 Learning the underlying task structure: visits to the never-rewarded corners
The previous analysis showed that animals learned to distinguish between rewarded and
never-rewarded corner visits in terms of NP behaviour. To determine whether they also
changed their rate of visiting the never-rewarded corners across task acquisition, the visit
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error rate was calculated for each phase (Figure 3.15; see Chapter 2 for how this data was
organised).
For both the 2P and the 3P analyses, a main effect of phase was observed for visit error
rate (2P: F(1,18) = 72.133, P < 0.0001. 3P: F(1.455,26.182) = 64.282, P < 0.0001). Post-hoc
comparisons confirmed that visit error rate significantly declined with each progressive
phase detected (P < 0.005 for all comparisons). There was no significant main effect of
corner (2P: F(1,18) = 3.734, P = 0.069. 3P: F(1,18) = 3.7, P = 0.07) and no significant phasecorner interaction (2P: F(1,18) = 0.331, P = 0.572. 3P: F(2,36) = 0.304, P = 0.74) for either
analysis.
Animals significantly reduced their visits to the never-rewarded corners over the course
of task acquisition. Though this meant that the animals learned to preferentially visit the
two rewarded locations, they maintained a modest rate of visiting the two neverrewarded corners during the test sessions.
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Figure 3.15: Average visit error rate during each identified phase of VD task acquisition. The rate of visits to
the two never-rewarded corners (visit error rate) could be calculated as a function of total visits made during the
testing sessions. Since trials progressed in the two rewarded corners simultaneously, total visit error rate was calculated for an individual with respect to CPs from both rewarded corners separately (see methods section for full
description). This process was done for both the a) 2P and b) 3P analyses. Individual data shown with mean ±
SEM.
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3.4 DISCUSSION
The approach described in these experiments allowed for a deep and fine-grained
analysis of the emergence of learned discriminative choice behaviour in individual mice.
Distinct performance phases could be identified in a systematic and statistical manner.
The profile of general responses, specific choices, outcome feedback sensitivity and
estimates of deliberation could be closely tracked as performance improved, which
provided insight into how mice adjust their choice behaviour as they learned a simple
operant VD task. The estimates of learning rate obtained in this experiment suggest that
changes in performance may emerge more rapidly than predicted by traditional models
of associative learning. Furthermore, improving choice behaviour may involve multiple
bursts and plateaus rather than a single period of steady improvement. Finally, although
the basic experimenter-defined rules relating to the stimulus, responses and outcomes
were simple, the animals learned this task at multiple locations in a complex
environment, allowing for the generation of a rich dataset that captured much more
information than basic measures of choice accuracy to assess learning.
Performance improvement in this study was considered in two ways: driven by either a
single change event (1 CP, 2 phases; 2P) or by multiple change events (3 phases; 3P). In
both cases, the CPA used in this study was able to detect significant performance
transitions in individual animals which provided a means of systematically identifying
phases of task acquisition. These phases appeared to be remarkably consistent when
aggregated at the ensemble level, with each having a distinct profile of performance,
general responses, specific choices, sensitivity to outcome feedback, response latency and
several other measures which, it is proposed here, reflect some appreciation of
underlying task structure that may require more general learning processes to be
recruited to facilitate reward procurement in a complex environment.
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3.4.1 The presolution period
In both the unitary and multi-step analysis, performance during the first phase of task
acquisition was, as may be expected, close to chance levels. For many individuals, this
period appeared protracted and variably so across the cohort, consistent with the
presolution period initially described by Krechevsky (1932). Further, when examining the
general response profile of the current cohort during the presolution period, a strong
preference for one side over the other (i.e. a response-bias) was apparent. This systematic
mode of responding has been reported in animals learning 2 choice tasks (Lashley 1929,
Krechevsky 1932, Tolman 1939, Spence 1940, Spence 1952), but remains largely
underexplored and poorly understood. The present findings confirm that learning to
improve choice through trial-and-error is highly systematic and suggests that exploiting
a response bias may be a default or common strategy for making choices during
uncertainty (see Chapter 6 for further discussion).
According to some of the original theories of “discontinuity”, the animal was hypothesis
testing (Krechevsky 1932) or making systematic attempts at a solution (Lashley 1929)
during the presolution period. Under this thinking, the abrupt adoption of the correct
solution, which was commonly observed, was therefore the result of the individual
hitting upon the correct solution. Spence (1952) on the other hand proposed that the
animals were incessantly learning about the relationships between stimuli, responses and
outcomes during the presolution period, even if the strengthening of the underlying
associations did not manifest as improved choice behaviour. Under this “continuity”
theory, abrupt adoption of the correct choice behaviour would be observed when,
through reinforcement, the “excitatory tendencies” of the discriminative stimulus
became larger than the “excitatory tendencies” associated with, say, a spatial response or
side-bias. Ultimately, the continuity theory garnered support through a number of
studies which found that reversing the contingencies between the discriminative
stimulus and the reward during the presolution period delayed task acquisition in rats
when compared to animals who experienced unchanging task contingencies (McCulloch
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and Pratt 1934, Spence 1945). Even though animals were systematically responding with
a side-bias in these studies and did not appear to be basing their choices on the relevant
discriminative stimulus, they were in fact learning about its relevance to choice behaviour
and reward procurement. Interestingly, the strength of spatial/response biases does not
necessarily affect learning about the relevant stimulus (Sperling 1967). Under continuity
theory, in the current experiment, animals would have been accumulating information
about the visual stimulus during the presolution period even though their choice
behaviour was largely governed by a response bias, with minimal indication that the cue
had any relevance to response selection (though there was a subtle increase in correct
versus incorrect responding on the non-preferred side). Indeed, upon closer inspection
of NP behaviour outside of the narrow window of testing trials, animals displayed a
tendency to withhold responding selectively when visiting a corner that was in an
inactive state during the presolution period and therefore not displaying the visual
stimulus. This indicates that the visual stimulus was indeed influencing general NP
behaviour during the early learning epoch (though see below on stimulus presentation
during habituation).

3.4.2 Improving performance – leaving the presolution period
For both the 2P and 3P analyses, the average response bias was significantly attenuated
during the solution phase where performance scores were high. Intuitively, this makes
sense because a high correct response rate would require a more balanced selection of the
two possible responses. Nonetheless, on average, animals still maintained a detectable
response bias during this final phase of task acquisition. In fact, the vast majority of errors
were the result of subjects choosing their preferred side when it was incorrect to do so (as
seen by the negligible rate of NpI responses and significantly higher PI response rate).
Therefore, in this experimental setup, the errors committed at criterion performance
levels were highly systematic. Whether or not this choice profile was due to competition
for behavioural control between the learned discrimination rule (using the position of the
144

stimulus to select response) and the response-bias (selecting the preferred response
regardless of stimulus position), or whether the animals were using a hybrid strategy
(perhaps by incorporating a representation of the stimulus into the response strategy)
remains to be determined.
Although the 2P analysis provides a clear description of how performance, general
responses and specific choice behaviour could be characterised before and after the
discrimination rule had been learned, it is unclear how these parameters changed from
one state of affairs to another. The intermediate stage detected between the presolution
and solution periods in the 3P analysis provides some insight here. During this
intermediate phase, although performance was significantly elevated above the roughly
chance-level presolution period, the average response-bias did not observably change. In
other words, the overt response behaviour of the animals remained stable but the
accuracy of their choice behaviour improved. After a closer look at the specific choices
that were made during this period, it was concluded that the ensemble had selectively
and subtly changed their sampling of the non-preferred side. Unlike during the
presolution period where the infrequent non-preferred responses were made largely
indiscriminately of visual stimulus position (though the NpC response rate was slightly
higher than that of the NpI response), during the intermediate phase non-preferred
responses were selectively made when the visual stimulus was above that particular
response port for a given animal. This had two effects: firstly, that the vast majority of
responses on the non-preferred side were correct (i.e. increasing what would typically be
termed “hits” on this side) and secondly that the animal made negligible incorrect
responses when the preferred side was correct (i.e. reduction of “misses” on this side).
These results suggest that a subtle change in specific choice behaviour may precede
explicit shifts in response behaviour that accompany high-level performance. It also
supports the idea that multiple learning processes may be interacting during operant
discrimination learning, manifesting as changes in the overall learning curve at different
times. Exactly how the associative representation of the visual stimulus influenced
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behaviour during this intermediate stage remains unknown. Regardless, some
appreciation of the stimulus as being related to response and reward clearly manifested
during this period.

3.4.3 The response-bias as a putative habit
The nature of the response bias is of interest, since it seemed to dominate behaviour
throughout the entire acquisition period. Superficially, it appeared to be consistent with
a habitual response and in theory could have been readily supported by the neural and
associative architecture thought to underlie this type of behaviour (Balleine and
O'Doherty 2010). To explore this possibility, sensitivity to outcome feedback and
estimates of deliberation were explored (see Chapter 6 for a thorough discussion of these
measures).
Rewards received after preferred responses were found to be less influential over
subsequent behaviour than those received after non-preferred responses, suggesting that
positive outcome feedback sensitivity was blunted after a preferred response. Some
degree of insensitivity to outcome feedback is a feature often attributed to habitual
behaviour (Dezfouli et al. 2014, Smith and Graybiel 2016, Smith and Graybiel 2016). For
example, Smith and Graybiel (2016) observed that, as choice behaviour became
automated in a T-maze discrimination task, there was a marked shift in the activity of rat
DLS neurons in a manner that strongly biased signalling of positive over negative
outcome feedback (from relatively equal levels of feedback signalling in this neuronal
population during the early stages of task acquisition). These findings suggest that
habitual behaviours are associated with a reduction in error-corrective feedback
mechanisms which, as the authors suggest, may contribute to their relative insensitivity
to changes in outcome-related task contingencies. The current study found a similar trend
for positive outcome feedback signalling to be generally more influential over choice
performance than negative outcome feedback during the later stage of task acquisition.
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However, when examining outcome feedback measures over the entire course of task
acquisition, it was observed that positive outcomes received after the putatively habitual
preferred response were generally less likely to influence subsequent correct choice
behaviour than positive outcomes received after the non-preferred response (which
presumably was a less automated response). While this observation may appear to be at
odds with the findings of Smith and Graybiel (2016), there was some additional evidence
to suggest that during the solution phase, choices were influenced to a greater degree by
positive than by negative outcome feedback signals if the preceding response was
preferred but not if it was non-preferred. Rather, after non-preferred responses during
the solution phase, positive and negative outcome signalling appeared to have a more
equitable influence over subsequent choice behaviour. Together, these findings are
consistent with the proposition that automated responses or habits are associated with a
relative decrease in error sensitivity when compared to reward sensitivity (Smith and
Graybiel 2016), though raise the additional possibility that reward sensitivity is itself also
reduced when responses become automated as compared to the reward sensitivity of
more deliberative actions.
The preferred response was initiated after a significantly shorter latency than the nonpreferred response, consistent with the notion that the former was under the control of
an automatic response selection process while the latter was selected under a relatively
more deliberative process (Redish 2016). Crucially, the PI response was found to be
initiated significantly faster than the PC response, demonstrating that the same motor
response could be performed differentially depending on whether or not it was the
correct option. This demonstrates that response latency was not simply a measure of how
well-ingrained a motor response was, since it was sensitive to the specific choice that was
being made. This was further supported by the finding that, with more experience,
initiation latency increased for the non-preferred response, ruling out a strictly motorlearning explanation of response latency differences between responses. Importantly,
response latency increased for the non-preferred response when sensitivity to stimulus
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position clearly emerged in choice behaviour (i.e. in the intermediate phase). Therefore,
it is proposed that response latency in some way reflects the decision process prior to the
selection the response, with more deliberative processing allowing for increased
likelihood of selecting making the correct choice (further discussed in Chapter 6).
The non-preferred response was initiated with a higher latency than the preferred
response and choice behaviour was generally more sensitive to positive outcomes after
the former type of response when compared to the latter, suggesting that nosepoking on
the non-preferred side may have been under more deliberative, goal-directed control.
Future studies involving specific devaluation or contingency degradation procedures
(standard practice for determining whether responses are goal-directed or habitual) may
help to confirm these suppositions.
It is possible that the preferences observed in this work are more innate in origin, akin to
something like "handedness". Rodents (along with many other vertebrate species),
exhibit lateralities/asymmetries in brain morphology, neurochemical systems and
behaviour (Carlson and Glick 1989). For example, rats and mice generally have a
preferred direction of rotation or turning as a part of routine exploratory behaviour
(Glick and Cox 1978, Nielsen et al. 1997) and typically favour the use of one paw over the
other in "reaching tasks" (Waters and Denenberg 1994, Tang and Verstynen 2002).
Interestingly, such behavioural effects seem to correlate with hemispheric asymmetries
in dopaminergic systems (Carlson and Glick 1989, Nielsen et al. 1997). Further work will
be required to determine the extent to which the side-bias in NP responding observed in
the current study was modulated by natural laterality and how this bias interacted with
the learned task contingencies to produce the observed patterns of choice behaviour.

3.4.4 Behavioural control
The changes in performance, general responses and specific choice behaviour over the
course of an operant VD choice task have been described above. These findings raise
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questions about how behaviour was controlled at any given time and how such control
may have changed as performance improved. Although this was not explicitly probed,
several possibilities may account for the results.
Goal-directed and habitual behaviours are typically differentiated from one another in
free operant scenarios rather than in tasks where a discriminative stimulus indicates the
correct response (as was employed in the current work). The former approach allows for
a clear delineation of behaviours or choices that are guided by a representation of the
outcome (i.e. the "goal") from those that are driven by external stimuli that have been
found to predict reward in the past (and are insensitive to the outcome representation);
this being the fundamental difference between goal-directed and habitual behaviour
respectively. Since external stimuli are so critical to guiding behaviour in two choice
discrimination tasks (indicating which course of action is correct at any given time),
behavioural control is less straightforwardly categorised as being either outcomesensitive and goal-directed or stimulus-driven and habitual. Nonetheless, successful
disambiguation of these two types of behaviour using outcome devaluation procedures
in different types of discrimination tasks have been reported (Sage and Knowlton 2000,
De Leonibus et al. 2011, Smith et al. 2012, Kosaki et al. 2018). Therefore, although it was
not formally tested with outcome devaluation test, if we entertain the idea that the
preferred response observed in this study generally manifested via a habitual response
selection process (due to its rapid execution and blunted outcome feedback sensitivity
profile described in the previous section) and the non-preferred response by a more
deliberative and goal-directed process (due to its increased initiation latency and
comparatively more sensitive outcome feedback profile), several possibilities for
behavioural control can be considered.
Firstly, Daw et al. (2005) propose that uncertainty-based competition between habitual
and goal-directed decision making systems underlies action-selection at the choice point.
At any given time, some arbiter will allocate behavioural control to the system that can
provide the least-uncertain estimate of future rewards. Under this framework, the early
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stages of task acquisition in the current study appeared to be dominated by the habitual
system (i.e. the rapidly initiated preferred response). At the first clear sign of
discrimination learning (i.e. the intermediate phase), the overall response-bias strategy
did not change however the choices became significantly more accurate and the nonpreferred response was initiated with a higher latency. The key stimulus configuration
driving this change was one where the visual cue appeared above the non-preferred side,
offering the animal two specific choices: NpC or PI, which were the two responses most
dramatically altered between Phase 1 and Phase 2. Animals may have learned to
recognise this state as different from that where the stimulus was on the preferred side,
hence enabling more deliberative processing to occur during such trials. In other words,
the decision-making arbiter may have granted behavioural control to the goal-directed
system under these circumstances. Since the habitual system provided a reasonable
policy for response-selection when the stimulus aligned with the preference, it retained
control under such circumstances.
An alternative hierarchical framework puts a goal-directed arbiter in control, which
selects between different habits and goal-directed actions in order to achieve the goals it
sets (Dezfouli and Balleine 2012, Dezfouli and Balleine 2013, Dezfouli et al. 2014). Under
this system, both the preferred and non-preferred responses may have been habits (or the
latter a more goal-directed action), but the former was the default response and selected
automatically whereas the latter was selected after a more deliberative decision process.
This framework would readily account for the response latency differences between PC
and PI choices, suggesting that the goal-directed system was more likely to select the PC
choice than the PI choice after a more deliberative decision process. This is further
discussed in Chapter 6.
More even sampling of the preferred and non-preferred responses was only observed
during the high levels of performance seen in the solution phase. However, the bias was
still apparent at this point, so that the vast majority of errors were PI choices. It remains
unknown whether this was the manifestation of a hybrid behavioural strategy where the
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visual-stimulus guided rule was laid over a habit, whether some arbiter was selecting
between habitual and goal-directed systems for behavioural control, or whether a goaldirected system was hierarchically selecting between habits and deliberative responses.
Modifying the task to allow for the manipulation of outcome value or of outcome
contingencies (see Chapter 4) would likely provide insight into how behaviour was being
controlled at any given time. Furthermore, examining choice behaviour under the
inhibition of the dorsolateral or dorsomedial striatum (neural hubs for habitual and goaldirected behaviours respectively) may also help to determine the respective contributions
of habitual and goal-directed systems throughout the different epochs of task acquisition
(Daw et al. 2005).

3.4.5 Transitions between performance phases
In general, an overarching systematic bias for one response type guided choice behaviour
from the outset of training, which competed with or incorporated a learned
representation of the task-relevant visual stimulus as the task was acquired. But how
exactly did these changes manifest with experience? Under the influential associative
theories, incremental mechanisms underlie learning and so, if performance reflects
current “knowledge” about a given task, then changes in performance and behaviour
should emerge gradually (Rescorla and Wagner 1972, Sutton et al. 1998, Kehoe et al. 2009,
Harris 2011). On the other hand, abrupt transitions in performance have been observed
in a number of experimental preparations (Lashley 1929, Krechevsky 1932, Gallistel et al.
2004, Durstewitz et al. 2010), though it remains unknown whether this is due to learning
mechanisms that are fundamentally non-associative (Gallistel et al. 2004), whether this
pattern is a manifestation of the indirect relationship between associative mechanisms
and performance (Spence 1936, Tolman 1951) or whether some other factor is
contributing.
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When the process of improving performance from chance to solution levels was
considered to occur over a single period (i.e. the 2P analysis), in general the transition
was gradual and manifested over a relatively large number of trials (median value ~430
trials). These behavioural findings are consistent with incremental models of associative
learning which suggest that the acquisition of conditioning strength is a gradual process.
Similar conclusions were drawn from studies using this same analysis approach on
classical conditioning data (Kehoe et al. 2009, Harris 2011). Furthermore, neuronal
correlates of some of the key features of associative theories have been observed in the
brain (Schultz et al. 1997, Waelti et al. 2001). Hence, performance improvements across
the entire period of task acquisition appear to emerge in general accordance with
traditional associative learning theories.
However, when task acquisition was considered to be composed of multiple instances of
performance improvement, transitions between phases generally appeared to be abrupt
and step-like (median values of 0-10 trials), especially for the earliest change. This raises
the possibility that performance improvements in choice tasks emerge as a series of
abrupt shifts rather than a single period of gradual change. This is not to say that both
processes cannot co-exist even within a single learning curve. In fact it has been suggested
that gradual improvements within a specific behavioural strategy and also abrupt shifts
between strategies can both influence performance in the same individual learning curve
(Donner and Hardy 2015). It would be interesting to revisit the classical conditioning
studies of Harris (2011) and Kehoe et al. (2009) to explore whether or not the acquisition
of conditioning responding remains gradual if a piecewise approach is taken.
Abrupt shifts in behaviour have been observed in a number of settings. In humans,
sudden insight or the experience of an “aha” moment is a common observation when
dealing with particular learning problems (Karni and Sagi 1993, Kounios and Beeman
2009, Donner and Hardy 2015). In the laboratory, animals have also exhibited abrupt
transitions in conditioned behaviour (Gallistel et al. 2004, Powell and Redish 2016, Maggi
et al. 2018). For example, using a different though comparable analysis approach,
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Durstewitz et al. (2010) found that the choice performance of rats changed abruptly when
the task rules were unexpectedly shifted from a familiar visual discrimination rule to a
novel location-based rule. Interestingly, this behaviour appeared to neatly correlate with
abrupt shifts in rule-selective neuronal ensemble activity in the medial prefrontal cortex
(mPFC). In another study (Karlsson et al. 2012), abrupt shifts in mPFC network activity
accompanied what the authors concluded to be the sudden abandonment of "beliefs"
about the task environment after reward probabilities were changed, but before optimal
behaviour was restored. Hence, it is thought that when task contingencies rapidly
change, behaviour can be suddenly “released” from the control of some internal model
or “rule” that was previously relevant for obtaining rewards and become governed by
another behavioural mode to effectively deal with the new conditions (Tervo et al. 2014).
This previous work largely focuses on behavioural (and neural) shifts in response to
sudden changes in task contingencies. However, the current work provides unique
evidence for abrupt shifts in choice behaviour that occur over the normal course of task
acquisition, outside of dramatic and experimenter-induced reward-related changes.
No comment is made here on the underlying mechanisms of learning. It is probable that
this process is unobservable using a task such as this. Rather, the fine-grained analysis of
performance, responses and choice is used to characterise how learned behaviour may
emerge in individual animals. It is suggested here that viewing the acquisition of
discrimination tasks as multiple instances of change rather than a single learning epoch
may allow future studies to gain greater insight into the mechanisms underlying rule
learning and choice behaviour. Furthermore, studies using this approach to explore the
neuronal mechanisms of choice behaviour or the cognitive deficits in disease models may
be better able to uncover more subtle behavioural changes that are masked when simply
assessing blunt measures such as total trials to criterion (see Chapter 5). Finally,
uncovering these abrupt shifts in performance raises questions about how behaviour is
controlled during the various acquisition epochs of learned choice behaviour. Further
work is required to determine the mechanisms underlying these behavioural transitions.
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3.4.6 Beyond learning the visual discrimination rule
The idea of the “cognitive map” was first put forth by Tolman (1948) and proposes that
animals actively form abstract mental representations of the complex, causal
relationships in their environment which can integrate with information relating to
dynamic emotional and motivational states. The animal learns the underlying structure
of the world and the causal associations within it which can be directly experienced
(observable) or latent (unobservable) in nature. Using such a map, an animal could make
inferences about upcoming events, combine knowledge about learned associations and
memories to take novel routes of action (spatial and otherwise) and generally exploit their
rich representation of the world to enable flexible behaviour that is not entirely
dependent on direct previous experience. Extending the initial ideas of Tolman, formal
models for cognitive maps or "schemas" in animals and humans have been proposed by
a number of researchers (O'keefe and Nadel 1978, Tse et al. 2011, Wilson et al. 2014,
Redish 2016, Schuck et al. 2016, Wikenheiser and Schoenbaum 2016, Sharpe et al. 2019),
built on a large and growing body of neurophysiological, behavioural and computational
findings. Such models provide a useful means of unifying aspects of the vast literature
on cognition and also allow for considering learning and behaviour as multi-system
processes.
In this study, the cognitive map was not explicitly explored. However, it was of interest
to examine how animals may have represented information that was not directly related
to the performance of the choice task at hand (as defined by the experimenter) and which
may provide insight into how animals learn to solve this type of problem. This was the
primary motivation for studying animals in the complex IntelliCage. It should be noted
that an exhaustive study of all of potential measures embedded in the data was beyond
the scope of this study. The investigation of representing “underlying task structure” was
therefore limited to a select few measures.
Animals could only determine which location was active (i.e. reward available) by
visiting one of the two potentially rewarded corners and observing whether or not the
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visual stimulus appeared. Hence, animals moved between these two locations
throughout the testing session allowing for both active and inactive corner visits to be
interrogated. To gain insight into how the visual stimulus influenced behaviour more
generally across task acquisition, the tendency of animals to NP during active and
inactive corner visits was compared. With each successive performance phase that was
detected animals became less likely to nosepoke during inactive visits, though this
measure was essentially unaffected for the same corners when they were active. This
indicates that the animals learned to distinguish between overtly cued task states in
addition to learning about how choice should be allocated on a given trial (as assessed in
the choice analysis). Importantly, during the presolution period (for both the 2P and 3P
analyses) the animals were already clearly distinguishing between the different corner
states even though their choice behaviour was only marginally sensitive to the location
of the visual stimulus. It should be noted here that the animals had experienced a
different configuration of visual stimuli during habituation (yellow LEDs simultaneously
on both the left and right sides when drinking was available), and so may have
generalised any previous learning to the VD task-specific visual stimulus which was only
presented on one side at any given time and extinguished after a NP. Regardless, the VD
task-specific discriminative stimulus initially exerted an observable influence over nonspecific NP responding before it came to guide choice behaviour in any strong way.
Therefore, this analysis uncovered at least two facets of learning about the visual stimulus
(presence signals NP, position specifies choice), suggesting that multiple stimulus
associations may have exerted control over behaviour at different epochs. Whether the
stimulus ultimately facilitated the execution of an automatic habit (via a stimulusresponse association), a goal-directed A-O association (via a hierarchical association with
a outcome-response association), a conditioned Pavlovian approach response (stimulusoutcome association) or some other mechanism remains unknown (Bradfield and
Balleine 2013).
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It was interesting to note that, when examining the rate of inactive visits with NPs during
the 3P analysis, the largest change appeared between the presolution and the
intermediate periods. This transition marked a period when the animals started to clearly
make responses that were sensitive to the position of the visual stimulus, even though
the overall response-bias strategy did not change. It was also when the animals exhibited
a large increase in initiation latency for the non-preferred response (suggesting increased
deliberation) and when this particular response became distinctly associated with correct
choices. Hence, the animals showed a robust improvement in distinguishing between the
rewarded corner states (as overtly signalled by the visual stimulus) and in estimates of
deliberation around the same time that the position of the visual stimulus obviously
started to guide choice behaviour. Future work will aim to uncover how these processes
relate to one another, with particular focus on the suggestion that learning task states
precedes the acquisition of other types of task contingencies (e.g. A-O associations).
Interestingly, during the presolution period, animals were equally likely to execute a NP
during both inactive rewarded corner and never-rewarded corner visits, neither of which
were signalled by the stimulus. Hence, when performance was at chance, current location
did not necessarily affect the tendency to NP or not during a non-cued visit. However,
for all subsequent phases, the NP rate was significantly less for inactive than neverrewarded visits. The fact that animals were more likely to NP during a never-rewarded
visit suggests that nosepokes here may have been a part of normal exploratory homecage behaviour rather than reward-seeking per se. Furthermore, although NPs in the
inactive and never-rewarded corners produced the same outcome (i.e. no reward), the
animals may have learned these relationships in different ways due to the nature of
outcome history differences at the two locations (since animals would have been
rewarded at the previously inactive location when it switched to the active state) or due
to the reduced visit rate to the never-rewarded corners. It is also possible that the
behaviour in the potentially rewarded corner was more likely to be under the control of
more deliberative or goal-directed mechanisms as task acquisition progressed, since
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animals were pursuing known rewards here. Any of these possibilities may have
enhanced learning to withhold NP behaviour in the inactive rewarded corner.
In any case, the likelihood of responding during this time was not solely driven by the
presence or absence of the visual stimulus but was also apparently dependent on some
sort of “location” based information (whether derived from the internal geometry of the
IntelliCage, more general allocentric spatial cues or differential olfactory profiles for the
various corners). Therefore, during the acquisition of the VD task, animals incorporated
complex information into their representation of general task structure that was not
directly related to choice behaviour or to the discriminative stimulus. This opens up
future avenues of research, particularly with regard to interrogations of circuits thought
to be responsible for state-representation and cognitive mapping (see Chapter 6 for
further discussion).
All of the above analyses were derived from behaviour executed in the two rewarded
corners. However, for each animal there were two never-rewarded corners in the
IntelliCage, which the animals could still visit. It was reasoned that, under efficient
foraging behaviour, the animals should learn to reduce visits to these locations during
the testing session since they would never yield reward. Indeed, for each subsequent
performance phase that was detected, the rate of visits to the never-rewarded corners
significantly declined over the course of task acquisition. This indicates that the animals
learned to preferentially concentrate their visits to the two rewarded corners and
improved the efficiency of this behaviour over the course of task acquisition.

3.4.7 Conclusions
The acquisition of a discrimination choice task, although conceptually simple, is a
complex process. The results described in this chapter provide novel insights into how
behaviour changes during this type of task. Performance appears to increase in multiple
bursts and plateaus rather than improving gradually over time as a single process. A
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strong response-bias, consistent with a non-deliberative habit, pervades choice behaviour
throughout the task acquisition period and appears to compete or cooperate with the
learned discrimination rule. Choice behaviour appears highly systematic at all stages.
Animals appear to increase deliberation at the choice point as performance improves. The
non-preferred response exhibits the goal-directed quality of increased outcome
sensitivity and also increased response latency (consistent with increased deliberation).
In this complex environment, animals appear to encode general task structure and statebased information that is not directly related to choice performance but may offer support
to this behaviour to maximise reward procurement.
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CHAPTER 4 RESULTS II
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4.1 INTRODUCTION
The preceding chapter describes how mice learn to adapt their behaviour to maximise
reward procurement in a complex environment. This ability is crucial for organisms to
survive and thrive since access to crucial commodities (such as food and water) may often
only be achieved through the actions of the individual. Importantly though, such
behaviour must be flexible and allow for organisms to alter their responses under
changing conditions. In healthy individuals, this change, which may be internal (such as
satiety or illness) or external (such as depletion of a resource, appearance of a more
valued reward or a change in the predictive relationship between a stimulus and an
outcome) to the agent, is usually detected and behaviour adapts accordingly.
In the laboratory, two of the most common routes to investigating behavioural flexibility
in choice tasks are the rule reversal and the strategy shift (Ragozzino 2007, Bissonette et
al. 2013, Hamilton and Brigman 2015, Izquierdo et al. 2017). These processes were
reviewed in Chapter 1.
Reversal learning can be achieved in several ways, but is most essentially characterised
by the inversion of a previously learned association. In appetitive discrimination tasks
with multiple stimuli or choices, the stimulus or response that previously predicted or
produced a reward (in appetitive scenario) becomes no longer associated with the
reward. Instead, a second previously unrewarded stimulus or response becomes
associated with the reward.
Response selection during appetitive reversal learning can be guided by a number of
processes including reward and non-reward related contingencies (hangovers from prior
learning), immediate reward and non-reward feedback signals (Nilsson et al. 2015), more
general learned statistics about overall recent histories of stimuli, actions and outcomes
(Walton et al. 2010), as well as learned biases and innate heuristics (Jocham et al. 2016).
Exactly how these processes interact remains poorly understood.
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If an agent learns to attend to the visual features of a stimulus or execute choice strategies
guided by location in a maze, a rule reversal changes the reward contingencies within the
relevant dimension of the task (i.e. visual or spatial respectively). In strategy shifting
however, reward contingencies change from one stimulus or strategy dimension to
another and so this type of manipulation is thought to require alterations of higher order
rule-based information (Ragozzino 2007). For this type of task, animals are trained to use
one strategy or rule to procure reward (such as select a particular odour or visual
stimulus), after which the task contingencies change so that some other relationship
between the stimuli and the responses predicts reward (such as selecting the stimulus in
particular spatial location or making a body turn at the choice point).
During the initial acquisition of a discrimination task, it is supposed that the animal learns
to attend to the relevant stimulus dimension and to some extent ignore aspects of the
environment that are irrelevant to the task contingencies (Nilsson et al. 2015). Strategy
switches require the animal to learn the new task contingencies in order to maximise
reward, which may involve inhibiting the previously learned rule and the discovery of
the newly relevant task contingencies (Bissonette et al. 2013). New reward contingencies
may compete for control over behaviour with perseverative previously learned
associations, learned non-reward and learned irrelevance (learning that particular
features in the environment are irrelevant to the task; Nilsson et al. 2015). How these
processes interact during strategy switching remains unknown.
Both reversal learning and strategy shifting remain important approaches for the study
of flexible behavioural adaptation. However, much remains unknown about exactly how
choice behaviour changes in response to these manipulations. Approaching individual
responses in a more fine-grained manner (see Chapter 3) may yield useful insights with
regards to this important form of cognitive flexibility.
Accordingly, the studies described in this chapter aimed to determine how changes in
choice behaviour, outcome sensitive feedback and estimates of deliberation emerged over
the course of behavioural adaptation to two distinct changes in task contingency: a rule
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reversal and a strategy shift. Distinct epochs of behaviour (via Change Point Analysis) as
well as the temporal dynamics of phase transitions (using best-fit Weibull functions)
could be identified in both tasks, providing a principled means of both defining and
analysing stages of task acquisition. Further, behaviours reflecting a more general
appreciation of the structure of the task/environment (rather than those directly
associated with choice), could be tracked over the course of behavioural adaptation to
changed task contingencies, providing insight into the manner in which this information
could be used by different cognitive processes to influence decision-making.
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4.2 METHODS
The methods briefly outlined here are thoroughly described in Chapter 2. Please refer to
this section for more details.

4.2.1 Ethical statement
All animal-related activities were performed in accordance with the National Health and
Medical Research Council Australian Code for the Care and Use of Animals for Scientific
Purposes (8th edition, 2013) and were approved by The University of Sydney Animal
Ethics Committee (protocol numbers: K22/11-2012/3/5838, 2016/1017 and 2017/1128).

4.2.2 Subjects
The individual subjects used in this study were the same animals from the experiment
described in Chapter 3. Adult mice (aged 14 weeks on introduction to the IntelliCage;
n=19) underwent Visual Discrimination (VD) training in the IntelliCage (methods and
results described in Chapter 3). After reaching performance criterion in the VD task, the
animals remained undisturbed in the same IntelliCages where they subsequently
experienced either one of two task contingency changes: a Rule Reversal (RR; n = 10) or
a Strategy Shift (SS; n = 9).
It should be emphasised that all animals undergoing the contingency change
manipulations described in this chapter initially learned the VD task (with all results
described in detail in Chapter 3). Contingency changes were introduced to an individual
animal once it reached performance criteria in the VD task (2 consecutive sessions of at
least 80% correct responses in both assigned corners) and so each animal had a unique
experimental timeline (see Chapter 3 results section 3.3.1 for the range of VD sessions to
criterion for the cohort). Importantly, this meant that there was significant diversity in
the experience of the cohort of subjects (as defined by the number of sessions to
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performance criteria, the number of trials completed, the number of days in living in the
IC system, etc.) prior to allocation to one of the two contingency change tasks. To ensure
that the cohort was split equitably between the two tasks, individuals were
pseudorandomly allocated to either the Rule Reversal or the Strategy Shift as the
experiment unfolded such that there was no overt difference between these two groups
in terms of the number of sessions required to achieve VD performance criterion
(independent samples t-test; t(14) = 0.8781, P = 0.3947; data not shown). Therefore, any
potential biases resulting from differences in pre-contingency change experience in the
IC system were evenly balanced between the two subsequent tasks. Furthermore, both
tasks were equally represented in each IC where possible.

4.2.3 Task contingency changes
The task contingency manipulations were enforced directly after VD acquisition with no
discontinuity in experimental scheduling (aside from the usual session and trial structure
described previously; see Chapter 2 for details). Individual mice were considered to have
acquired the VD task once they had exhibited 2 consecutive sessions of at least 80%
correct responses in both assigned corners. Once this criterion was met by an individual,
the task contingencies were manipulated on the subsequent session. Aside from the
outcome related contingencies, task parameters were otherwise identical to those that
defined the initial VD task (see Methods in Chapter 3). Individual animals remained on
this new task until they achieved performance criterion again.
The task contingencies were changed in one of two ways:

Rule Reversal (RR)
This task was identical to the VD task (described in Chapter 3), except that a nose-poke
(NP) on the side that was not associated with the LED was rewarded (previously
unrewarded), while a NP on the side paired with the LED was unrewarded (previously
164

rewarded). Upon trial initiation, either the left- or the right-hand NP port was allocated
as “correct” and the middle LED (yellow) was presented above the opposite “incorrect”
NP port.

Strategy Shift (SS)
For this task, the behaviour of the LEDs operated in an identical fashion to the VD task
though they were no longer related to which NP port was correct. Rather, in one corner
the left NP port became the correct side and in the other corner the right NP port became
the correct side for the remainder of the task (the correct side-corner pairings being
pseudorandomly determined for each animal). Hence, optimal reward procurement
could be obtained if the animals used a distinct response strategy in each corner,
irrespective of the position of the visual stimulus (LED).

It was not the aim of this study to directly compare elements of RR and SS behaviour nor
to assess how such changes were different to the initial VD acquisition. Indeed, without
careful task design, meaningful comparisons between such tasks are problematic due to
a number of confounding factors including differential reinforcement rates between
conditions (e.g. following previously learned rule during RR yields no reward whereas
such a strategy is reinforced on every other trial during SS) and reliance on dissociable
neural circuits and processes (Slamecka 1968, Birrell and Brown 2000, Bissonette et al.
2008, Nilsson et al. 2015). Rather than comparing the two tasks, a more complementary
view was taken with the intention of assessing choice behaviour under a number of
conditions to better understand how responses may be selected at the choice point.
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4.2.4 Data organisation
For both the RR and SS tasks, data was organised in the same fashion as that described
for the VD task in the previous chapter. Individual trial-by-trial data records were
obtained in two separate corners for each animal, with data records containing all trials
from the start of RR or SS testing up to and including the final trial executed in the session
that met performance criteria for that animal. For the RR, each corner maintained its
definition (i.e. CA or CB) from that used in the VD acquisition analysis described in
Chapter 3. Corners were defined differently in the SS task. Given that animals exhibited
biases for one side over the other throughout the VD acquisition, the “correct” side (and
hence reward) would either align with the preferred or non-preferred side of the animal in
a given corner. For animals that were allocated to the SS task, all but one exhibited a bias
for the same side (i.e. right or left) in both rewarded corners during the VD task. Hence,
corner categorisation for the analysis of the SS data was such that Corner A (CA) aligned
with the preferred response and Corner B (CB) with the non-preferred response. Note
that the corners categorised as CA and CB for the SS task did not necessarily retain the
same corner identity that they had during the VD task (i.e. for a given animal, the corner
categorised as CA in the SS task may have been grouped as CA or as CB in the VD task.
This was pseudorandomly determined for each animal). For the one animal that had a
bias for the left NP port in one corner and for the right NP port in the other, reward
became aligned to the non-preferred response in each corner. For the purposes of
including this animal in the group analyses, one of its corners was randomly allocated as
CA, with the other corner becoming CB.
The contingency changes described in these experiments were direct manipulations of
stimulus, outcome and/or response relationships. Such operations are expected to
engender dramatic changes in choice behaviour and reinforcement rates. However, it is
unclear how these changes would affect more general elements of behaviour such as
nosepoking during active, inactive and never-rewarded visits and response initiation
latency. To obtain a broader view of how each task contingency affected these measures,
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the values from both the 3P VD task and those from either all RR phases or all SS phases
were plotted in a continuous fashion (since the VD task immediately preceded both
contingency changes). Though all identified phases were plotted for the purposes of
qualitative appreciation, only the final VD phase was quantitatively analysed alongside
all phases from the RR or SS task. This allowed for a more straightforward assessment of
how state-dependent nosepoking behaviour, visit-error and response latency were
affected by the contingency change. This was the only between-task comparison that was
done. As mentioned above, such comparisons can be problematic without careful
experimental design. However, the comparisons outlined here were for behaviours that
reflected elements of the task that were not affected by the contingency change (e.g. active
and inactive task states signalled identically in VD, RR and SS tasks) and not directly
related to response selection or choice per se, but may provide insight into more general
changes in behaviour.

4.2.5 Change-point analysis (CPA)
When considering the acquisition of the VD task (Chapter 3), performance improvements
were considered to occur as either a single process of change or a 2 change events.
Although the former provided a useful means of generally assessing behavioural changes
over the course of task acquisition, the latter approach allowed for a finer grained
interrogation. Hence only a single, multi-transition approach was taken for each
contingency change.
The work described in this chapter aimed to execute as close an analysis of behaviour
after a change in task contingencies as possible while maintaining a level of reliability in
terms of detecting genuine performance transitions in individual records. Therefore, the
purpose of this analysis was not to determine the “ground truth” of how many
performance transitions actually occurred within a given data record, but rather to
systematically identify a number of performance transitions that were common to all
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subjects and hence allow for the characterisation of more general performance epochs
rather than describing for inter-individual variations in acquisition profiles. The fact that
more non-spurious CPs could be identified in some data records than in others suggests
that a one-size-fits-all approach to dividing the performance records likely does ignore
potentially interesting elements of individual differences. Nonetheless, the current
approach did allow for a close analysis of performance epochs exhibited by all
individuals
CPA’s were conducted on the trial-by-trial cumulative record of correct responses for
each individual in each corner separately (see Chapter 2). For the RR task, at least 3 nonspurious CPs marking upward changes in performance were detected in all records and
so this task was analysed as a 4 phase (4P) process. At least 2 suitable CP’s were detected
in each record for the SS task and so a 3 phase (3P) analysis was executed here.

4.2.6 Behavioural measures
For each trial, the behavioural measures captured during the RR task were identical to
those described in the previous chapter (see Chapter 2 for a full description of the
behavioural measures). Briefly measures of performance, general responses, specific
choices, outcome-sensitive feedback and response latency could be calculated for all
trials. The rate of a given measure could be calculated for a given phase and aggregated
at the group level. The only difference here was that the position of the visual stimulus
signalled the incorrect/unrewarded NP port on a given trial (in the VD task it signalled
the correct/rewarded NP port).
For the SS task, since the correct choice was always fixed to the same NP port within a
given corner for an individual, with the position of the visual stimulus no longer
predictive of reward (though presented in an identical fashion to the VD task), some of
the measurements require re-definition:

168



Performance: assessment of whether or not the first NP after trial initiation was on
the correct/rewarded NP port (1) or incorrect/non-rewarded NP port (0). Hence,
within a given corner the preferred response was correct and the non-preferred
was incorrect and vice versa in the other corner.



LED Choice: assessment of whether or not the first NP after trial initiation was
made on the same side as the LED (1; LED+) or not (0; LED-).



Specific Responses: the first NP of a given trial could be categorised as one of four
specific choices: Preferred LED paired (PL+), Preferred not LED paired (PL-), Nonpreferred LED paired (NpL+) and Non-Preferred not LED paired (NpL-). This
provided information about whether on a given trial the animal executed a
preferred or non-preferred response and whether or not the LED above that port
was illuminated.



Outcome feedback sensitivity: positive (WWW) and negative (LWL) outcome
feedback measures were calculated in an identical fashion to the previous chapter.
However, since all wins/rewards for a given corner were received after a single
response and all losses/non-rewards encountered after the other response, these
measures were, by definition, reflective of response-dependent feedback signals.

Additional measures of general task structure (i.e. nosepoking behaviour during active,
inactive and never-rewarded visits and visit error) and estimates of deliberation
remained the same as those assessed in initial VD acquisition (see Chapter 2 for full
description).

4.2.7 Weibull fitting
Weibull functions were fit to individual performance records in a piecewise fashion,
using CPA defined transitions to mark task phase boundaries. This allowed for the
assessment of how gradually or abruptly each performance change emerged during SS
and RR task acquisition (see Chapter 2). For the RR task, 3 Weibull functions were
employed estimate the rate of performance change between Phases 1 and 2 (W1), Phases
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2 and 3 (W2) and Phases 3 and 4 (W3). For the SS task, only 2 Weibull’s were used (W1:
Phases 1-2; W2: Phases 2-3).

4.2.8 Statistical testing
Unless stated otherwise when reporting results, a repeated-measures ANOVA was used
to statistically analyse the data. A Greenhouse-Geisser correction was used when data
violated Mauchley’s test of sphericity. Significant interactions were investigated using
simple main effects testing. All post-hoc pairwise comparisons used a Bonferroni
correction. Please refer to Chapter 2 for a full description of the statistical methods.
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4.3 RESULTS
The preceding chapter established a method for the fine-grained analysis of choice
behaviour during the acquisition of a discrimination task. This general approach was
utilised here to examine how choice behaviour adapts to two separate task contingency
changes: a rule reversal and a strategy shift.

4.3.1 Rule Reversal (RR)

4.3.1.1 Reaching performance criteria during the RR task
Of the 10 animals that underwent the RR manipulation, only 7 animals reached
performance criterion before the experiment was terminated (see Methods). All analyses
were therefore restricted to these 7 animals. The range for reaching performance criteria
for the cohort was 16-46 sessions, with a mean value of 25.7 (SD = 10.3) and a median
value of 21 (IQR = 13). Session-by-session plots of individual RR learning curves are
shown in Figure S2.1 (Appendix II).

4.3.1.2 CPA reveals 4 distinct phases of performance during RR at the group level
For each individual data record at least 3 non-spurious CPs marking upward changes in
performance were detected (see Figure S2.2 in Appendix II for the CPA results for each
individual data record).
Using an identical approach to that taken in the preceding chapter, the CPs identified in
the RR data records were used to define the boundaries of task phases. The three
identified CPs could be used to divide the trial-by-trial record into 4 (4P) performance
phases (Figure 4.1), all of which were statistically distinct from one another at the group
level in terms of correct response rate (main effect of phase: F(3,18) = 488.53, P < 0.0001,
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Correct Response Rate
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(Perseverance) (Presolution) (Intermediate) (Solution)
Corner A
Corner B
Figure 4.1: Average correct response rate during each identified phase of the RR task. The CPA identified 4
phases (4P; 3 CPs) in all individual data records. Distinct correct response rates (of total responses) were
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P < 0.0002 for all post-hoc pairwise comparisons of phase). There was no main effect of
corner (F(1,6) = 1.287, P = 0.3) and no statistically significant corner-phase interaction
(F(3,18) = 2.78, P = 0.071).
When individual values were aggregated, the rate of correct responding prior to the first
CP was below chance and approximated levels that were antipodal to VD solution levels
(~20% as opposed to 80% correct responses). Hence, the choices being made under the
new RR circumstances appeared to be identical to those that were made during the
solution stage of the preceding VD task: i.e. the animal was primarily selecting the NP
port associated with the visual stimulus (previously correct, currently incorrect). This
stage was therefore termed “perseverance”.
In Phase 2 performance approximated chance levels and subsequent phase progressions
manifested in a strikingly similar manner to that observed in the VD task. Similarly,
Phase 4, the final epoch, reflected performance levels consistent with re-acquisition of the
task. Therefore, Phases 2, 3 and 4 were respectively named the “presolution”,
“intermediate” and “solution” phases.
The process of reversal learning could therefore be systematically divided into 4 distinct
phases of performance at the group level.

4.3.1.3 Characterising general response profiles over the course of RR
During the VD task (Chapter 3), animals exhibited significant lateralised biases for the
left or right NP port that became less pronounced as performance reached higher levels.
To assess how this response bias behaved over the course of the RR task, an RBI was
calculated during each performance phase for each individual data record (Figure 4.2).
When assessed at the group level over the 4 phases of RR performance, a main effect of
phase was observed (F(3,18) = 18.497, P < 0.0001) with post-hoc tests demonstrating that
the RBI in the presolution phase (Phase 2) was significantly higher than all other phases
(P < 0.02 for all pairwise phase comparisons), with no significant differences detected
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Figure 4.2: Average general response profiles across the identified phases of the RR task. The response-bias
index (RBI) for the cohort is shown per corner during each identified performance phase. Individual data shown
with mean ± SEM.
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between any other phases (P > 0.2 for all). There was no main effect of corner (F(1,6) =
1.069, P = 0.341) and no corner-phase interaction (F(3,18) = 0.806, P = 0.507).
When performance approximated chance (i.e. Phase 2) after very low performance levels
during RR, animals displayed a strong response bias.

4.3.1.4 Characterising the specific choice profiles over the course of RR
The detailed analysis of how specific choices changed over the course of VD acquisition
revealed highly systematic patterns of behaviour. Accordingly, to understand how
specific choices changed during reversal learning, each response was further categorised
as one of four specific choices: PC, PI, NpC and NpI. The rate of each choice was then
calculated for each phase in each individual data record and aggregated at the group
level (Figure 4.3). When analysing the rate of all choices across the four phases in both
corners, a main effect of choice was observed (F(1.56,9.357) = 35.739, P < 0.0001). Post-hoc
tests confirmed that the two preferred responses (PC and PI) were executed at an overall
higher rate than the two non-preferred responses (NpC and NpI; P < 0.007 for all pairwise
choice comparisons, agnostic to other factors). There were no overall rate differences
between the two choices within a response pair (P > 0.9 for all comparisons).
Although there was no corner-choice (F(1.522,9.131) = 1.608, P = 0.248) or corner-choicephase (F(9,54) = 1.483, P = 0.178) interactions, a choice-phase interaction was uncovered
(F(9,54) = 85.036, P < 0.0001). Simple main effects testing revealed many differences (see
Figure S2.3 in Appendix II for all statistical outcomes). Of interest was the finding that,
during the perseverance phase (Phase 1), PC and NpC choices were executed
significantly less frequently than PI and NpI choices respectively. Hence, animals were
significantly more likely to select a response when it was paired with the visual stimulus
(i.e. following the rules previously learned in the VD task). This pattern of choices was
seen to dramatically shift in the presolution phase (Phase 2), where both preferred choices
dominated responding over non-preferred choices (P < 0.0005 for all comparisons), with
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no observable influence of the position of the visual stimulus over behaviour (I.e. no
difference observed between PC and PI as well as NpC and NpI response rates; P > 0.1
for all comparisons). The position of the LED once again assumed control over choice
behaviour during the intermediate phase, since PC and NpC choice rates became
significantly higher than PI and NpI rates respectively (P < 0.02 for both comparisons).
In the final phase, correct choices dominated responding over incorrect choices (P <
0.0002), with no statistical difference between PC and NpC and PI and NpI choices (P >
0.2).
The specific choices made by the animals in both corners during reversal learning
appeared to be highly structured. During the earliest stage of adaptation, choices largely
reflected the previously learned rule and hence followed the position of the visual
stimulus. Choice profile shifted from a visual stimulus guided strategy to a responsebased strategy in the presolution period. Responding becomes more evenly allocated and
selective for the new visual-stimulus guided rule during the later stages of the RR task.

4.3.1.5 Estimating piecewise best-fit Weibull functions for RR: performance improvement as
multiple events
To estimate the performance dynamics of the 3 identified RR CPs, 3 Weibull functions
(W1-3) were fit to the data record from each corner for each animal (hence a total of 6
Weibull’s per animal, 2 corners x 3 transitions). For each individual Weibull function, the
S-value (slope parameter of the function defining how abruptly/gradually the function
increased) and the Dynamic Interval (DI; number of 5-trial bins required for the function
to transition from 10-90% of its total rise) were calculated and aggregated at the group
level to approximate the rate of each performance improvement. Figure S2.4 (Appendix
II) displays the best-fit piecewise Weibull functions for each individual RR performance
record.
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When considering each Weibull (W1-3) for all animals in both corners, median S-values
were 65.1 for W1 (range = 1.8-762.1, IQR = 404.8), 1567.9 for W2 (range = 2.1-7,351.5, IQR
= 2275.3) and 641 for W3 (range = 1.2-3,598.9, IQR = 1640.5). When S-values were
compared across the overlapping data segments and corners (Figure 4.4a), there was no
significant difference detected in a (Friedman test, χ2(5) = 10.184, p = 0.07).
Hence, although some estimates of performance resembled gradual sigmoid and inverse
exponential curves, the vast majority of function in this analysis appeared to be abrupt,
discontinuous and step-wise. No statistical differences were observed between corners
or performance transitions in this analysis.
When aggregating all individual DI values for each Weibull (W1-3) in both corners,
median values were 3.5 bins for W1 (corresponding to 15-20 trials; range = 0-44 bins,
IQRbins = 13.25), 0 bins for W2 (<5 trials; range = 0-130 bins, IQRbins = 9.5) and 1 bin for W3
(5-10 trials; range = 0-90 bins, IQRbins = 58). When comparing DIs generated from each
Weibull fitting procedure between corners and performance transitions (Figure 4.4b), no
significant effect was observed (Friedman test, χ2(5) = 2.047, p = 0.843). On average,
reiterating the S-value findings for this analysis, the increases in performance appeared
to emerge very suddenly and over relatively few trials.
Generally performance improvements were found to occur over a relatively low number
of trials, often resembling step-functions. Although no significant differences were
observed between the three performance transitions it was interesting to note that W2
tended to be associated with the most abrupt changes, a finding which mirrors that
observed for the presolution to intermediate period transition in the VD task.

4.3.1.6 Positive and negative outcome feedback sensitivity during RR
To investigate whether positive (rewarded) and negative (non-rewarded) outcome
feedback signals differentially influenced subsequent choice behaviour during reversal
learning, the likelihood of a rewarded trial (“win”) being followed by a correct response
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Figure 4.4: Estimating the dynamics of RR performance transitions using the piecewise Weibull fitting
approach. Each data record was separated into 3 overlapping segments that each contained one of the 3 performance transitions identified by CPA. A best-fit Weibull function was calculated for each segment (W1-3). a)
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Individual data shown with median ± IQR.
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(WWW; positive feedback) was compared to that of a non-rewarded trial (“lose”) being
followed by a correct response (LWL; positive feedback). The rate of WWW and LWL
responses were calculated for each animal in each corner for the entire RR period and
also within each identified phase (Figure 4.5).
When all trials were considered for the entire period of RR task acquisition (see Figure
4.5a), there was a main effect of feedback (F(1,6) = 207.923, P < 0.0001) demonstrating that
positive outcomes were more likely to influence subsequent correct choices than negative
outcomes were during the RR task (i.e. WWW rate > LWL rate). Although there was no
main effect of corner (F(1,6) = 0.485, P = 0.512) there was a significant corner-feedback
interaction (F(1,6) = 21.525, P = 0.004). However, simple main effects testing was not able
to identify the source of this interaction (P > 0.1 for all pairwise comparisons of corner
within each feedback type). Qualitatively, the overall rate of WWW responses appeared
to be slightly higher in CA than in CB, which generally follows the findings from VD task
acquisition data described in the preceding chapter (though there was no apparent
difference here in LWL response rates between the corners, unlike that which observed
In the VD task data). Further work is required to explore this trend.
Analysis of these feedback measures across performance epochs (Figure 4.5b) revealed a
main effect of phase (F(3,18) = 375.004, P < 0.0001), with post-hoc comparisons confirming
that WWW and LWL response rates progressively increased with each successive phase
(P < 0.0005 for all between phase comparisons). There was no significant main effect of
feedback (F(1,6) = 4.543, P = 0.077), no main effect of corner (F(1,6) = 0.786, P = 0.409) and
no corner-feedback (F(1,6) = 0.709, P = 0.432), corner-phase (F(1.325,7.951) = 2.099, P = 0.136),
feedback-phase (F(3,18) = 1.818, P = 0.18) or phase-corner-feedback (F(3,18) = 1.041, P = 0.398)
interactions.
To further explore the relationship between positive (WWW) and negative (LWL)
feedback on choice behaviour in individual animals, a feedback difference index (FDI)
was calculated. This was done by taking the difference between WWW and LWL rate for
each animal in each corner for the total RR acquisition period and also during each phase
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(Figure 4.6). As shown in Figure 4.6a, the average FDI for the ensemble was significantly
higher in CA than in CB (paired samples t-test; t(6) = 4.639, P = 0.004), indicating that
choice behaviour in CB was more evenly responsive to positive and negative feedback
signals than CA. For the phase-by-phase analysis (Figure 4.6b), there was no main effect
of corner (F(1,6) = 0.709, P = 0.432) or phase (F(3,18) = 1.818, P = 0.18) and no corner-phase
interaction (F(3,18) = 1.041, P = 0.398) for this measure.
Although there was an overall finding that correct choice performance was more
influenced by positive than negative outcome feedback, this was not found to be robust
enough to reach statistical significance when looking across the identified RR phases.
Furthermore, a close analysis of individual feedback differences was not able to uncover
any differential feedback sensitivity across the RR phases, though when examining this
measure for the entire RR period it did reveal that correct choice behaviour in CB was
more evenly influenced by positive and negative feedback than that in CA, which was
biased in favour of positive feedback.

4.3.1.7 Positive and negative outcome feedback differences after preferred and non-preferred
responses during RR
During the VD task, outcomes were found to differentially influence subsequent choice
behaviour depending on whether they were received after preferred or non-preferred
responses. To investigate whether animals exhibited response-dependent differences in
outcome-feedback sensitivity in the RR task, the prospective influence of both positive
(WWW) and negative (LWL) feedback received after the preferred responses was
compared to that received after the non-preferred response (Figure 4.7).
When the rate of WWW and LWL were calculated for each animal in each corner for the
entire RR period (Figure 4.7a), there was a main effect of feedback (F(1,6) = 302.885, P <
0.0001) reiterating the previous observation that positive feedback (WWW) was generally
more influential than negative feedback (LWL) during the RR task. No other significant
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main effects (corner: F(1,6) = 3.621, P = 0.106. response: F(1,6) = 1.188, P = 0.318) or
interactions (corner-response: F(1,6) = 0.149, P = 0.713. corner-feedback: F(1,6) = 0.77, P =
0.414. response-feedback: F(1,6) = 0.804, P = 0.404. corner-response-feedback: F(1,6) = 1.851, P
= 0.223) were observed.
To more closely examine whether or not the two general responses were differentially
affected by positive and negative feedback over the entire course of the RR task, the FDI
(WWW - WWL) was calculated for preferred and non-preferred responses (Figure 4.7b).
No significant effects were observed in this analysis (no main effect of corner: F(1,6) = 0.77,
P = 0.414. No main effect of response: F(1,6) = 0.804, P = 0.404. No corner-response
interaction: F(1,6) = 1.851, P = 0.223).
There were no observable differences in outcome-feedback sensitivity between preferred
and non-preferred responses when the entire RR period was considered. When these
measures were analysed across the 4 RR phases results were similarly inconclusive (see
Figure S2.5 in Appendix II for plots and a full description of findings).

4.3.1.8 Estimating deliberation across phases of the RR task
The reversal of task contingencies requires a change in behavioural strategy, a process
which may require the inhibition of previously learned associations and engagement of
novel response selection processes to discover the new reward contingencies. How
deliberative mechanisms might contribute to behavioural adaptation under these
circumstances remains unknown. To determine whether or not the reversal of task
contingencies had any effect on response latency, the time between trial initiation and the
initiation of the first NP was calculated for each trial of the RR task.
The median response latency was calculated for each individual animal per corner for all
trials in a given phase. When aggregated at the group level (Figure 4.8a), there was a main
effect of phase (F(3,18) = 4.83, P = 0.012), though post-hoc comparisons did not reveal any
significant differences after correcting for multiple comparisons (P > 0.05 for all pairwise
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comparisons of phase). Qualitatively, response latency appeared be higher during the
latest phase, especially when compared to Phases 1 and 2. There was no main effect of
corner (F(1,6) = 0.363, P = 0.569) nor was there a corner-phase interaction (F(1.146,6.876) =
1.298, P = 0.302).
To explore how response latency changed more generally after a RR, this measure was
plotted for all phases detected in the contiguous VD and RR tasks (Figure 4.8b).
Restricting analysis to the final phase of the VD task and the 4 RR phases uncovered a
main effect of phase (F(4,24) = 3.463, P = 0.023), but again post hoc tests did not yield any
significant differences after correcting for multiple comparisons. Qualitatively, there
appeared to be a reduction in response latency in the first two RR phases as compared to
that exhibited at the end of the VD task. There was no main effect of corner (F(1,6) = 0.062,
P = 0.811) and no corner-phase interaction (F(2.033,12.196) = 0.749, P = 0.495).
Thus, response latency generally appeared to be lower during the early phases of reversal
learning, seemingly reduced from levels observed prior to the reversal. Response latency
appeared to increase as performance improved beyond chance levels, although the effect
was not robust enough given the sample size to yield more specific results.

4.3.1.9 Estimating performance-dependent deliberation during RR
To explore the relationship between performance and response latency, each trial was
classified as being either correct or incorrect. The median response latency was then
calculated for each performance state for all trials and also for each identified phase in
each individual RR record (Figure 4.9).
For the entire period of the RR task (Figure 4.9a), group analysis showed that correct trials
were associated with a significantly higher response latency than incorrect trials (main
effect of performance; F(1,6) = 12.534, P = 0.012). There was no main effect of corner (F(1,6)
= 0.273, P = 0.62) and no corner-performance interaction (F(1,6) = 0.144, P = 0.717).
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When examining performance-dependent response latency across the 4 RR phases
(Figure 4.9b), no statistically significant main effects (performance: F(1,6) = 0.128, P =
0.733. corner: F(1,6) = 0.085, P = 0.781. phase: F(3,18) = 2.8, P = 0.07) or interactions (cornerperformance: F(1,6) = 4.481, P = 0.079. corner-phase: F(3,18) = 0.103, P = 0.958. performancephase: F(1.147,6.883) = 0.121, P = 0.772. corner-performance-phase: F(3,18) = 1.514, P = 0.245.
normalised: F(3,18)) = 1.089, P = 0.379) were observed.
Generally, correct responses were initiated with a longer latency than incorrect responses.
When analysed by phase however, there did not seem to be any differences between the
two performance states in this task.

4.3.1.10 Estimating response-dependent deliberation during RR
During the VD task, the preferred response was found to be associated with a
significantly faster response latency when compared to the non-preferred response. To
explore the relationship between general responses and their initiation latencies during
the RR task, the median response latency was calculated for each response type in each
individual data record for the entire RR acquisition period and also for each phase (Figure
4.10).
When all RR trials were considered together (Figure 4.10a), the non-preferred response
was found to have a significantly higher initiation latency than the preferred response
(main effect of response; F(1,6) = 10.851, P = 0.017). There was no main effect of corner
(F(1,6) = 0.341, P = 0.58) nor was there a corner-response interaction (F(1,6) = 0.491, P =
0.51).
When analysing response-dependent latency across the 4 RR phases (Figure 4.10b), there
was a main effect of phase (F(3,18) = 3.404, P = 0.04), though post-hoc tests did not
illuminate where the significant changes occurred between phases (P > 0.2 for all pairwise
phase comparisons). There were no other statistically significant main effects (response:
F(1,6) = 3.559, P = 0.108. corner: F(1,6) = 0.001, P = 0.98) or interactions (corner-response:
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F(1,6) = 1.287, P = 0.3). corner-phase: F(3,18) = 0.932, P = 0.446. response-phase: F(3,18) =
0.199, P = 0.895. corner-response-phase: F(3,18) = 0.359, P = 0.783).
Generally, the preferred response was associated with a faster initiation latency than the
non-preferred response. Although the phase-by-phase data appeared to support this, the
effect size was too small to detect with the given dataset.

4.3.1.11 Estimating specific choice-dependent deliberation during RR
To determine whether the specific choices made during the RR task exhibited dissociable
response latencies, the median response latency was calculated for each choice type (PC,
PI, NpC, NpI) for the entire RR acquisition period and also for each phase within each
individual data record (Figure 4.11).
For the entire RR period (Figure 4.11a), there was a main effect of choice (F(3,18) = 3.637,
P = 0.033), however post-hoc tests did not reveal where the differences existed after
correcting for multiple comparisons. Though there was no main effect of corner (F(1,6) =
0.038, P = 0.853), a significant corner-choice interaction was uncovered (F(3,18) = 4.123, P
= 0.022). Simple main effects testing (all statistical outcomes displayed in Figure S2.6 in
Appendix II) revealed that the PI choice was initiated with a significantly shorter latency
than NpC and NpI in CA (P < 0.04 for both comparisons) and PC in CB (P < 0.003).
An attempt was made to explore the relationship between specific choices and response
latency over the 4 phases of the RR task (Figure 4.11b). However, 5/7 animals had missing
values concentrated in the perseverance stage, largely owing to the very low rate of
correct responding (hence no NpC or PC choices made for some animals), making a
straightforward statistical analysis untenable.
Overall, there was some weak evidence to suggest that PI responses may have been
generally executed faster than all other choices, including the same response when correct
(i.e. PC).
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Figure 4.11: Specific choice-dependent response latency during the RR task. For each trial, the choice made
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4.3.1.12 The use of current task state for rewarded corners during RR: nosepoking during active
and inactive corner visits
To investigate whether or not animals continued to use the visual stimulus to signal the
current task state of the rewarded corner during RR, the rate of inactive and active visits
with NPs (of total inactive and active visits respectively) was compared across phases
(Figure 4.12a). It should be noted that one animal exhibited a consistently higher rate of
inactive visits with NPs than all other animals. Subsequent examination of the data
revealed that the IntelliCage system was not recognising the subject as quickly as the
other mice (likely due to a malfunctioning transponder) resulting in a delay in LED
illumination upon visiting an active corner. Accordingly, this animal was removed from
this analysis.
A main effect of state (F(1,5) = 370.222, P < 0.0001) confirmed that animals were
significantly more likely to NP during active visits when compared to inactive visits.
There was also a main effect of phase (F(3,15) = 27.606, P < 0.0001), with post-hoc tests
(agnostic of state) suggesting a general reduction in proportion of visits with NPs after
the presolution period (Phase 2 being significantly higher than Phase 3 and Phase 4 for
this measure (P < 0.05), but not significantly different to Phase1).
There was no main effect of corner (F(1,5) = 0.014, P = 0.909) and no corner-state (F(1,5) =
0.005, P = 0.944), corner-phase (F(3,15) = 0.85, P = 0.488) or corner-phase-state (F(3,15) = 0.795,
P = 0.515) interactions. However, a significant state-phase interaction was revealed
(F(1.828,9.14) = 16.711, P = 0.001), with simple main effects testing (all statistical outcomes
displayed in Figure S2.7 in Appendix II) confirming that this measure did not
significantly change for active visits over any phase (P > 0.09 for all pairwise phase
comparisons). However, the rate of inactive visits with NPs was found to be significantly
higher in the presolution phase (Phase 2) than all other phases (P < 0.05 for all
comparisons). Although the difference between Phase 1 and 2 was small, it was found to
be significant during pairwise comparisons which indicates that animals became more
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Figure 4.12: Task state-dependent responding during visits to the rewarded corners in the RR task. During
each testing session, visits could be made to the rewarded corners when in either an active (reward possible, visual
stimulus presented) or inactive (no reward possible, no visual stimulus presented) state. Visits could be further
categorised by whether or not they featured a NP response. a) For each identified phase, the rate of each visit type
with a NP was calculated as a function of the total number of visits of that same category during each phase in a
given individual data record (before being aggregated at the group level). b) The average rate of inactive visits with
NPs (of all inactive visits) for each phase identified in both the VD and RR analyses. Only animals that underwent
RR testing (and reached criterion levels) were included. The red broken line demarcates the junction between the
VD and the RR tasks. Data shown is mean ± SEM.
194

likely to respond during an inactive visit when they adopted a response strategy in the
presolution phase. This was also the only period where their choice behaviour was found
to be insensitive to the position of the visual stimulus (Figure 4.3). Animals were also
more likely to NP during inactive visits in Phase 1 when compared to Phase 4 (P < 0.02).
To obtain a more general understanding of how nosepoking behaviour during inactive
visits was affected by the contingency change, this measure was plotted for all identified
VD and RR phases (Figure 4.12b). Analysis (restricted to the final phase of the VD task
and the 4 RR phases) revealed a main effect of phase (F(4,20) = 18.196, P < 0.0001), with
post-hoc tests confirming that RR Phase 2 was significantly higher for this measure than
VD Phase 3 (P = 0.049). The difference between VD Phase 3 and RR phase 1 did not reach
statistical significance after correcting for multiple comparisons (P = 0.086). Animals were
found to be equally likely to NP during inactive visits for VD Phase 3 and RR Phases 3
and 4 (P = 1 for all comparisons). Therefore, the reversal of task contingencies caused
animals to increase their likelihood of nosepoking during inactive visits, particularly
when their choice behaviour became driven by a response strategy.
During the RR task, animals became more likely to NP during inactive visits that occurred
in the presolution period when compared to all other phases. This suggests a mode of
responding that was less sensitive to differences in task states (as signalled by the visual
stimulus) during this time. This measure was also elevated in RR Phase 1 when compared
to Phase 4, indicating that the effect of the reversal on inactive state responding was at
least somewhat observable during the earliest stages of adaptation.

4.3.1.13 The use of current task state for non-stimulus signalled visits during RR: nosepoking
during inactive and never-rewarded corner visits
To further interrogate the representation or use of current task state during the RR task,
location-dependent nosepoking behaviour was also characterised for the RR data. (Note:
the same animal that was excluded in the inactive/active task-state analysis described in
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the previous section was not included in this analysis). To accomplish this, the likelihood
of nosepoking during a visit was compared between inactive and never-rewarded
corners across RR phases (Figure 4.13a). A main effect of state (F(1,5) = 16.709, P = 0.009)
demonstrated that animals were generally more likely to NP during never-rewarded
corner visits as compared to inactive rewarded corner visits. There was also a main effect
of phase (F(3,15) = 20.946, P = 0.003) and post-hoc tests confirmed that animals were more
likely to NP (agnostic of state) during the presolution period (Phase 2) when compared to
the two subsequent phases (P < 0.04 for both comparisons), but not the preceding phase
(P = 1).
There was no main effect of corner (F(1,5) = 0.003, P = 0.956) and no corner-phase (F(3,15)
= 0.782, P = 0.522), state-phase (F(3,15) = 2.276, P = 0.122), corner-state (F(1,5) = 0.021, P =
0.89) or corner-phase-state (F(3,15) = 0.8, P = 0.513) interactions in this analysis.
To explore how the reversal may have impacted nosepoking behaviour during neverrewarded corner visits, this measure was plotted for all phases detected in the VD and
RR tasks (Figure 4.13b). Analysis (restricted to the final phase of the VD task and all RR
phases) uncovered a significant main effect of phase (F(4,20) = 11.394, P < 0.0001). Posthoc tests demonstrated that the final VD phase was not significantly different to any of
the RR phases except for the presolution phase (P = 0.008, P > 0.1 for all other
comparisons). Furthermore, this measure was significantly higher during the presolution
period (RR Phase 2) when compared to the two subsequent phases (P < 0.01 for both
comparisons) but not the preceding perseverance phase (P = 1). There was no main effect
of corner (F(1,5) = 0.044, P = 0.843) and no corner-phase interaction (F(4,20) = 0.483, P =
0.748) for this analysis.
The reversal in task contingencies did not observably affect the distinction animals made
between inactive and never-rewarded visits in terms of likelihood of nosepoking.
However, the reversal did make NPs more likely to occur during never-rewarded visits,
a measure which was significantly elevated during the RR presolution period (i.e. when
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Figure 4.13: Task state-dependent responding during visits to the inactive and never-rewarded corners in
the RR task. During each testing session, visits could be made to the inactive rewarded corners (no reward possible, no visual stimulus presented) and to the never-rewarded corners (no reward possible, no visual stimulus
presented). Visits could be further categorised by whether or not they featured a NP response. a) For each identified phase, the rate of each visit type with a NP was calculated as a function of the total number of visits of that
same category during each phase in a given individual data record (before being aggregated at the group level). b)
The average rate of never-rewarded visits with NPs (of all never-rewarded visits) for each phase identified in both
the VD and RR analyses. Only animals that underwent RR testing (and reached criterion levels) were included.
The red broken line demarcates the junction between the VD and the RR tasks. Data shown is mean ± SEM.
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the strong response bias was observed) as compared to the final phase of the VD task,
returning to lower levels on subsequent RR phases as performance improved.

4.3.1.14 Learning the underlying task structure during RR: visits to the never-rewarded corners
During the VD task, animals learned to distinguish between the 2 rewarded and the two
never rewarded corners. It is possible that the reversal in task contingencies and
subsequent dearth of water access (especially during the early perseverative stage) would
drive animals to seek reward in alternate locations. To investigate this possibility, the rate
of visits to the never-rewarded corners was calculated for each phase during the RR task
(“visit errors”; see methods for how this data was organised).
For the analysis of never-rewarded visit rate across RR phases (Figure 4.14a), there was
no main effect of corner (F(1,6) = 1.785, P = 0.23) or phase (F(3,18) = 3.023, P = 0.057) and
no corner-phase interaction (F(3,18) = 0.255, P = 0.857). Furthermore, the reversal in task
contingencies did not significantly alter visit error rate when the final VD phase was
included in the analysis (Figure 4.14b; no main effect of corner: F(1,6) = 1.413, P = 0.28; no
main effect of phase: F(2.128,12.767) = 2.444, P = 0.124; no corner-phase interaction: F(4,24)
= 0.362, P = 0.833).
The reduced reward rates experienced during RR did not engender overt changes in
exploratory behaviour as measured by visit error rate.
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Figure 4.14: Average visit error rate during the RR task. a) The rate of visits to the two never-rewarded corners
(visit error rate) could be calculated as a function of total visits during the nightly testing sessions for each identified phase. Since trials progressed in the two rewarded corners simultaneously, total visit error rate was calculated
for an individual with respect to CPs from both rewarded corners separately (see methods section for full
description). b) The visit error rate for each phase identified in both the VD and RR analyses. Only animals that
underwent RR testing (and reached criterion levels) were included. The red broken line demarcates the junction
between the VD and the RR tasks. Data shown is mean ± SEM with individual values shown in a) only.
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4.3.2 Strategy Shift (SS)

4.3.2.1 All animals acquired the SS task, reaching performance criteria
All 9 animals that underwent the SS manipulation reached performance criterion of 2
consecutive sessions of at least 80% correct responses in both corners (note that these were
not the same subjects that underwent the RR task described above). The range for
reaching performance criteria for the cohort was 7-25 sessions, with a mean value of 16.2
(SD = 6.5) and a median value of 14 (IQR = 12.5). Session-by-session plots of individual
SS learning curves are shown in Figure S2.8 (Appendix II).

4.3.2.2 Performance improves earlier when the new response strategy aligns with preferences
For each individual data record at least 2 non-spurious CPs marking upward changes in
performance were detected (see Figure S2.9 in Appendix II for the CPA results for each
individual data record).
During the SS task, contingencies changed so that for one corner (CA) the correct
response was aligned with the animal’s preferred response, while in the other (CB), the
correct choice overlapped with their non-preferred response, in all cases independently
of the position of the visual stimulus. To determine whether or not animals responded to
the change in task contingencies in a comparable fashion, the number of trials to each
detected transition was compared between corners. Specifically, the number of trials from
the start of testing to the first CP (CP1) and the number of trials from CP1 to the second
CP (CP2) were calculated for each animal in each corner (Figure 4.15).
When analysed at the group level, a main effect of corner (F(1,8) = 10.128, P = 0.013)
confirmed that CPs were detected significantly earlier in CA than CB. There was no main
effect of CP (F(1,8) = 0.408, P = 0.541), indicating that the first and second identified
performance transitions occurred after a comparable number of trials. There was no
corner-phase interaction (F(1,8) = 0.352, P = 0.569).
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Figure 4.15: Average trials to first and second performance transitions during the SS task. For each corner, 2
significant upward transitions in performance (change points; CPs) were identified. The number of trials from the
start of the data record to the first CP (CP1) and first post-CP1 trial to the second CP (CP2) were calculated for
each individual data record and aggregated at the group level. Individual data shown with mean ± SEM.
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Thus, upward shifts in performance were detected after fewer trials when the new task
contingencies aligned with the preferred response of the animals.

4.3.2.3 CPA reveals distinct phases of performance during SS at the group level
The two CPs identified in the CPA were used to mark junctions between phases in each
data record as animals learned to adapt behaviour in the SS task. The correct response
rate in each phase was aggregated at the ensemble level to compare the general
progression of performance improvements between the two corners (Figure 4.16). Note
that the performance scores here directly report the general response selection (i.e. the
rate of preferred and non-preferred responses in CA and CB respectively. This is akin to
the RBI from previous analyses, though calculated differently).
The two CPs were used to produce 3 performance phases that were statistically distinct
from one another at the group level (main effect of phase: F(2,16) = 173.819, P < 0.0001. P
< 0.0001 for all post-hoc phase comparisons). Furthermore, there was a main effect of
corner (F(1,8) = 17.655, P = 0.003), indicating that performance was generally higher in CA
than in CB.
Finally, a significant corner-phase interaction was observed (F(1.119,8.956) = 5.062, P <
0.048), with simple main effects testing confirming that the correct response rate was
significantly higher in CA than CB for all phases (P < 0.008 for all comparisons). The
correct response rate significantly increased with each successive phase in both corners
(P < 0.006 for all comparisons).
Animals exhibited distinct phases of performance improvement during a strategy shift
from a visual to a response task. Unsurprisingly, performance improvements differed
depending on whether or not the correct response aligned with the preferences already
exhibited by the animal.

202

Correct Response Rate

1.0
0.8

0.5

0.0
Phase1

Phase 2

Phase3
Corner A
Corner B

Figure 4.16: Average correct response rate during each identified phase of the SS task. The CPA identified 3
phases (3P; 2 CPs) in all individual data records. Distinct correct response rates (of total response) were observed
for each phase in both Corner A and Corner B. Individual data shown with mean ± SEM.
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4.3.2.4 Characterising abandonment of the previously acquired visual strategy in the SS task
Although it is clear that the selection of the correct response improves over the course of
strategy shifting, this performance measure does not yield much information about how
the previously learned visual strategy impacted choice behaviour. Hence, for each
identified performance phase, the rate of selecting the NP port paired with the visual
stimulus on that trial was calculated (Figure 4.17). This measure reflects behaviour that
is consistent with the choice rules learned during the VD task.
The influence of the visual cue over choice behaviour significantly diminished with each
successive performance epoch (main effect of phase: F(2,16) = 87.281, P < 0.0001. P < 0.002
for all post-hoc phase comparisons). Furthermore, a main effect of corner was observed
(F(1,8) = 6.665, P = 0.033), confirming that animals were significantly more likely to select
responses that were aligned with the visual stimulus in CB than CA. There was no cornerphase interaction (F(2,16) = 1.707, P = 0.213).
After a change in task contingencies that required a shift in strategy, animals continued
to exhibit a previously learned visual stimulus-guided strategy even as the new correct
response strategy emerged. This effect was more pronounced when the response strategy
did not align with the learned or innate response preferences of the animal. Curiously,
even when performance of the response strategy was high (as seen during Phase 2 for CA
in Figure 4.16), the visual strategy appears to maintain detectable control over
responding.

4.3.2.5 Characterising the specific choice profiles over the course of SS
The preferred and non-preferred responses made during the SS task could be further
categorised depending on whether or not they were aligned or paired with the position
of the visual stimulus or not. The four possible categories were: Preferred and LED paired
(PL+), Preferred and not LED paired (PL-), Non-Preferred and LED paired (NpL+) and
Non-Preferred and not LED paired (NpL-). This categorisation of specific choices allowed
204

LED Selection Rate

1.0
0.8

0.5

0.0
Phase1

Phase 2

Phase3
Corner A
Corner B

Figure 4.17: Average use of the visual-cue guided strategy during each identified phase of the SS task. The
average rate of selecting the NP port aligned with the visual stimulus/LED (of all responses) for the cohort is
shown per corner during each phase. Individual data shown with mean ± SEM.
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for the examination of how the previously acquired visual-cue guided strategy and the
newly relevant response strategies interacted over the course of strategy shifting.
When comparing the average rate of each choice category over the 3 identified phases
(Figure 4.18), there was a main effect of choice (F(1.615,12.918) = 75.877, P < 0.0001). Posthoc tests (agnostic to corner and phase) confirmed that generally the PL+ choice was
executed at a higher rate than all other choices, the NpL- rate was lower than all other
choices and the NpL+ choice rate was found to be higher than that of the PL- choice (P <
0.03 for all pairwise comparisons).
Next, significant corner-choice (F(3,24) = 69.793, P < 0.0001), choice-phase (F(2.741,21.928) =
28.673, P < 0.0001) and corner-choice-phase (F(6,48) = 59.35, P < 0.0001) interactions were
observed. Statistical outcomes for all simple main effects testing are displayed in Figure
S2.10 (Appendix II).
The first finding of interest was that the rate of execution of each specific choice type did
not differ between corners in Phase 1 (P > 0.1 for all comparisons). Furthermore, during
the first phase animals largely followed the previously acquired VD rule. Specifically,
PL+ and NpL+ rates were not statistically distinguishable from one another within each
corner (P > 0.1 for both comparisons), indicating that animals were selecting the NP port
associated with the LED regardless of whether or not it aligned with the new response
rule. Consistent with this observation, PL- and NpL- were similarly executed in CB
during this time (P = 0.429), however the PL- rate was significantly higher than the NpLrate in CA (P = 0.038). Hence, although animals continued to execute choices according
to the previously learned VD rule in both corners during Phase 1, the new response rule
had started to emerge in CA with a specific selection of the preferred (correct) response
over the non-preferred (incorrect) response when the visual stimulus was aligned with
the incorrect side.
The position of the visual stimulus retained a detectable influence over choice behaviour
throughout all phases in CB, as evidenced by the significantly higher rate of PL+ over PL206
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Figure 4.18: Average specific choice profiles across the identified phases of the SS task. The first response on
each trial could be classified as one of four possible choices: a preferred response aligned with the LED (PL+), a
preferred response not aligned with the LED (PL-), a non-preferred response aligned with the LED (NpL+) or a
non-preferred response not aligned with the LED (NpL-). The rate of each choice type (of total choices) was
calculated for each phase identified in each individual data record before being aggregated at the group level. For
visibility, values from a) Corner A and b) Corner B were plotted separately. Data shown is mean ± SEM.
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and NpL+ over NpL- (P < 0.04 for all comparisons). For CA, a similar finding was
observed in the first two phases (P < 0.01 for all comparisons) but by the third phase both
the preferred and non-preferred responses were no longer statistically dissociable in
terms of alignment with the LED (I.e. no significant differences between PL+ and PL- or
NpL+ and NpL- rates; P > 0.1 for both comparisons in CA). Therefore, the visual rule was
eventually abandoned when the new rule was aligned with the animals pre-existing
preferences.
During a shift in strategy, the specific choices made by animals appeared to be highly
structured during each phase. Furthermore, while choice profiles were statistically
indistinguishable between the corners in Phase 1, significant differences emerged in
succeeding phases in alignment with the new reinforcement contingencies. After the
reward contingencies shifted from a visual to a response task, the majority of choices
continued to be driven by the previously learned visual strategy in both corners, to
differing degrees. The correct response strategy appeared to emerge earlier in CA (where
it aligned with pre-existing preferences) and was executed at a generally higher rate
across all phases. The visual stimulus guided strategy appeared to maintain some control
over choice behaviour in CB during all epochs tested, but was abandoned in CA by the
final phase.

4.3.2.6 Estimating piecewise best-fit Weibull functions for SS: performance improvement as
multiple events
To estimate the performance dynamics of the 2 identified SS CPs in each corner, 2 Weibull
functions (W1-2) were fit to each individual data record (hence a total of 4 Weibull’s per
animal). For each individual Weibull function, the S-value (slope parameter reflecting
how abruptly/gradually the function increased) and the Dynamic Interval (DI; number
of 5-trial bins required for the function to transition from 10-90% of its total rise) were
calculated and aggregated at the group level to approximate the rate of each performance
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improvement. Figure S2.11 (Appendix II) displays the best-fit piecewise Weibull
functions for each individual SS performance record.
When considering W1 for all animals, the median S-value was 219.3 in CA (range = 20.51269.4, IQR = 581.2) and 495.3 in CB (range = 0.7-1940.65, IQR = 860.3). For W2, the median
S-value was 28 in CA (range = 2.7-1822.9, IQR = 1299.9) and 78.5 in CB (range = 1.4-1912.5,
IQR = 761.5). When S-values were compared between Weibull’s and corners (Figure
4.19a), there was no significant difference detected (Friedman test; χ2(3) = 1.133, p =
0.769).
Next, DIs were aggregated for each Weibull in each corner. In CA, the median DI for W1
was 1 bin in CA (corresponding to 5-10 trials; range = 0-2 bins, IQRbins = 1) and 0 bins in
CB (<5 trials; range = 0-66 bins, IQRbins = 25). For W2, the median DI was 1 bin in CA (510 trials; range = 0-32 bins, IQRbins = 23.5) and 2 bins in CB (10-15 trials; range = 0-88 bins,
IQRbins = 45). When comparing DIs generated from each Weibull between corners (Figure
4.19b), no significant effect was observed (Friedman test, χ2(3) = 2.108, P = 0.55).
During the SS task, performance improvements were most often found to occur abruptly
and over a relatively low number of trials, though there were examples of more gradual
phase transitions. This effect seemed comparable across corners.

4.3.2.7 Positive and negative outcome feedback during SS
Animals are known to use feedback signals from recent outcomes (reward receipt and
reward omission) to guide choice behaviour, particularly during dynamic and changing
conditions (Walton et al. 2010). To measure the effect of positive (reward) and negative
(non-reward) outcome feedback on subsequent response selection during strategy
switching, the rate of WWW (positive feedback) and LWL (negative feedback) responding
was calculated. Since all wins and losses were both directly tied to a given response in
each corner for this task (all wins in CA were the preferred response and all losses were
the non-preferred response and vice versa for CB), the positive and negative feedback
209
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Figure 4.19: Estimating the dynamics of SS performance transitions using the piecewise Weibull fitting
approach. Each data record was separated into 2 overlapping segments that each contained one of the 2 performance transitions identified by CPA. A best-fit Weibull function was calculated for each segment (W1-2). a)
S-values estimating the abruptness of each best-fitting Weibull function were aggregated at the cohort level (by
corner) for W1-2. b) The dynamic interval (DI) was calculated as the number of 5-trial bins required for each
Weibull function to increase from 10-90% of its total rise and aggregated at the cohort level (by corner) for
W1-2. Individual data shown with median ± IQR.
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measures are already response-dependent here by definition (see Methods for further
explanation).
When the SS task was considered in its entirety (i.e. across all trials; Figure 4.20a), the rate
of WWW responding was found to be significantly higher than LWL responding (main
effect of feedback: F(1,8) = 9.101, P = 0.017). There was also a main effect of corner (F(1,8)
= 18.143, P = 0.003), which confirmed that the overall win rate was higher in CA than in
CB. There was no corner-phase interaction (F(1,8) = 1.823, P = 0.214).
To more closely investigate this difference between positive and negative feedback
signals, a feedback difference index (FDI; WWW - LWL) was calculated for each corner
(Figure 4.20b). When the FDI was compared between corners at the group level, no
significant differences were observed (paired samples t-test; t(8) = 1.35, P = 0.214)
indicating that the relative influence of positive and negative feedback was comparable
between corners.
Next, the influence of positive and negative feedback over subsequent choice behaviour
was examined across identified SS phases (Figure 4.20c). The analysis identified a main
effect of phase (F(2,16) = 60.111, P < 0.0001) and corner (F(1,8) = 10.094, P = 0.013),
respectively reflecting the increasing rate of both WWW and LWL responses with each
successive phase and the higher general “win” rate (i.e. performance) in CA. The main
effect of feedback did not reach statistical significance (F(1,8) = 3.715, P = 0.09).
Furthermore, there was no statistically significant interactions (corner-feedback: F(1,8) =
0.006, P = 0.942. corner-phase: F(1.148,9.184) = 4.563, P = 0.057. feedback-phase: F(2,16) =
3.244, P = 0.066. corner-feedback-phase: F(2,16) = 0.743, P = 0.491).
An FDI was calculated for each animal in each corner during each phase (Figure 4.20d).
There were no statistically significant main effects (phase: F(2,16) = 3.244, P = 0.066. corner:
(1,8) = 0.006, P = 0.942) and no interaction (corner-phase: F(2,16) = 0.743, P = 0.491) for this
analysis. However, although not statistically significant, there was a trend for Phase 1 to
have a lower FDI than the other phases (P = 0.066 for the main effect of phase),
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Figure 4.20: Outcome feedback sensitivity during the SS task. Averate rate of WWW (positive outcome feedback) and LWL (negative outcome feedback) responses in both corners for a) all trials across the entire SS period
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a), b) and d).
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suggesting a subtle effect where responding during the early stages of SS may be more
readily influenced by negative than positive feedback.
During strategy switching, choices tended to be more sensitive to positive outcome
feedback than negative outcome feedback i.e. animals were more likely to select the
correct response if the previous response was correct than if it was incorrect. This was the
case when either the preferred or the non-preferred response was correct/rewarded.
There was a trend for negative feedback to be more influential than positive feedback
during the earliest identified SS phase. While the effect was minor, it does suggest that
feedback sensitivity may change throughout the process of switching from a visual cueguided rule to a response strategy.

4.3.2.8 Estimating deliberation across phases of the SS task
Choice behaviour over the course of the SS task suggests that animals had at least two
strategies that were competing for behavioural control: a visual-cue guided strategy and
a response guided strategy. Such a conflict in response selection may have caused more
deliberative mechanisms to be engaged in the decision-making process. Furthermore,
since behaviour adapted differentially between CA and CB, it was of interest to determine
whether the same responses would be initiated with more or less deliberation under
different reward contingencies (i.e. between corners). To obtain an overall estimate of
how deliberative choices were throughout the course of strategy shifting, response
latency (time between trial initiation and the initiation of the first NP) was calculated for
each trial as done for the VD and RR tasks.
For each animal in each corner, the median response latency was calculated for all trials
within a given phase (Figure 4.21a). When aggregated at the ensemble level, analysis
revealed a main effect of corner (F(1,8) = 21.488, P = 0.002) where CA was found to be
associated with a significantly lower response latency than CB. There was no significant
effect of phase (F(1.231,9.85) = 4.431, P = 0.056) but there was a significant corner-phase
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Figure 4.21: Changes in median response latency during the SS task. For each trial, the time between trial
initiation (entry into the active rewarded corner) and the initiation of the NP response was calculated in seconds
(response latency). a) For each individual data record, the median response latency (seconds) could be determined for each phase. These values were aggregated at the cohort level for each corner. b) The same data was
plotted for each phase identified in both the VD and SS analyses. Only animals that underwent SS testing were
included in the VD portion. The red vertical broken demarcates the junction between the VD and the SS tasks.
Data shown is mean ± SEM, with individual data additionally displayed in a).
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interaction (F(2,16) = 5.499, P = 0.034). Simple main effects testing (see Figure S2.12 in
Appendix II for all statistical outcomes) demonstrated that response latency was
comparable between the two corners in Phase 1 (P = 0.361) but that CB was lower than
CA for this measure in Phases 2 and 3 (P < 0.007 for both comparisons). Furthermore,
there was no change in response latency across phases for CB, but in CA responses came
to be initiated significantly faster in Phases 2 and 3 than they were in Phase 1 (P < 0.05 for
all pairwise comparisons of phase).
These results were generally replicated when SS response latencies were compared to
that exhibited in the final VD phase (Figure 4.21b). Here, there was a main effect of corner
(F(1,8) = 27.37, P = 0.001), no significant main effect of phase (F(3,24) = 2.945, P = 0.053)
and a significant corner-phase interaction (F(3,24) = 5.051, P = 0.007). Importantly, simple
main effects testing (Figure S2.12, Appendix II) confirmed that response latencies were
comparable between the two corners in the final VD phase and Phase 1 of SS (P > 0.3 for
both comparisons), though this measure became significantly lower in CA when
compared to CB for Phases 2 and 3 (P < 0.007 for both comparisons).
As the animals acquired the SS task, response latency differences emerged between the
two corners, with responses coming to be initiated faster in the corner where the new task
contingencies aligned with response preferences.

4.3.2.9 Response-dependent estimate of deliberation during the SS task
Since preferred and non-preferred responses had different reward related contingencies
in the two corners, it was of interest to determine whether the same response would be
initiated differently depending on which corner the animal was in. Accordingly, the
median response latency was calculated for preferred and non-preferred responses type
for each animal in each corner for the entire SS acquisition period and also for each phase
(Figure 4.22).
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Figure 4.22: Response-dependent response latency during the SS task. For each trial, the response made by
the animal could be classified as either preferred (correct in CA, incorrect in CB) or non-preferred (incorrect in
CA, correct in CB) and the response latency (in seconds) calculated. For each individual, the average median
response time (seconds) for each response type was calculated for a) the entire SS task and b) each identified
phase and these values were aggregated at the group level. Data shown is mean ± SEM with individual values
shown in a) only.
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When aggregated at the ensemble level (Figure 4.22a), the overall initiation latency of the
preferred response was found to be lower than that of the non-preferred response (main
effect of response (F(1,8) = 19.095, P = 0.002). While there was no main effect of corner
(F(1,8) = 0.461, P = 0.516) there was a significant corner-response interaction (F(1,8) = 29.88,
P = 0.001). Simple main effects testing (see Figure S2.13 in Appendix II for all statistical
outcomes) revealed that the preferred response was initiated faster in CA (where it was
correct) than in CB (where it was incorrect; P = 0.001) and the non-preferred response had
a significantly higher latency in CA (where it was incorrect) than in CB (where it was
correct; P = 0.017). Furthermore, the preferred response was clearly lower for this
measure than the non-preferred response in CA (P = 0.001), though this pattern was not
statistically significant in CB (P = 0.077).
When compared across phases (Figure 4.22b), preferred response latency was again
found to be significantly lower than that of the non-preferred response (main effect of
response; F(1,8) = 19.148, P = 0.002). There was no main effect of corner (F(1,8) = 1.002, P =
0.346) or phase (F(2,16) = 1.363, P = 0.284). There was no corner-phase (F(2,16) = 0.239, P =
0.79) or response-phase (F(2,16) = 0.68, P = 0.521) interaction, but there was a corner-response
(F(1,8) = 30.625, P = 0.001) and a corner-response-phase (F(2,16) = 26.297, P < 0.0001)
interaction. Simple main effects testing (see Figure S2.14 in Appendix II for statistical
outcomes) was conducted for the significant interactions. Of interest was the finding that
there were no significant differences in initiation latencies between corners in terms of
both preferred (P > 0.05) and non-preferred (P > 0.8) responses in Phase 1. However, in
Phases 2 and 3, animals were significantly slower to initiate the preferred response in CB
when compared to CA (P < 0.0005). Similarly, by Phase 3 the non-preferred response
came to be initiated faster in CB than in CA (P < 0.04). Furthermore, a large latency
difference between preferred and non-preferred responses was maintained in CA (P <
0.008 for all phase comparisons), though this was only evident in Phase 1 for CB (P <
0.01), after which any differences between responses for this measure became nonsignificant (P > 0.05). Finally, the preferred response came to be initiated faster in Phase
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2 when compared to Phase 1 (P = 0.012) in CA, with no change observed across phases
for the non-preferred response (P > 0.7). In CB however, there was a progressive decline
in non-preferred response latency with each successive phase (P < 0.05 for all
comparisons) and by Phase 3 the preferred response came to be initiated significantly
more slowly than it did in the preceding two phases (P < 0.04 for both comparisons).
When the correct response strategy was aligned with the preferences of the animal, the
preferred response maintained a significantly lower initiation latency than the nonpreferred response. When the animal had to learn the new response strategy, these same
initiation latency differences were apparent during the earliest phase of the SS task but
collapsed as performance improved. Hence, the same responses were differentially
modulated between corners depending on task contingencies.

4.3.2.10 Visual Stimulus-dependent estimate of deliberation during the SS task
Since animals tended to have higher response latencies prior to selecting the correct
response in the VD task, it is possible that the use of the visual-cue guided rule required
more deliberative processing than the use of the response strategy. It was therefore of
interest to determine whether or not the selection of the response associated with the
stimulus (consistent with following the visual strategy) had a higher latency than nonLED paired responses in the SS task. Accordingly, median response latencies for LED
paired (LED+) and non-LED paired (LED-) trials were separately calculated over all SS
task trials and also for each phase (Figure 4.23).
When LED+ and LED- response latencies were compared at the group level for the entire
SS period (Figure 4.23a), there was no main effect of stimulus (F(1,8) = 0.843, P = 0.385)
and no corner-stimulus interaction (F(1,8) = 1.297, P = 0.288). A main effect of corner was
detected (F(1,8) = 23.975, P = 0.001), reflecting the lower response latency in CA.
When assessed over all phases (Figure 4.23b), there was no evidence that LED+ and LEDhad any differential effect on response latency (no main effect of stimulus: F(1,8) = 1.097,
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Figure 4.23: Visual Stimulus-dependent response latency during the SS task. Each trial was categorised as
either being aligned with the visual stimulus (LED+) or not (LED-) and the response latency calculated. For each
individual, the average median response time (seconds) for each trial type was calculated for a) the entire SS task
and b) each identified phase and these values were aggregated at the group level. Data shown is mean ± SEM with
individual values shown in a) only.
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P = 0.325. No corner-stimulus interaction: F(1,8) = 0.693, P = 0.429. no stimulus-phase
interaction: F(2,16) = 0.002, P = 0.983. no corner-stimulus-phase interaction: F(2,16) = 0.59,
P = 0.566). There were main effects of corner (F(1,8) = 24.908, P = 0.001) and phase
(F(1.223,9.782) = 9.318, P = 0.01) and a significant corner-phase (F(2,16) = 11.362, P = 0.001),
which were consistent with what has been reported above.
Therefore, the use of the visual guided strategy was not found to observably influence
estimates of deliberation during the SS task.

4.3.2.11 Specific choice-dependent estimate of deliberation during the SS task
To determine whether specific choices were initiated with differential latencies during
the SS task, the median response latencies for PL+, PL-, NpL+ and NpL- were separately
calculated over all trials and also for each phase (Figure 4.24).
When these values were aggregated at the cohort level (Figure 4.24a), there was a main
effect of choice (F(3,24) = 3.637, P = 0.012), with post-hoc comparisons revealing that the
PL- choice was initiated significantly faster than the NpL+ choice (P = 0.002) and that the
PL+ choice had a lower response latency than the NpL- (0.044), with no other pairwise
choice comparisons reaching statistical significance (P > 0.08 for all). There was no main
effect of corner (F(1,8) = 0.609, P = 0.458) and no statistically significant corner-choice
interaction (F(3,24) = 3.796, P = 0.059).
Finally, an effort was made to explore the relationship between specific choices and
response latency over the 3 SS phases (Figure 4.24b). However, 8/9 animals had missing
values primarily due to the very low rate of NpL- responses in CA during the later stages,
making a clear-cut statistical analysis untenable.
Subtle differences in response latency were detected between specific choices during the
SS task, though strong conclusions cannot be drawn here.
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Figure 4.24: Specific choice-dependent response latency during the SS task. The first response on each trial
could be classified as a preferred response aligned with the LED (PL+), a preferred response not aligned with the
LED (PL-), a non-preferred response aligned with the LED (NpL+) or a non-preferred response not aligned with
the LED (NpL-) and the response latency (in seconds) calculated. For each individual, the average median
response time (seconds) for each choice type was calculated for a) the entire SS task and b) each identified phase
and these values were aggregated at the group level. For visibility in b), values for Corner A and Corner B were
plotted separately (shown on the left and right respectively). Data shown is mean ± SEM with individual values
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4.3.2.12 The use of current task state for rewarded corners during SS: nosepoking during active
and inactive corner visits
When the task contingencies were shifted, the position of the visual stimulus no longer
predicted the correct choice but its presence remained a reliable indicator of corner state
(as active or inactive). To determine whether or not the degradation in contingency
between the visual stimulus position and reward affected the tendency of animals to
distinguish between rewarded corner states, the rate of active and inactive visits with
NPs (of each visit type) was compared across phases in both corners (Figure 4.25a). Since
the previously learned visual strategy generally maintained greater control over
behaviour in CB as compared to CA, it was also possible that behaviour indicating
current task-state representation diverged in the two corners.
A main effect of state (F(1,8) = 486.305, P < 0.0001) confirmed that animals were
significantly more likely to NP during active visits when compared to inactive visits.
Importantly, there was also a main effect of corner (F(1,8) = 40.064, P < 0.0003),
demonstrating that the overall likelihood of nosepoking during rewarded corner visits
(agnostic to state) was higher in CA than in CB. There was no significant main effect of
phase (F(2,16) = 2.578, P = 0.107). Significant corner-state (F(1,8) = 6.538, P = 0.034), cornerphase (F(2,16) = 4.955, P = 0.021) and state-phase (F(2,16) = 5.542, P = 0.015) interactions
were observed, but no corner-state-phase interaction (F(2,16) = 1.964, P = 0.173). Simple
main effects tests followed the significant interactions (see Figure S2.15 in Appendix II
for all statistical outcomes). Of particular interest, animals were significantly more likely
to execute a NP in CA than in CB during both active and inactive states (P < 0.02 for both
comparisons). Furthermore, there was no change in likelihood of nosepoking in CB across
phases, though animals were more likely to execute a response during Phase 2 than Phase
1 in CA (P = 0.01).
To explore how NP behaviour changed more generally after the change in task
contingencies, the proportion of inactive visits with NPs for the 3 phases of VD
acquisition and the 3 phases of the SS task were plotted in a continuous fashion
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Figure 4.25: Task state-dependent responding during visits to the rewarded corners in the SS task. During
each testing session, visits could be made to the rewarded corners when they were in either an active (reward possible, visual stimulus presented) or inactive (no reward possible, no visual stimulus presented) state. Visits could be
further categorised by whether or not they featured a NP response. a) For each identified phase, the rate of each
visit type with a NP was calculated as a function of the total number of visits of that same category during each
phase in a given individual data record (before being aggregated at the group level). b) The average rate of inactive
visits with NPs (of all inactive visits) for each phase identified in both the VD and SS analyses. Only animals that
underwent SS testing (and reached criterion levels) were included. The red broken line demarcates the junction
between the VD and the SS tasks. Data shown is mean ± SEM.
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(Figure 4.25b). Qualitatively, NP behaviour during inactive visits appeared to selectively
increase in CA after the SS when compared to the final phase of the VD task.
This observation was confirmed in an analysis restricted to the final phase of the VD task
and the 3 SS phases. A main effect of corner (F(1,8) = 21.573, P = 0.002) demonstrated that
inactive NPs were executed more frequently in CA than CB. Furthermore, a main effect
of phase (F(3,24) = 8.063, P = 0.001) was observed and post-hoc tests revealed that the final
phase of the VD task was significantly lower for this measure (agnostic to corner) than
the Phases 2 and 3 of the SS task (P <0.04 for both comparisons) but not Phase 1 (P =
0.923). Importantly, there was a significant corner-phase interaction (F(3,24) = 3.98, P = 0.02).
Simple main effects testing (see Figure S2.15 in Appendix II for all statistical outcomes)
demonstrated that animals were equally likely to NP in CA and CB during inactive visits
in the final VD phase and Phase 1 of SS (P > 0.1 for both comparisons). However, in Phases
2 and 3 of the SS task, animals became more likely to NP during inactive visits in CA than
CB (P < 0.01 for both comparisons). Furthermore, in CB there was no change across any
of the phases examined for this measure (P > 0.9 for all comparisons). However, animals
were significantly more likely to NP in CA during Phases 2 and 3 of the SS task when
compared to the final VD phase (P < 0.02 for both comparisons). This increase in
responding was most prominent in Phase 2 of the SS task which was also found to be
significantly higher than SS Phase 1 (P = 0.016).
When shifting from a visual strategy to a response strategy, the visual stimulus remained
a useful predictor of corner state in both corners. However, animals maintained a clearer
distinction between the two corner states (as measured by their propensity to respond or
withhold responding) when the new response strategy did not align with their
preferences.
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4.3.2.13 The use of current task state for non-stimulus signalled visits SS: nosepoking during
inactive and never-rewarded corner visits
To further examine the representation or use of current task state during the SS task, the
likelihood of nosepoking during never-rewarded and inactive visits was compared
(Figure 4.26a). This analysis confirmed that animals were generally more likely to NP
during never-rewarded visits than inactive rewarded corner visits (main effect of state;
F(1,8) = 27.182, P = 0.001). There was also a main effect of corner (F(1,8) = 19.004, P = 0.002)
demonstrating that the CA data was associated with a higher likelihood of NPs. There
was no main effect of phase (F(2,16) = 0.916, P = 0.42).
There was a significant corner-state interaction (F(1,8) = 16.086, P = 0.004), though the other
interactions did not reach significance (corner-phase: (F(2,16) = 3.35, P = 0.061). state-phase:
(F(2,16) = 3.324, P = 0.062). corner-state-phase interaction (F(2,16) = 2.125, P = 0.152). Simple
main effects testing was therefore restricted to the significant corner-state interaction (see
Figure S2.15 in Appendix II for statistical outcomes) and confirmed that the likelihood of
nosepoking was significantly higher in the never-rewarded corners than inactive corner
visits.
When nosepoking behaviour in the never-rewarded corner was plotted for the VD and
SS tasks (Figure 4.26b), no significant effects were observed when comparing the final
phase of the VD task and the three SS phases for this measure (no main effect of corner
(F(1,8) = 1.877, P = 0.208) or phase (F(3,24) = 1.191, P = 0.334) and no corner-phase interaction
(F(3,24) = 0.601, P = 0.621)).

4.3.2.14 Learning the underlying task structure during SS: visits to the never-rewarded corners
To determine whether the change in task contingencies or reduction in water accessibility
drove animals to seek alternate sources of water in the IntelliCage, the rate of visits to the
never-rewarded corners (visit error) during the SS task were examined across the three
identified phases (Figure 4.27a; see methods for description of data organisation). There
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Figure 4.26: Task state-dependent responding during visits to the inactive and never-rewarded corners in
the SS task. During each testing session, visits could be made to the inactive rewarded corners (no reward possible, no visual stimulus presented) and to the never-rewarded corners (no reward possible, no visual stimulus
presented). Visits could be further categorised by whether or not they featured a NP response. a) For each identified phase, the rate of each visit type with a NP was calculated as a function of the total number of visits of that
same category during each phase in a given individual data record (before being aggregated at the group level). b)
The average rate of never-rewarded visits with NPs (of all never-rewarded visits) for each phase identified in both
the VD and SS analyses. Only animals that underwent SS testing (and reached criterion levels) were included.
The red broken line demarcates the junction between the VD and the SS tasks. Data shown is mean ± SEM.
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Figure 4.27: Average visit error rate during the SS task. a) The rate of visits to the never-rewarded corners (visit
error rate) could be calculated as a function of total visits during the nightly testing sessions for each identified
phase. Since trials progressed in the two rewarded corners simultaneously, total visit error rate was calculated for
an individual with respect to CPs from both rewarded corners separately (see methods section for full description). b) The visit error rate for each phase identified in both the VD and SS analyses. Only animals that underwent SS testing (and reached criterion levels) were included. The red broken line demarcates the junction between
the VD and the SS tasks. Data shown is mean ± SEM with individual values shown in a) only.
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was no main effect of corner (F(1,8) = 0.199, P = 0.667) or phase (F(2,16) = 0.539, P = 0.593)
and no corner-phase interaction (F(2,16) = 0.925, P = 0.417). Similar results were obtained
when the SS visit error was analysed with the final phase of the VD task included (Figure
4.27b; no main effect of corner (F(1,8) = 0.179, P = 0.683) or phase (F(3,24) = 0.655, P = 0.587)
and no corner-phase interaction (F(3,24) = 0.731, P = 0.544)).
Therefore, as with the RR task, animals did not seek alternate water sources in the home
cage during a shift in behavioural strategy.
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4.4 DISCUSSION
Performance improvements after a change in task contingencies were considered as
multi-stage process (RR: 3 CPs, 4 phases; SS: 2 CPs, 3 phases). The CPA provided a means
of systematically studying transitions in performance for individual animals and allowed
for the identification of distinct phases of behavioural adaptation to changes in task
contingencies. When considered at the group level, these phases exhibited unique
patterns of general responding, specific choice selection and other behaviours proposed
to be relevant to representing task structure. Furthermore, abrupt shifts between phases
were observed, suggesting that multiple discrete behavioural strategies may be engaged
throughout adaptation to contingency changes. Such thorough characterisation of
behaviour affords insight into what general and specific strategies an agent may use to
adjust their behaviour to changed circumstances.

4.4.1 Reversal learning
After the reversal in task contingencies (RR), performance levels fell below chance. The
only possible route for achieving this was for the animals to preferentially select the NP
port associated with the visual stimulus i.e. the rule learned in the immediately preceding
VD task or the visual-cue guided strategy. Indeed, the specific patterns of choice
behaviour during Phase 1 of the RR analysis appeared identical to that exhibited during
the solution phase of the VD acquisition task (with correct/incorrect valence of response
type changed after RR to reflect the new task contingencies). Therefore, choice behaviour
truly seemed to be under the control of the same rule or strategy that was guiding
response-selection prior to the contingency reversal. Perseveration seemed like an
appropriate label for behaviour during this period, though it must be stated that it
remains unknown how selection of the previously rewarded stimulus-choice option or
avoidance of the previously non-rewarded stimulus choice options may be functioning
during this time (Stolyarova et al. 2014, Nilsson et al. 2015). A three-choice task would be
useful in disambiguating these two processes (Walton et al. 2010, Piantadosi et al. 2019).
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The first identified transition in RR performance elevated the correct response rate from
significantly below chance to levels roughly equal to that expected from chance or
random responding. Interestingly, the average RBI during this period became
significantly elevated compared to all other phases, indicating that responses were
largely allocated to a single NP port within a corner for an individual (i.e. animals
following the preferred response strategy). This is supported by the examination of the
specific choice behaviour of the animals which showed that both preferred response
choice types (PC and PI) were executed at a rate that was indistinguishable from one
another though significantly higher than both of the non-preferred response types (NpC
and NpI), which were also performed at an identical rate to one another. The position of
the visual stimulus therefore had no observable influence over choice behaviour during
this epoch as a whole. If it did, one may have expected to see some (even slight) additional
rate divergence in choice types. Specifically, more or less erroneous choices on the nonpreferred side than correct choices on that side would indicate, respectively, that the old
rule maintained or the new rule had gained some control over response-selection. Hence,
the visual-cue guided strategy was replaced by a response-selection strategy presumably
once it was recognised that the former was no longer useful in procuring reward.
Curiously, this strategy of executing the preferred response indiscriminately of the
location of the visual stimulus appeared strikingly similar to behaviour during the
presolution period of the VD task.
This observation identifies several interesting lines of enquiry. The uncertainty produced
by altering the previously stable task contingencies did not incite overtly “exploratory”
behaviour in terms of novel choice strategies as one may reasonably expect (Doya 2002,
Daw et al. 2006, Dayan and Yu 2006, Doya 2008). Rather, it prompted the exploitation of
a previously learned or innate preference for a single response, which is consistent with
the observation that rats in mazes execute a previously learned strategy after rule reversal
if it allows them to achieve reward on 50% of trials (Oualian and Gisquet-Verrier 2010).
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The strategy of selecting a single response in the current experiments appears to be
superficially consistent with the requirements of an automatic, procedural or habitual
response. When compared to the non-preferred response, the preferred response was
associated with a faster initiation latency, consistent with it being selected via a less
deliberative decision process (Redish 2016). Also in computational reinforcement
learning (RL) terms, the preferred response would have likely accrued a higher cached
value (even discounted for time) than the non-preferred response over the course of VD
acquisition since it was the most frequently executed and reinforced response during this
task (Sutton et al. 1998). Furthermore, the same response (or chain of movements) could
be executed on each trial, which is a simpler strategy than the visual-cue guided strategy
which required animals to select from 2 response options and/or process the position of
the visual cue in order to select the correct response. Regardless of whether or not the
preferred response could be classified as a true habit (which could possibly be probed by
manipulating the outcome value prior to a testing session), it’s preponderance during
this time suggests a shift to a computationally simple strategy for response-selection after
a period of very low reward.
The shift from a visual-cue guided strategy to a response strategy in the RR task may be
considered to reflect a transition in behavioural control. Under one prominent decisionmaking theory, this is the manifestation of uncertainty-based competition between the
multiple systems proposed to be vying for control of response selection (Daw et al. 2005).
Hence, after a sudden change in reward contingencies the system that predominately
exerted control over choice behaviour would come to have a greater amount of
uncertainty associated with its predictions (due to the significant decrease in
reinforcement rate and errors in prediction) and therefore control would switch to
another system or strategy (Doya 2008, Karlsson et al. 2012). In the current experiment,
animals switching from a visual-cue guided choice strategy to one where the same
response is selected regardless of the position of the visual cue may signal a transition in
response control to a habitual or model-free system which simply selects the action with
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the highest cached value (in this case the preferred response; Dayan and Balleine 2002,
Daw et al. 2005). Although it results in suboptimal reward procurement (0.5 rate of
reinforcement) under these conditions, this response strategy is an improvement from
the now obsolete visual-cue guided strategy (0.2 rate of reinforcement). Indeed, it has
been shown that animals will execute a strategy that is reinforced on half of the trials
before optimising choice behaviour (Oualian and Gisquet-Verrier 2010). Its
computational simplicity may have made selection of the preferred response an attractive
compromise strategy that would have allowed for adequate reward to be gained while
cognitive resources are freed up to allow the new task contingencies (and/or states) to be
learned (Daw et al. 2005). It should be noted that “old” stimulus-response (S-R)
associations persist even when new S-R associations are formed with the same stimulus
(Shiu and Chan 2006, Smith et al. 2012), which confirms that it is indeed possible that
animals switched to a previously learned response strategy to deal with the change in
task contingencies.
This line of thinking raises questions about how behaviour was being controlled during
the learning of the initial VD task. Despite the high level of performance during the
solution phase of the VD task, animals retained a bias for the preferred response (as
indicated by the error selectivity of PI over NpI during this time). Some models have
suggested that candidate response selection policies may compete for behavioural control
through distinct corticostriatal loops (Dayan and Balleine 2002, Daw et al. 2005). Indeed,
it has been suggested that visuomotor tasks are acquired by two caching learning
mechanisms embedded in parallel corticostriatal loops: a visual loop and a motor loop
for learning visual and motor representations respectively (Nakahara et al. 2001).
Regardless of the nature of each behavioural controller, one could argue that the visual
and response strategies were at times competing with one another for behavioural
control. After rule reversal, the recognition of a change in contingencies (and/or
increased uncertainty about the reward related contingencies) may have driven the
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decision-making arbitrator to grant full control of choice behaviour to the processes
supporting the response strategy over those underlying the visual strategy.

4.4.2 Strategy shifting
The strategy shift manipulation involved altering the task contingencies such that the
position of the visual stimulus ceased to be relevant to the choice and the outcome,
though it was presented in an identical fashion to that observed in the preceding VD task.
In this task, reward was always associated with a single response type which was unique
to each of the two corners. For a given animal, this meant that the correct response in one
corner (CA) was their preferred response and the correct response in the other corner
(CB) was their non-preferred response.
Animals were faster to shift from the visual strategy to a response strategy when the latter
was aligned with their preferred response rather than their non-preferred response.
Although this finding is intuitively unsurprising, exactly why this difference was
observed remains unknown. It may have been that the change in reward contingencies
was detected earlier in the preferred corner than in the non-preferred corner, perhaps
driven by differences in the amount of positive and negative outcome feedback signals
experienced in the two corners. Alternatively, animals may have registered the change at
roughly the same time in both corners but had a stronger response strategy that was
previously acquired and suitable for controlling behaviour in CA. Although animals had
previously learned to execute the non-preferred response when paired with the LED in
the VD task, improving performance in CB during the SS task required learning to
execute the non-preferred response when not paired with the LED (i.e. NpL-, equivalent
to NpI which was the least performed choice during the VD task) and also perhaps
learning to inhibit the prepotent preferred response. In computational terms, the cached
value acquired by the preferred response during the acquisition of the VD may have
remained higher than that for the non-preferred response throughout the entirety of the
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task (due to its demonstrably larger reward history, continued favour even in the solution
phase of the VD task and possibly even inherent value). Hence, when the task changed
and uncertainty about reward contingencies was introduced during the SS, the
competition between the visual and the response strategy may have been more readily
arbitrated in CA where the most suitable course of action required the selection a single
response with a putatively high cached value (Sutton et al. 1998, Daw et al. 2005). Transfer
of behavioural control in CB may have required considerably more learning about the
non-preferred response to resolve the uncertainty. It is also possible that rather than being
driven by RL mechanisms per se, the strategy of favouring the preferred response initially
emerged as a straightforward heuristic to deal with the contingency change. In this case
(if it were to be employed in both corners), the strategy would readily become associated
with a high reward rate in CA and a low reward rate in CB. Therefore, the correct strategy
would be rapidly learned or adopted in CA, though the animal would require more time
to acquire the non-preferred response strategy in CB.
Curiously, the position of the visual stimulus maintained an observable influence over
behaviour even as performance approached criterion levels in both corners. Signs of this
previously learned rule only dissipated in CA when performance moved beyond
criterion levels during the final identified phase. Hence, even though animals largely
shifted to single response strategies in each corner, the previously learned rule was not
completely discarded and continued to exert detectable control over response selection.
This suggests that the visual stimulus retained some associative value during the SS task
despite the degradation in contingency between its position and the outcome,
particularly in CB (though with further training, behaviour may have adapted in this
corner to reflect the new contingencies, as it appeared to do in CA). Moreover, this
observation underlines the highly systematic nature of choice behaviour in this type of
task, where errors do not necessarily appear to be random manifestations of attention
lapses or decision errors but can be almost fully described by the execution of specific
strategies. As with the VD and RR tasks, this systematic pattern of behaviour raises
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questions about how choice behaviour was being controlled during these tasks. One
interpretation of the SS data is that response and visual strategies continued to compete
for control over behaviour throughout the task, as they appeared to do in the VD and RR
tasks. Reinforcement contingencies may have strengthened (or increased the value of) the
representation of the correct response strategy in each corner and weakened those of the
visual strategy as learning progressed, making it a clearer decision for the arbiter in
selecting the appropriate response or granting behavioural control as the animal gained
more experience.
An additional explanation for the continued use of the visual-cue guided strategy, even
as the response guided strategy emerged, is that the former was more naturally and
readily able to control behaviour than the latter. Such an idea is harmonious with the
observation that rats in operant boxes and mazes learn visual stimulus-guided strategies
significantly faster than response-guided strategies and require fewer trials to acquire a
shift from a response strategy to a visual stimulus-guided strategy than vice versa
(Ragozzino 2002, Floresco et al. 2008). However, in a separate set of IntelliCage
experiments not reported in this work, it was found that mice acquired a response
discrimination task (i.e. selecting the same NP port in a given corner, under task
contingencies identical to the SS task reported in this chapter) much more rapidly than
the VD task described in this work (mean sessions to criterion were approximately 10 and
29 respectively). This suggests that the continued use of the visual stimulus to guide
choice behaviour during the SS task was not due to it being a naturally more powerful
strategy than the response strategy in the IntelliCage. The source of the discrepancy
between these observations and those reported in the rat literature cited above could be
due to a difference in species, testing environment, response types (i.e. the IntelliCage
uses NPs, not lever presses or maze arms), experimental protocol (i.e. side biases were
allowed to develop throughout habituation and testing in the current work unlike most
other studies) or some as yet to be determined difference.
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As mentioned, it remains unverified whether the preferred and non-preferred responses
made under either strategy were habitual action chains or actions under goal-directed
control. Initiation latency was examined to gauge how automatic or deliberative
behaviour was for given responses at given times (Redish 2016). In Phase 1, the preferred
response was initiated with comparable latencies in the two corners. However, as the new
task was acquired, this same response came to be initiated significantly faster in CA
where it was correct and significantly slower in CB where it was incorrect. The nonpreferred response similarly diverged across phases, though it came to be initiated faster
in CB (where it was correct) than CA (where it was incorrect).
These findings argue against a straightforward honing of motor skill as explaining the
difference between preferred and non-preferred responses (though motor learning may
still well have been a factor influencing this measure). Rather, the data demonstrates that
the same response was initiated faster when the animal was in a particular task
state/location and slower when in another. It is therefore argued here that the emergence
of increased preferred response latency in CB is at least partly the result of some sort of
deliberation (whether at the sensory or decision-making level) at the CB choice point
which was associated with greater uncertainty than the CA choice point. The reduction
in initiation latency for the non-preferred response in CB could be argued to be the result
of honing the motor program, however, this measure remained stable for the same
response in CA. The reduced latency in the later performance phases may therefore
reflect the reduced uncertainty at the CB choice point as the animal was learning the new
task contingencies.
It is possible that both preferred and non-preferred responses were habits made up of
action chains and that a goal-directed controller selected between the two, as proposed
by hierarchical models of decision making (Dezfouli and Balleine 2012, Dezfouli and
Balleine 2013, Dezfouli et al. 2014). Given the greater uncertainty associated with the task
contingencies in CB (due to the lower initial reinforcement rate compared to CA and the
requirement of learning a novel response strategy), it could be argued that the goal236

directed controller was more deliberative in choosing between the two responses at the
choice point. Since the correct response aligned with the animal’s preferences and
response history in CA, the decision was much more straightforward and hence could be
executed more automatically, accounting for the continued rapid initiation latency for the
preferred response here. Future experiments designed to enable devaluation of outcomes
would be useful in determining whether these responses are sensitive to changes in
outcome value and therefore goal-directed or whether they are outcome insensitive
habits (Smith and Graybiel 2013).

4.4.3 Representation of general task structure
In addition to behaviours directly related to choice, several other measures were captured
to explore how contingencies changes altered the general representation of task structure
(see Chapter 3 for a detailed discussion). In both tasks, the status of the visual stimulus
(i.e. on or off) continued to indicate whether or not the trial was in an active state or not
as it did in the VD task. However, the position of the stimulus became inversely related
to the correct choice (and therefore the outcome) in the RR task, whereas it’s contingency
with choice (and outcome) became degraded in the SS task. Would a change in the
specific stimulus contingencies affect the more general properties of the stimulus to
inform corner state?
The reversal in task contingencies did not affect the distinction animals made between
inactive and never-rewarded visits as measured by their tendency to execute or withhold
NPs, as the group maintained a higher likelihood of nosepoking during the latter visit
type (as was observed in VD acquisition). Hence, this aspect of learned task structure
appeared unaffected by this particular change in task contingencies. However, during
the early phases of the reversal task, animals appeared more likely to NP during both
inactive and never-rewarded visits than they were at the end of learning the VD task,
though only the RR presolution rate was found to be statistically significantly higher than
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the final VD phase for these measures. In fact, animals appeared to execute NPs during
inactive and never-rewarded corner visits during the first two RR phases at levels
qualitatively comparable to that observed during the earlier stages of the VD task. The
rate of these visit types with NPs subsequently diminished between Phases 3 and 4 of the
RR task, which generally tracked with the reduction in RBI and evidence that the position
of the visual cue had regained control over choice behaviour.
The increased responding during inactive and never rewarded visits during the RR
presolution period lends support to the proposal that behavioural control shifted around
this time to a procedural or habitual response-selection strategy. Such a strategy would
allow for the rapid execution of the preferred response, though with less regard for task
relevant stimuli and reduced discrimination of different task states. As already discussed,
the preferred response was also associated with a shorter latency to respond throughout
testing, consistent with it being less-deliberative than the non-preferred response.
Curiously, there was a hint that the PI response was initiated with the shortest latency of
all the responses during the RR task, which would support the idea that faster response
execution may reflect a lack of consideration about the visual-stimulus.
The above findings suggest that the representation of the more general elements of task
structure, although largely maintained after the reversal, may have been disturbed by the
changes in stimulus, response and outcome contingencies or when uncertainty about
strategies and/or reward was recognised. Whether this disturbance occurred within a
representation of the task structure or cognitive map, whether it reflected a switch to an
older representation of task structure (such as that used during the early stages of VD
learning, where behavioural strategy appeared identical to that observed in the RR
presolution phase) or whether a new task state was created to partition the original and
the new task contingencies are subjects for further inquiry (Daw et al. 2005, Bradfield et
al. 2015, Sharpe et al. 2019). Importantly, when choice behaviour once again became
influenced by the position of the visual stimulus (indicated by improvements in
performance and specific choice selection), animals exhibited greater discrimination
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between corner states again and response latency generally increased. This lends support
to the notion that behaviour shifted between distinct controllers during reversal learning,
one characterised by execution of a single putatively procedural, automatic response and
one where choice behaviour is perhaps more deliberative and influenced by task relevant
sensory cues (Daw et al. 2005, Redish 2016).
When the position of the visual cue became irrelevant to the reinforced response during
the SS task, nosepoking behaviour in the never-rewarded corners did not change and
remained at low levels. Although discrimination between active and inactive corner
states was maintained during this time, animals exhibited higher rates of inactive visits
with NPs in CA when compared to CB. Specifically, in CA and CB animals were equally
likely to NP during inactive visits in Phase 1, however this measure became significantly
higher in Phases 2 and 3 in CA where the preferred response strategy was being
deployed. Once again, this reveals a relationship between the strategy of predominately
selecting the preferred response and a diminished tendency to discriminate between
visually-cued task states (as seen in the RR task). Furthermore, responses came to be
initiated significantly faster in this corner during the second phase when compared to the
first phase (where latency to respond was comparable to that in the CB). This effect was
specific to the execution of the rewarded preferred response in CA which remained
significantly faster than the unrewarded non-preferred response in this corner.
The rate of inactive visits with NPs remained stable and at low levels (comparable to
those observed at the end of VD testing) in CB for the duration of the SS task, indicating
that the representation of general task structure may have maintained its influence over
responding here. Furthermore, the latency to execute responses generally remained
higher in CB when compared to CA (though some changes did occur, as discussed
above).
Taken together these results provide some interesting clues about how behaviour may be
controlled during reversal learning and strategy shifting. Prior to animals recognising
that the visual stimulus no longer correlated with choices and reward in the SS task, the
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visual-cue guided choice strategy was maintained along with behaviours reflecting
appreciation of the general structure of the task. When animals were required to learn a
novel response strategy (i.e. selecting the non-preferred response, regardless of the
position of the visual stimulus), the previously learned visual strategy continued to
observably influence choice behaviour even as performance improved, estimates of
deliberation remained high, and the representation of general task structure appeared to
remain stable. If indeed the changing choice profiles reflected competition between a
previously acquired strategy (visual) and a developing strategy (non-preferred
response), the fact that general task behaviours remained largely undisturbed may mean
that this information is subserved by a somewhat separate system to that governing
explicit choices. This is further discussed in Chapter 6.
Neither the RR nor SS manipulation affected the likelihood of animals visiting the neverrewarded corners. Therefore, the dearth in reward and increased uncertainty did not
observably prompt the animals to seek alternate locations for reward. The representation
of the various locations as being rewarded or never-rewarded was unaffected by the task
contingency changes. This reiterates the notion that behaviour during this task was
highly systematic, and that overt exploration of novel behavioural patterns did not
emerge even when uncertainty was introduced by contingency changes.
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CHAPTER 5 –
RESULTS III
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5.1 INTRODUCTION
Learning to improve rules or policies for response selection are critical for adaptive
behaviour. As discussed in Chapter 1, several dissociable systems exist in the brain which
facilitate different types of associative learning and govern distinct controllers of action
selection and the subsequent evaluation of choices (Daw et al. 2005, Balleine and
O'Doherty 2010, Walton et al. 2010, Smith and Graybiel 2013, Redish 2016). One of these
systems allows for the encoding of contingent action-outcome (A-O) associations and
thereby supports flexible, goal-directed, model-based (MB) learning and action selection.
The other system learns stimulus-response (S-R) associations facilitating the acquisition
of habitual, automatic, model-free (MF) policies for responding. These dissociable
controllers of learning and behaviour may be distinguished by their anatomical
organisation into distinct corticostriatal loops (Alexander and Crutcher 1990, Balleine and
O'Doherty 2010). Broadly, the flexible goal-directed system is thought to engage the
dorsomedial striatal network with habitual S-R processing involving the dorsolateral
striatal network (Daw et al. 2005, Yin et al. 2005, Yin et al. 2006, Balleine and O'Doherty
2010). These systems therefore occupy adjacent nodes of the basal ganglia circuitry where
dissociable neural circuits facilitate unique modes of associative learning (Costa 2007,
Russek et al. 2017).
During reward-based learning, it is thought that both of these associative mechanisms
are concurrently employed, often from the outset (Smith et al. 2012, Gremel and Costa
2013, Bergstrom et al. 2018). Hence, an agent encodes different types of associative
information about stimuli, actions and outcomes that may be used to control action
selection and choice behaviour. Model-based (flexible yet computationally expensive)
and model-free (rigid but efficient) systems have been proposed to compete for control
over behaviour, and that some arbiter (possibly the anterior cingulate cortex) grants this
control to the system providing the least uncertain estimates of reward at a given time
(Daw et al. 2005, Lee et al. 2014). These systems are also thought to interact in a synergistic
fashion in some circumstances (Balleine and O'Doherty 2010, Dezfouli and Balleine 2013,
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Russek et al. 2017, Keiflin et al. 2019), and indeed there is evidence to indicate that a
hierarchical organisation exists where goal-directed mechanisms select between different
goal-directed actions and habits (Dezfouli and Balleine 2013). Finally, candidate actions
or action sequences compete for expression at some level within a given system, which
may manifest as differential activity in local striatal cell networks (Peak et al. 2018) or
corticostriatal loops (Doya 2008).
Given that multiple systems exist for learning and behavioural control, how is it that the
agent actually improves choice behaviour? At the broadest level, learning involves using
preceding and current events to make predictions about the future. The strongest
candidate mechanism by which this is proposed to occur is the correction of prediction
errors (Niv and Schoenbaum 2008). The error correction process requires the agent to
make the best prediction it can about the future (given its previous experience and current
state), observe the events as they occur and then update their internal model of the world
so that future predictions may become more accurate: the prediction error signals a
discrepancy between expected and observed events and may be used to improve future
predictions. Though the error correction concept is central to both MF and MB learning,
the prediction error signal carries different information in each case. The difference
between actual and expected reward at a given state (i.e. the reward prediction error;
RPE) is thought to drive MF learning and hence this process is closely associated with
affectively salient information (e.g. reward; Sutton et al. 1998). The MB system, on the
other hand, is concerned with the discrepancy between the current state/situation and
that which was expected from estimates of state-action-state transition probabilities (i.e.
the state prediction error; SPE) and can facilitate learning about affectively neutral stimuli
to “map out” the underlying associative structure of the task and/or environment (Daw
et al. 2005, Gläscher et al. 2010). Computationally, these prediction error signals signal
can account for animals learning to predict upcoming events in classical conditioning
experiments and also for animals learning to predict the outcomes of their own actions,
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knowledge which can be subsequently used to maximise reward procurement in
instrumental scenarios (Rescorla and Wagner 1972, Sutton et al. 1998).
Neural signatures of the appetitive MF RPE and the MB SPE have been observed in
several brain regions known to be crucial for associative learning and adaptive behaviour
(Matsumoto et al. 2007, Gläscher et al. 2010, Oyama et al. 2010, Daw et al. 2011), though
it is the RPE signalled by midbrain dopaminergic (DA) neurons that has received the
most attention (Schultz et al. 1997). First identified in primates undergoing simple
appetitive classical and instrumental conditioning, the phasic activity of these neurons
accurately follows the temporal difference error learning rules specified by MF
reinforcement learning (RL, as reviewed in Chapter 1; Schulz 1992, Schultz et al. 1997,
Sutton et al. 1998, Waelti et al. 2001, Glimcher 2011). Subsequent work suggested that this
DA system may also support MB learning, possibly via SPE signalling (Daw et al. 2011,
Sadacca et al. 2016, Takahashi et al. 2017). Recent optogenetic studies have all but
confirmed the causal role of phasic midbrain DA activity in both MB and MF learning
and therefore its role as the “teaching signal” that drives associative learning in the brain
(Steinberg et al. 2013, Chang et al. 2016, Chang et al. 2017, Sharpe et al. 2017, Chang et al.
2018, Keiflin et al. 2019).
Importantly, DA cells in the midbrain exist in anatomically distinct regions with
heterogeneous inputs and efferent targets. These differences in anatomical connectivity,
particularly with the striatum, are thought to enable DA signals to make distinct
contributions to associative learning (Yin et al. 2008). DA neurons in the ventral tegmental
area (VTA) project primarily to the ventral striatum (Swanson 1982, Watabe-Uchida et al.
2012, Beier et al. 2015) and drive MB learning, in the absence of value, about reward
identity and stimulus-stimulus associations (Sadacca et al. 2016, Sharpe et al. 2017, Keiflin
et al. 2019). A second population of DA neurons resides in the substantia nigra pars
compacta (SNc), which project heavily to the dorsal striatum, predominately terminating
the lateral portion (Haber et al. 2000, Lerner et al. 2015). Hence, the SNc DA projection
into the dorsal striatum (i.e. the nigrostriatal pathway) is thought to be crucial in the
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learning of motor actions, storing different action policies in competing corticostriatal
loops (Dayan and Balleine 2002, Daw et al. 2005, Doya 2008, Balleine and O'Doherty 2010,
Russek et al. 2017).
Actor-critic theories of reinforcement learning (and their variants) utilise these distinct
connectivity profiles of midbrain dopaminergic networks as their underlying biological
mechanisms (Dayan and Balleine 2002, Takahashi et al. 2008). In these models, the SNc is
the “actor” which drives action policy learning (storing different action policies in
competing corticostriatal loops) and thus determines how likely a given action is to be
selected in a given state. The VTA acts as the “critic”, controlling the learning of values
which in turn trains or teaches the actor in improving the action policy (i.e. improving
choices). The VTA drives the formation of rich representations of specific outcome
features and reward-predicting cues, facilitating flexible, model–based learning (Sadacca
et al. 2016, Sharpe et al. 2017, Keiflin et al. 2019). The SNc dopaminergic signal is thought
to simply reinforce associations between stimuli and responses, with no representation
of the outcome (which in this scenario is simply used to “stamp-in” or catalyse the S-R
association; Reynolds et al. 2001, Takahashi et al. 2008, Keiflin et al. 2019). In
reinforcement learning (RL, see Chapter 1) terms, the SNc DA signal drives the learning
of a long-run scalar cached value (model-free) for each action in a given state (or
associated with a given stimulus) allowing for straightforward selection of the action
with the highest expected reward. Hence, model-based VTA signals can train MF
learning in the nigrostriatal pathway (Keiflin et al. 2019). It should be noted that the SNc
provides dopaminergic input to both the DMS and DLS and so is likely involved in
learning both flexible and habitual action selection policies (Yin et al. 2008).
The connectivity of the SNc makes it an attractive target for studying choice behaviour in
discrimination tasks, though much remains unknown about its role here. As mentioned,
this area sends dopaminergic projections to both the DMS and the DLS, with input to the
latter region being denser (Lerner et al. 2015). The primary target of these nigrostriatal
projections are the GABAergic medium spiny neurons (MSNs), which make up the vast
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majority (~95%) of striatal neurons (Matamales et al. 2009). MSNs may be classified by
their expression of excitatory D1 receptors or the inhibitory D2 receptors, which form
crucial parts of the direct (action initiation) and indirect (action inhibition) output
pathways of the dorsal striatum respectively (Gerfen et al. 1990). Nigrostriatal DA
therefore modulates neuronal excitability in the dorsal striatum, exciting the direct
pathway MSNs (via D1-mediated excitation) and inhibiting the indirect pathway MSNs
(via D2-mediated inhibition; Surmeier et al. 2007), setting the cellular conditions
necessary for the induction of long-term potentiation (LTP) and long-term depression
(LTD; Shen et al. 2008). These forms of neural plasticity are presumed to be the
physiological underpinnings of associative learning (Reynolds et al. 2001, Wickens et al.
2007, Shen et al. 2008).
Parkinson’s disease (PD), arguably most well-known for its debilitating motor
symptoms, is characterised by the selective and progressive loss of SNc DA cells and
hence reduced striatal DA innervation (Surmeier et al. 2014). This lack of DA tone and
phasic signalling disturbs the delicate activity balance between D1 and D2 positive MSNs
which leads to long-term changes in the excitability of these cells and dysfunctional
synaptic plasticity in the dorsal striatum (Mallet et al. 2006, Shen et al. 2008). Ultimately,
with a hypoactive direct pathway and a hyperactive indirect pathway, movement is
suppressed which is broadly thought to underlie the motor symptoms of the disease
(Kravitz et al. 2010, Surmeier et al. 2014). Importantly, with aberrant nigrostriatal DA
signalling, reduced striatal DA tone and abnormal corticostriatal plasticity, PD is also
associated with deficits in reward-based learning (Frank et al. 2004, de Wit et al. 2011,
Sharp et al. 2015). Specifically, PD patients “off” medication exhibit deficits in learning
from positive outcome feedback (i.e. using positive outcomes such as reward receipt to
guide subsequent choice behaviour) but not in learning from negative outcome feedback
(i.e. using reward omission to inform choice; Frank et al. 2004, Schonberg et al. 2010, Piray
et al. 2014, Cox et al. 2015). It is hypothesised that impaired use of positive feedback is
the result of deficits in phasic positive RPE signalling (i.e. phasic burst firing to
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unexpected reward and reward-predicting stimuli) in the nigrostriatal pathway, with
preserved negative RPE signalling (i.e. pauses in midbrain DA firing) leaving negative
feedback learning intact. This is further supported by the finding that PD patients “on“
medication, which restores DA tone, have restored abilities to learn from positive
feedback but are impaired at using negative feedback due to the saturation of DA in the
basal ganglia “filling in” the pauses in DA signalling (Frank et al. 2004).
While many genetic animal models of PD attempt to capture the progressive
neurodegenerative pathology of the disease, a large proportion of studies use toxin-based
lesions to model DA loss in the nigrostriatal circuit (Beal 2001, Schober 2004). Despite
their wide use in studying the pathogenesis of the disease, pharmacological screening,
and investigating neuroprotection (Watanabe et al. 2005, Liu et al. 2013, Johnstone et al.
2014, Skladnev et al. 2016, Dalla Vecchia et al. 2018, Kim et al. 2018), much remains
unknown about how these treatments affect action control, reinforcement learning and
movement.
In one study, rats given bilateral 6-OHDA (6-hydroxydopamine, a neurotoxin that
selectively destroys DA and noradrenergic neurons) lesions to the nigrostriatal pathway
(specifically targeting the DLS) appeared to learn appetitive instrumental tasks as
effectively as control animals, though they required more sessions to reach performance
criterion (Faure et al. 2005). However, unlike control animals, their behaviour did not
become habitual (i.e. devaluation insensitive) with extended training, which was
proposed to reflect a disturbance in S-R encoding in the lesioned animals. This highlights
the importance of the DA input into the DLS for the normal automation of learned actions
into habits. Other studies using a comparable lesion approach have found that rats
exhibited impaired striatum-dependent procedural learning (i.e. learning to make
specific egocentric responses) while hippocampus dependent spatial learning remained
intact, even though both tasks required the same behavioural responses (Braun et al. 2015,
Seip-Cammack et al. 2017). In a recent study targeting the SNc-DMS pathway, lesioned
rats showed normal spatial learning but deficits in spatial reversal learning, underscoring
247

the importance of DA in the medial striatal network for flexible behavioural adaptation
(Grospe et al. 2018). Importantly, these lesioned rats were found to have increased
sensitivity to negative feedback (reward omission) as measured by a relative increase in
“lose-shift” behaviour when compared to control animals. Interestingly, their “win-stay”
behaviour did not differ from controls indicating that the lesioned animals remained
sensitive to feedback from positive outcomes. Finally, rats receiving unilateral lesions
destroying most nigrostriatal DA neurons in one hemisphere, show an aberrant pattern
of contralateral response behaviour that is more consistent with the extinction of a
conditioned response than a motor deficit per se (Dowd and Dunnett 2007). This was
interpreted as a consequence of eliminating phasic reward signals in the lesioned
nigrostriatal pathway (akin to omitting reward altogether) and suggests a role for DA
signalling in the maintenance of conditioned behaviour.
The MPTP (1-methyl-4-phenyl-1,2,3,6-tetrahydropyridine, a toxin that primarily targets
SNc DA neurons) mouse model is the most commonly used approach to studying
mechanisms of neurodegeneration in PD (Bove and Perier 2012). The effects of the toxin
on SNc DA cells varies greatly depending on the treatment regimen (Sonsalla and
Heikkila 1986) and the strain of mouse (Sedelis et al. 2000) used. Studies using this model
often attempt to explore behavioural tests of motor function, with varying degrees of
success due to transient deficits associated with the pathology and functional recovery in
DA concentrations (Sedelis et al. 2001, Tillerson et al. 2002, Rommelfanger et al. 2007).
Hence, although changes in locomotion, coordination, gait and posture have been
reported, variability across studies is high (Sedelis et al. 2001).
In terms of non-motor effects of this mouse model, several studies have demonstrated
that MPTP mice show impairments in acquiring the procedural (striatum-dependent)
version of the Morris Water Maze tasks, but not the spatial (hippocampus dependent)
variety (Pothakos et al. 2009, Luchtman et al. 2012, Aguiar et al. 2016). Curiously, these
animals also exhibit deficits in learning tasks purported to require spatial working
memory (Tanila et al. 1998, Braga et al. 2005, Deguil et al. 2010, Hsieh et al. 2012). Some
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studies have uncovered deficits in fear conditioning, passive avoidance and novel object
recognition (Da Cunha et al. 2001, Gevaerd et al. 2001, Moriguchi et al. 2012, Aguiar et al.
2016). Together, these general learning and memory deficits are a useful starting point
for investigating the role of the nigrostriatal pathway in learning and behaviour,
particularly in the context of disease states like PD. However, the measures taken are not
fine-grained or specific enough to identify exactly what aspect of learning and behaviour
is affected. For example, the authors working with the spatial working memory tasks
concluded that the mice had deficits in spatial working memory. However, since these
tasks use rewards to drive the choice behaviour, it is possible that deficits observed in the
MPTP-treated mice were due to impairments in the use of positive (reward) feedback (as
exhibited by PD patients) to guide subsequent choice (e.g. win-shift behaviour).
Therefore, although many studies report deficits in learning, memory and general
behaviour after MPTP treatment, the precise nature of such effects remains to be
determined. Furthermore, there is limited understanding of the effect of MPTP treatment
specifically on reward-based reinforcement learning in mice and more generally of the
nigrostriatal projection in discrimination learning.
To investigate the role of this network in discrimination learning, we treated mice with
MPTP to target DA cells in the SNc and executed a fine-grained analysis of their choice
behaviour in the IntelliCage. The task described in the preceding chapters was modified
to allow for a more focused study of the emergence of learned choice behaviour and the
effect of outcome-related feedback on choice behaviour in animals with a compromised
nigrostriatal projection. With a more precise analytical approach, this study aimed to
elucidate exactly how MPTP treatment affects reward-based learning and choice
behaviour in mice.
Although this study took advantage of a widely used animal model of PD, it did not aim
to capture the processes, pathology or aetiology of this disease. This approach was used
as a means of simply and selectively interrogating an element of a circuit that is important
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for associative learning and behavioural control (i.e. the SNc). Nonetheless a brief note of
the validity of the MPTP mouse model of PD is warranted.
Validity relates to how well a model agrees with the process, system, state or quality it is
believed to measure and is typically considered along three axes for animal models: face
validity, predictive validity and construct validity (van der Staay 2006, van der Staay et
al. 2009). Face validity concerns how well a model appears to descriptively align with the
features of the system or process being modelled (e.g. how well do the observed
behaviours/symptoms of an animal model replicate those exhibited by human patients).
More empirical in nature, predictive validity captures the ability of a model to forecast
effects in the system that it models (e.g. the ability of an animal model to accurately
identify the efficacy of a treatment in another species). Construct validity is generally held
to be the most important facet of validity and refers to the extent to which a model reflects
the mechanisms underlying that which is being modelled (e.g. how well an animal model
represents the complex molecular, cellular and behavioural interactions that underlie a
particular human disease). Formal assessment of the validity of the MPTP mouse model
for studying PD has been somewhat mixed in terms of outcomes. Some researchers have
suggested that its face and predictive validity are reasonably good, since the anatomical
patterns of cell loss in the SNc and DA terminal depletion in the striatum resemble that
observed in PD patients (Le Pen et al. 2008). However, MPTP treated animals often fail to
exhibit the classic Parkinsonian motor impairments (e.g. akinesia, rigidity, resting tremor
etc.) that are a hallmark of the disease (Sedelis et al. 2000). The construct validity of this
model is incomplete mainly owing to the non-progressive nature of the DA neuron loss,
which is at odds with the gradual neurodegenerative characteristic of the human
condition (Le Pen et al. 2008). However, this feature has not prevented some from
concluding that this model has good construct validity (Terzioglu and Galter 2008).
Indeed, a study comparing the molecular effects of MPTP treatment in mice to that
observed in human PD patient tissue found that the animal model was highly relevant
for PD pathogenesis in the SNc, with less obvious replication of molecular changes in the
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striatum (Klemann et al. 2016). A clear-cut assessment of the validity of the MPTP mouse
model of PD is therefore not readily available, perhaps exacerbated by the variability of
findings across studies and the range of dosing schedules and behavioural paradigms
used. Therefore, although caution must be taken when interpreting results from the
current study with reference to PD, the animal model provides a viable means of
targeting the nigrostriatal pathway in mice.
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5.2 METHODS
The behavioural experiments described in this chapter generally conform to that which
is thoroughly outlined in Chapter 2. However, there were several departures which will
be described here.

5.2.1 Subjects
This experiment used 15 experimentally naïve male C57BL/6J mice (aged 6 weeks on
arrival) which were obtained from the Animal Resources Centre (Perth). Four (in one case
3) animals were housed in standard individually-ventilated cages (see Chapter 2 for all
husbandry details), with each tetrad being pseudorandomly assigned to one of the two
treatment groups (saline: n = 7; MPTP: n = 8). Hence all animals in a given cage were part
of the same experimental group.
The experimental timeline is shown in Figure 5.1. Treatment was administered 2.5 weeks
after arrival. 2 weeks after the treatment regimen, animals were injected with a RFID
transponder (see Chapter 2 for further details) and 2 days later were introduced to the
IntelliCage system. Animals remained undisturbed in the IntelliCage system for 67 days.
One day after removal from the IntelliCages, animals were perfused and brains were
collected (see below).

5.2.2 Treatment
Mice

were

injected with

either

isotonic

saline

or

1-methyl-4-phenyl-1,2,3,6-

tetrahydropyridine (MPTP; Sigma-Aldrich). All animals received a total of 4
intraperitoneal (i.p.) injections over a 6-hour period. MPTP treated animals received a
total dosage of 50 mg/kg. Animals were closely monitored over the course of this regime
and for 24 hours after the final injection to ensure that there were no unexpected
deleterious effects of the treatment on the wellbeing of the animals.
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Injections
(Saline or MPTP)

Transponder
Implantation
Recovery
14d

0d

Termination
of IC testing

Introduction
to IC

6h

Recovery
2d

14d

VD Task
Commences
Habituation
10d

16d

Perfusion
VD Testing
57d

1d

83d

26d

84d

Figure 5.1: Experimental timeline from treatment (0d; saline or MPTP injections) up to perfusion (84d; tissue
collected).
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5.2.3 The IntelliCage
All behavioural data was acquired through the use of the IntelliCage system (TSE
Systems, Germany). Please refer to Chapter 2 for a detailed description of the features
and general properties of this equipment.
Prior to the commencement of the visual discrimination (VD) task, animals were
acclimated to the IntelliCage over a period of 10 days. This was a slightly different
schedule to that which was described in Chapters 2 and 3. Importantly, the visual
stimulus was not presented at all during the acclimation period. Acclimation progressed
as follows:


Free Adaptation (FA; 5 days)

Free access to all water bottles in the cage between the hours of 1830-0530. Doors barring
access were closed by default, but opened upon visit start and remained open until the
end of the visit.


Nosepoke Adaptation (NPA; 3 day)

Same as FA except that doors did not open upon visit start, but would only open for 8
seconds (s) after a NP. Only one door opening per visit was allowed and so only the first
NP opening the corresponding door.


Diagonal Pairing (DP) of Corner Pairs (1 day)

Same as NPA except that each animal could only access water in two diagonally opposite
corners. A NP in the other two corners would have no effect. In a given cage, 2 animals
were pseudorandomly allocated to each diagonally opposite pair. This pair of corners
and their corresponding nosepoke ports were defined as “correct” with the other pair
“incorrect”. Only “correct” nosepokes resulted in door opening. In this manner, drinking
could be restricted to two corners for each animal.
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Single Corner Restriction (1 day)

Same as DP except that each animal could only access water in one corner. This corneranimal pairing remained stable for the remainder of IC testing. Only one animal could
drink in each corner.

5.2.4 The Visual Discrimination (VD) task
In most ways, the VD task employed in this chapter was identical to that used in Chapter
3 and thoroughly described in Chapter 2. There were, however, several notable
differences.
Firstly, animals were allocated to a single corner where all testing trials were experienced
throughout the entire task. This was a significant deviation from the previously described
experiments, where animals moved between two potentially rewarded corners in order
to obtain water. The primary motivation for this alteration was that it would allow for a
clearer examination of the effect of outcome sensitivity on choice behaviour (see Chapter
6 for discussion on this point). Specifically, all trial-by-trial data was consecutively
generated in the same corner, whereas the trial structure in the previous experiment
permitted consecutive trials to be experienced either in same location or from the two
different locations, complicating the analysis of outcome feedback sensitivity.
The change in task structure here meant that recognition of rewarded corner state (i.e.
inactive vs active rewarded corner visits) was not examinable since each rewarded corner
visit during the testing session was an active visit. For the same reason, locationdependent state recognition was not examinable since nosepoking behaviour in the
never-rewarded corners could not be compared to responding during inactive corner
visits. Since these key behaviours relating to current task state were not observable,
analysis in this study was restricted to the visual discrimination choice trials.
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The second change to the experimental approach was each animal was assigned to learn
one of two possible VD rules, one of which required the animal to select the NP port
paired with the visual stimulus and the other which required animals to select the NP
port not paired with the stimulus (note: when comparing trials required to reach the first
performance transition between animals allocated to one rule and animals allocated to
the other, there was no difference observed in an independent samples t-test , P > 0.1,
data not shown). As mentioned, unlike the VD task described in Chapter 3, LEDs (i.e. the
visual stimulus) were not engaged in any fashion prior to the commencement of the VD
task in this experiment. Finally, performance criterion was set to 2 sessions >80% correct
out of 3 consecutive sessions (for the Chapter 3 VD task, this was 2 consecutive sessions
of >80% in both corners). These latter changes were due to a general refinement of the
test schedule.
In sum, the purpose of this experiment was to measure outcome feedback sensitivity is a
more accurate fashion to that described in the previous chapters, at the expense of
minimising the complexity of the task and hence narrowing the range of behavioural
measures assessed. Therefore, this modified VD task was not designed to produce results
that could be directly comparable to those described in the previous chapters.

5.2.5 Data organisation
For a given animal, VD task acquisition was defined as all trials from the first session up
to and including the final trial executed in the session where it reached performance
criterion. All trials could be ordered in sequence of occurrence for each individual and a
number of measures could be taken (see below). Change Point Analyses (CPAs) and
Weibull fitting procedures were conducted on the complete strings of binary and binned
performance data respectively as described in Chapter 2. Although the procedures for
these two tasks were identical to that described previously, actual data in this experiment
reflected truly consecutive trials whereas the data in the preceding experiments were
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consecutive trials from a given corner, though animals experienced trials in the other
corner in a pseudorandomly interleaved fashion. Hence, this experiment provides a more
accurate (if less rich) timecourse of behavioural measures.

5.2.6 Change-Point Analysis (CPA)
As in Chapter 4, the aim of this analysis was to execute as fine-grained an analysis on
individual data records as possible, while still maintaining reliability that legitimate
performance transitions were being detected. Furthermore, rather than exhaustively
describing the dynamics of individual learning curves, it was important to be able to
systematically identify as many performance transitions that were common to all subjects
and hence allow for the comparison of the two experimental groups at comparable
epochs of task acquisition. For this reason, the systematic approach of lowering the
statistical threshold for CP detection (described in Chapter 2) was applied here to each
individual data record. All animals exhibited at least 3 non-spurious CPs. Therefore, 3
CPs were used to divide the record into 4 phases for most analyses.
Once again, the modified VD task design here precluded direct comparisons of results
from this experiment to the described in the preceding chapters. Hence, it was not
necessary to match the number of performance phases detected here to those detected in
the original VD task described in Chapter 3.

5.2.7 Behavioural measures
For each trial, a number of behavioural measures were captured in a fashion that was
largely identical to that described in Chapter 3 (see Chapters 2 for full descriptions):


Performance: binary assessment of whether or not the first NP after trial initiation
was correct/rewarded (1) or incorrect/non-rewarded (0). Correct response rate
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could be determined by dividing the number of correct trials by the total number
of trials in a given epoch.


General response: binary assessment of whether or not the first NP after trial
initiation was made on the preferred (1) or non-preferred (0) side depending on
which response (right or left) was more frequently executed across the entire
period of task acquisition for a given individual. This measure was used to
calculate a response-bias index (RBI): (|right-left responses|)/(Total responses).



Specific choices: the first NP of a given trial could be categorised as one of four
specific choices: Preferred Correct (PC), Preferred Incorrect (PI), Non-Preferred
Correct (NpC) and Non-Preferred Incorrect (NpI). The rate of reach choice type (of
total choices) could be calculated for each animal during each phase.



Outcome sensitivity: each trial (trial n) was classified as either correct (rewarded
or win) or incorrect (non-rewarded or lose). Each pair of trials (trial n and trial n+1)
in a rolling window could therefore be classified as win-win (WW), win-lose (WL),
lose-lose (LL) or lose-win (LW). To account for changes in performance rate, WWW
(WW of all wins) and LWL (LW of all losses) response rates were determined as a
function of all wins and all losses respectively. These two measures provide a
means of interrogating the likelihood of performing correct response after a correct
and rewarded response (positive feedback) and after an incorrect/unrewarded
response (negative feedback). A feedback difference index (FDI) was calculated by
subtracting the LWL rate from the WWW rate for a given individual data record.
WWW, LWL and FDI were calculated for all trials in total for a given animal, but
also separately for preferred and non-preferred responses.



Response Latency: for each trial, the time between trial initiation and NP initiation
was calculated. For all analyses the median value for each phase within a data
record was calculated. This was done for all trial types together as well as done
separately depending on performance outcome (correct, incorrect), response
(preferred, non-preferred) and specific choice (PC, PI, NpC, NpI). For these
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separate analyses, median values were also calculated for all trials of a given type
(e.g. preferred responses) during VD acquisition.
Piecewise Weibull functions were also fit to each individual record (as described in
Chapter 2). Briefly, since the CPA reliably detected 3 performance transitions in all cases,
three best-fitting Weibull’s captured the temporal dynamics of each specific phase
transition (W1: Phases1-2; W2: Phases2-3; W3: Phases3-4).
More general performance dynamics between performance phases were examined by
comparing the number of trials required to reach each performance transition between
groups. Specifically, the number of trials from the start of testing to the first CP (CP1),
from the trial after CP1 to CP2 and from the first trial after CP2 to CP3 were counted.

5.2.8 Histological confirmation of MPTP treatment
5.2.8.1 Brain tissue preparation
The efforts of Jacinta Wong, Luke Gordon, Kristy Martin and Dan Johnstone must be
acknowledged for their work in this experiment. Jacinta Wong, Luke Gordon and Kristy
Martin collected, processed, stained and imaged the tissue as well as performed cell
counts. Dan Johnstone provided reagents and expertise. All analysis and interpretation
was done by the author.
Animals were deeply anaesthetised using sodium pentobarbital (60 mg/kg) delivered
via i.p. injection. Once animals reached the surgical plane of anaesthesia (confirmed via
absence of the pedal reflex), the thoracic cavity was opened and the right atrium
punctured with a needle. Animals were then transcardially perfused with 10% formalin
in phosphate-buffered saline (PBS) administered steadily via the left ventricle.
After fixation, mice were decapitated and the brains extracted and placed into 10%
formalin in PBS for 24-hours at 4°C. After post-fixation, brains were transferred from
formalin to PBS and stored at 4°C for. To remove excess tissue while preserving the
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nigrostriatal pathway, a scalpel was used to slice brains coronally at the optic chiasm and
the superior colliculus (~bregma 0.02mm -bregma 5.80mm (Paxinos 2001)). The
remaining block of tissue was cryoprotected in 30% sucrose in PBS.
Brain tissue was cryosectioned into 60µm thick slices using a Leica SM2010R microtome
(Leica Biosystems, USA). The stage of the microtome was cooled using dry ice pellets
(CO2). Prior to sectioning, the cryoprotected tissue was mounted onto the stage with a
thin layer of TissueTek Optimal Cutting Temperature compound (Sakura, Japan).
Sections were collected between approximately bregma -3.8mm - bregma -2.5mm
(Paxinos 2001) to capture the SNc. Alternate sections from each animal were separated
into two wells of a 24 well plate (giving two series per mouse) and stored temporarily in
PBS.

5.2.8.2 Tyrosine Hydroxylase (TH) Immunohistochemistry
Functional dopaminergic cells were labelled with tyrosine hydroxylase (TH). Freefloating brain sections were washed in 1% Triton (v/v in PBS; X100, Sigma) and then
blocked in 10% goat serum (71-00-27, KPL; v/v in PBS) for 1 hour. Sections were further
permeabilised and agitated in 1% Triton for 1 hr before being incubated in TH primary
antibody (1:500 dilution in PBS; rabbit anti-TH, T8700-1VL, Sigma) at room temperature
with agitation for 1 hr, followed by storage at 4°C for 48 hours. Sections were then washed
with agitation in PBS prior to incubation with agitation in biotinylated goat anti-rabbit
IgG (71-00-30, KPL) for 4 hrs. Sections were washed with agitation in PBS before
incubation with agitation in HRP-labelled streptavidin peroxidase (71-00-38, KPL) for 2
hrs. Tissue sections were washed with agitation in PBS. Sections were immersed in 3,3'diaminobenzidine (DAB; D7304-1SET, Sigma-Aldrich) until distinct brown labelling was
apparent (~5 minutes, confirmed under a light microscope), allowing for the visualisation
of the bound TH. After three washes in PBS, tissue sections were mounted onto glass
slides and allowed to dry overnight. Slides were dehydrated via 5 minute immersions in
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increasing ethanol concentrations (70%, 90% and 2x 100%) followed by histolene. Slides
were coverslipped with DPX mountant (06522, Sigma).

5.2.8.3 Imaging
For each animal, 2 approximately anatomically matched sections were selected for cell
counting to verify that the MPTP treatment had its intended effect on DA cells in the SNc.
Specifically, one rostral (bregma -2.5mm – bregma -3mm) and one caudal (bregma 3.4mm – bregma -3.8mm) section were analysed for each subject (Paxinos 2001).
The TH-labelled sections were visualized using a Leitz Orthoplan microscope (Leica,
Wetzlar, Germany) and a QiCam Fast1394 camera (QImaging, Burnaby, Canada). Images
were analysed with StereoInvestigator software (MFB bioscience, Williston, USA).
During all cell counts the experimenter was blind to the animal ID and treatment group
(slide identity concealed and order randomised).
Using a standardised counting frame (60 x 60 µm) aligned to the most lateral island of the
labelled cells in the SNc, TH positive (TH+) cell somas appearing inside the frame were
manually counted (using the StereoInvestigator software) under a 6.3X objective. The
number of labelled cells identified in the counting frames from each hemisphere were
summed for each section, giving each animal a bilateral cell count for both rostral and
caudal SNc.

5.2.9 Statistical analysis
Unless otherwise stated in the results section, statistical analyses were done using a
mixed-model repeated measures ANOVA with treatment (saline, MPTP) as the betweensubjects factor. Where relevant, within-subjects factors may have included phase (1-4),
response (preferred, non-preferred), performance (correct, incorrect), choice (PC, PI, NpC,
NpI), feedback (WWW, LWL) and anatomical position (rostral, caudal). When sphericity was
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violated a Greenhouse-Geisser correction was applied. Significant interactions were
followed by simple main effects testing to identify the source of the interaction.
Bonferroni corrections were used on all post-hoc pairwise comparisons. See Chapter 2 for
more details.
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5.3 RESULTS
Prior to the description of the results for this study, it should be noted no obvious
differences between the saline and MPTP treated mice were observed on general activity
measures during the habituation period. Specifically, the two groups exhibited a
comparable number of corner visits and nosepokes per day during the 10 days of
habituation (repeated measures ANOVAs; P > 0.4 for all main effects of treatment and
treatment-day interactions; data not shown). As mentioned in Chapter 2, the IC
lickometers did not always provide a reliable index of drinking behaviour. To get an idea
of how long animals spent with their snout at the reward site (thus acting as a proxy
measure for drinking time), total NP duration was calculated (i.e. the total number of
seconds each animal spent breaking the infrared beam for all NP ports combined) for
each animal on each day during habituation. There was no significant difference
observed between saline and MPTP treated animals for this measure (repeated measures
ANOVA; P > 0.09 for main effect of treatment and treatment-day interaction; data not
shown). This is in agreement with other studies that have demonstrated comparable fluid
and food intake between MPTP treated and control mice (Gorton et al. 2010, Natale et al.
2010).

5.3.1 All animals acquired the single corner VD task
With one exception, all animals achieved the performance criteria of 2 out of three
consecutive sessions of at least 80% correct responses. One MPTP animal (A1) did not
achieve the performance criterion prior to the termination of the experiment. However it
did exhibit a run of nine consecutive sessions of performance >70%, 2 of which were >80%
which indicated that the animal had acquired the task contingencies. Hence, this animal
was included in all subsequent analyses, with the second session of >80% performance
used to mark it reaching criterion.
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Figure S3.1 (Appendix III) displays the entire VD acquisition learning curves of all
individuals in a session-by-session fashion. The range for reaching performance criteria
was 19-48 sessions for the saline group and 10-56 sessions for the MPTP group, with
respective mean values of 32 (SD = 11.2) and 38.4 (SD = 18.7) and median values of 34
(IQR = 23) and 45.5 (IQR = 34). There was no significant difference in sessions to criteria
between the two groups (unpaired t-test; t(13) = 0.78, P = 0.44; see Figure S3.2 in Appendix
III).

5.3.2 Change-Point Analysis (CPA) detected multiple change-points (CPs) in VD
acquisition data for both saline and MPTP treated animals
The statistical threshold for CP detection was systematically altered to enable the
detection of multiple CPs (as done in previous chapters). In all cases, at least three nonspurious CPs marking upward changes in performance were detected. However, in most
cases (9/15) additional spurious CPs were also identified, often marking downward
transitions in performance after brief upward shifts or upward transitions after
downward transitions that brought performance levels to what they were prior to the
downward shift. These additional spurious CPs were ignored (see Chapter 2 for more
details). Individual cumulative records and CPA results are shown in Figure S3.3.

5.3.3 Saline and MPTP treated animals exhibited comparable stages of
performance during VD Acquisition as revealed by the CPA
The CPA could reliably detect at least 3 non-spurious CPs in each individual data record
(see Methods), allowing for task acquisition to be divided into 4 phases of performance
for each individual. The rate of correct responding was calculated for each individual
during phase and aggregated to profile the general performance progression of each
group during VD task acquisition. The two groups could then be compared on this
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measure to determine whether or not the MPTP treatment had any general effects on
performance at different stages of task acquisition (Figure 5.2).
For this analysis, there was a main effect of phase (F(3,39) = 344.71, P < 0.0001), with posthoc tests confirming that all phases within each analysis were distinct from one another
and that performance significantly increased with advancing phases (P < 0.0001 for all
comparisons). There was no main effect of treatment (F(1,13) = 0.005, P = 0.945) and no
phase-treatment interaction (F(3,39) = 0.323, P = 0.809). This indicates that performance
improved in a in a similar fashion for both groups.
Performance appeared to be at roughly chance levels in Phase 1 and approximated
criterion levels in the final phase. Hence these phases were termed presolution and solution
periods respectively. Two distinct intermediate periods were observed between the
presolution and solution periods and so were termed the intermediate1 and intermediate2
phases.
The VD acquisition profile was systematically separated into 4 distinct phases of
performance at the ensemble level. Performance stages for both MPTP and saline treated
animals were indistinguishable in terms of correct response rate.

5.3.4 Subtle effects of MPTP treatment on the timecourse of VD task acquisition
Although the stages of performance appeared to progress in a similar fashion for the
MPTP and saline treated animals, it was possible that the number of trials required to
progress through each performance phase differed between the two groups. Given the
role of the nigrostriatal network in instrumental learning (see Introduction), one may
reasonably hypothesise that the MPTP treated animals would exhibit delayed
performance improvements throughout task acquisition. To test this hypothesis, the
number of trials required for animals to reach each identified CP was calculated and
aggregated per group (Figure 5.3).
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Figure 5.2: Average correct response rate during each identified phase of VD acquisition for saline and MPTP
treated animals. The CPA identified 4 performance phases (4P; 3 CPs) for all animals. Distinct correct response
rates (of total responses) were observed for each phase in both saline and MPTP treated animals. Red broken lines
indicate chance (0.5) and criterion (0.8) level performance. Individual data shown with mean ± SEM.
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Figure 5.3: Average number of trials required to reach each CP during VD task acquisition for saline and
MPTP treated animals. For each animal, 3 significant upward transitions in performance (change points; CPs) were
identified. The number of trials from the start of the data record to the first CP (CP1), from the first post-CP1 trial
to the second CP (CP2) and from the first post-CP2 trial to the third CP (CP3) were calculated for each individual
data record and aggregated for saline and MPTP treated groups. Individual data shown with mean ± SEM.
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When comparing MPTP and saline animals for the number of trials required to reach
each CP, there was no main effect of treatment (F(1,13) = 0.51, P = 0.488) but a significant
main effect of transition (F(2,26) = 6.82, P = 0.0045). Post-hoc comparisons revealed that
the first CP was detected after significantly more trials than the third CP (P < 0.016),
though there no other differences observed (P > 0.1 for all other pairwise phase
comparisons, agnostic to treatment). A significant transition-treatment interaction was also
detected (F(2,26) = 4.249, P = 0.04). Simple main effects testing (see Figure S3.4 in
Appendix III for all statistical outcomes) revealed a trend for MPTP treated animals to
require more trials to reach the first CP than saline animals, but this did not reach
statistical significance after correcting for multiple comparisons (P = 0.076). Nor did the
two groups differ for trials to the second and third transitions (P > 0.2). Saline animals
were found to require a comparable number of trials to reach each transition (P > 0.6 for
all pairwise phase comparisons). However, MPTP animals required significantly more
trials to reach the first CP (CP1) than they did to reach both other transitions (P < 0.02 for
both comparisons).
MPTP treatment had a subtle but detectable effect on early performance improvement.
Although not statistically significant, MPTP animals tended to require more trials to
exhibit above chance performance in the VD task than saline animals (i.e. to reach CP1
which marked the junction between Phases 1 and 2). Importantly, MPTP treated animals
required significantly more trials to make early gains in performance than they did for
all subsequent performance improvements. Saline animals on the other hand appeared
to progress through the stages of performance improvement in a more even fashion.

5.3.5 MPTP treatment did not significantly alter general response profiles during
VD Acquisition
To compare the general response profiles of saline and MPTP animals, a response-bias
index (RBI) was calculated for each animal during each distinct phase. This measure
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provided a metric for assessing the degree of preference for either the right or left NP
responses (Figure 5.4).
This analysis uncovered a main effect of phase (F(1.783,23.181) = 8.411, P = 0.002), with
post-hoc tests confirming that the RBI in the final phase was significantly lower than all
other phases (P < 0.04 for all phase comparisons, agnostic to group), though no other
pairwise phase comparisons were significant (P > 0.1 for all). There was no main effect of
treatment (F(1,13) = 1.934, P = 0.188) and no phase-treatment interaction (F(1.783,23.181) =
2.237, P = 0.134).
Although qualitatively the MPTP group appeared to have a higher RBI than the saline
animals during the early phases of task acquisition, there was no significant differences
in strength of response bias between the two groups.

5.3.6 MPTP treatment did not observably alter specific choice profiles during VD
Acquisition
To compare specific choice behaviour between MPTP and saline treated mice across the
identified phases of performance, the first response made on each trial was classified as
one of four specific choices: Preferred Correct (PC), Preferred Incorrect (PI), NonPreferred Correct (NpC) and Non-Preferred Incorrect (NpI). On any given trial for an
individual, a response could either be made on its preferred or non-preferred side, and
furthermore could either be correct (rewarded) or incorrect (unrewarded). The rate of
each choice type was be calculated for each individual during each phase, aggregated at
the group level and compared between treatment groups (Figure 5.5).
A main effect of choice was detected (F(1.181,15.348) = 55.81, P < 0.0001), with post-hoc
tests (agnostic to treatment and phase) showing that the PC choice was executed at a
significantly higher rate than all other choices (P < 0.0003 for all comparisons) and NpI
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Figure 5.4: Average general response profiles across the different phases of VD task acquisition for saline and
MPTP treated animals. The average response-bias index (RBI) for each group is shown for each identified performance phase. Individual data shown with mean ± SEM.
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Figure 5.5: Average specific choice profiles across the different phases of VD task acquisition for saline and
MPTP treated animals. The first response on each trial could be classified as one of four possible choices: a correct
response on the preferred side (PC), an incorrect response on the preferred side (PI), a correct response on the
non-preferred side (NpC) or an incorrect response on the non-preferred side (NpI). The rate of each choice type
was calculated for each individual during each phase and aggregated at the group level. For visibility, data from a)
saline and b) MPTP treated animals were plotted separately. Data shown is mean ± SEM.
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choice rate being significantly lower than all other response types (P < 0.002 for all
comparisons).
There were no choice-treatment (F(1.181,15.348) = 0.097, P = 0.8) or choice-phase-treatment
(F(2.57,33.414) = 2.353, P = 0.098) interactions observed. However, there was a significant
choice-phase interaction (F (2.57, 33.414) = 34.277, P < 0.0001), which was followed up with
simple main effects testing (see Figure S3.5 in Appendix III). Importantly, during the
presolution period there was no difference in PC and PI (P = 1) nor NpC and NpI (P = 1)
choice rates, though the two preferred choices were executed significantly more
frequently than the two non-preferred choices (P < 0.0001 for all pairwise comparisons
during Phase 1). During the remaining phases, selectivity for the position of the visual
stimulus emerged with PC and NpC response rates being significantly higher than PI and
NpI responses respectively (P < 0.0002 for all comparisons). By the final phase, a response
bias was no longer statistically detectable with PC and NpC as well as PI and NpI
response pairs being indistinguishable (P > 0.1 for both comparisons).
MPTP and saline animals exhibited indistinguishable choice profiles across all identified
phases when data was aggregated at the group level.

5.3.7 Comparison of phase transition dynamics between saline and MPTP treated
animals: piecewise best-fit Weibull functions
To estimate the performance dynamics of the 3 identified CPs in this analysis, 3 Weibull
functions (W1-3) were fit to each data record as done in previous chapters. Resulting Svalues (the parameter determining the abruptness of the transition in the function) and
dynamic intervals (DI; the number of trials required for the function to increase from 1090% of its total rise) from each fitting procedure were then aggregated at the group level
to determine whether or not the MPTP treatment had any effect on the dynamics of the
phase transitions (Figure 5.6).
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Figure 5.6: Estimating performance transition dynamics for saline and MPTP treated mice using the piecewise Weibull fitting approach. Each data record was separated into 3 overlapping segments that each contained
one of the 3 performance transitions identified by the CPA. A best-fit Weibull function was calculated for each
segment (W1-3). a) S-values estimating the abruptness of each best-fitting Weibull function were aggregated by
treatment group for W1-3. b) The dynamic interval (DI) was calculated as the number of 5-trial bins required for
each Weibull function to increase from 10-90% of its total rise and aggregated by treatment group for W1-3. Individual data shown with median ± IQR.
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For W1 (i.e. the first performance transition), s-values ranged from 1.21-7,274 in saline
animals (median = 4,516, IQR = 6,820) and from 5.52-38,023 in MPTP animals (median =
13,334, IQR = 34,080). The range for W2 was 8.83-2,512 in saline animals (median = 1,143,
IQR = 2,293) and from 1.43-5,457 in MPTP animals (median = 176, IQR = 1,689). For W3,
saline values ranged from 2.22-4,184.69 (median = 80, IQR = 2,779, while MPTP 2.9-4,355
(median = 123, IQR = 4351.83).
Since the s-value data was highly skewed, separate Mann-Whitney U tests (with
Bonferroni corrections for multiple comparisons) were used to compare s-value for saline
and MPTP treated animals for each Weibull function (Figure 5.6a). For all analyses, no
significant differences were observed (W1: U = 17, P = 0.696. W2: U = 20, P = 1. W3: U =
25, P = 1).
Next, the dynamic interval (in 5 trial bins) was examined (Figure 5.6b). For W1, saline DIs
ranged from 0-315 bins (median = 0, IQR = 174) and MPTP DIs ranged from 0-232
(median = 0, IQR = 48.75). W2 DIs ranged from 0-193 in saline animals (median = 1, IQR
= 43) and 0-124 in MPTP animals (median = 0.5, IQR = 48.75). Finally, saline animals had
DIs ranging from 0-366 (median = 11, IQR = 87) for W3, while MPTP animals ranged from
0-159 (median = 25.5, IQR = 139).
Repeating the same approach as done for the s-value analysis, no difference in DI was
observed between the two treatment groups for any of the Weibull functions (MannWhitney U test with Bonferroni corrections for multiple comparisons; W1: U = 24, P = 1.
W2: U = 28, P = 1. W3: U = 24.5, P = 1).
The piecewise Weibull fitting approach revealed that abrupt shifts in performance were
commonly observed, especially for the earlier transitions, evidenced by the high median
s-values and very low DIs. No observable differences were found between the two
treatment groups for these measures.
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5.3.8 Positive and negative outcome feedback sensitivity during VD acquisition for
saline and MPTP treated animals
Given the role that dopaminergic signalling in the SNc plays in reward processing, it was
of interest to determine whether or not the MPTP treated animals exhibited any changes
in their responsivity to outcome-related feedback in this task. Accordingly, the likelihood
of making the correct choice (i.e. a rewarded “win”) immediately after a rewarded (win)
trial and also after a non-rewarded (“lose”) trial was calculated for each phase. Hence,
WWW (WW of all wins) and LWL (LW of all losses) response rates were determined as a
function of all wins and all losses respectively (see Chapter 2). This approach allowed for
a comparison of the use of positive (WWW) and negative (LWL) feedback in guiding
subsequent choice behaviour across phases and between treatment groups.
When positive and negative feedback were assessed over the 4 phases of VD acquisition
(Figure 5.7a), there was a main effect of feedback (F(1,13) = 10.006, P = 0.007) which
indicated that the LWL response rate was generally higher than the WWW response rate.
There was a main effect of phase (F(3,39) = 304.875, P < 0.0001), which reflected the
progressive increase in correct response rate (wins) across phases (P < 0.0001 for all phase
comparisons). There was no main effect of treatment (F(1,13) = 0.093, P = 0.766) and no
feedback-treatment (F(1,13) = 0.29, P = 0.599) or phase-treatment (F(3,39) = 0.344, P = 0.794)
interactions.
The analysis did, however, reveal significant response-phase (F(3,39) = 5.419, P = 0.003) and
feedback-phase-treatment (F(3,39) = 2.935, P = 0.045) interactions. Simple main effects testing
was conducted to determine the nature of these interactions (see Figure S3.6 in Appendix
III). Of interest was the finding that LWL rate was significantly higher than WWW rate
during Phase 1 (P < 0.0001), with a similar non-significant trend in Phase 2 (P = 0.07) and
comparable rates between the two feedback types for the subsequent phases (P > 0.1 for
all remaining comparisons). This pattern of findings was maintained in the MPTP group
when comparing the two feedback types within each phase. Interestingly, saline animals
exhibited a relative increase in LWL rate as compared to WWW rate during Phase 1 and
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Figure 5.7: Outcome feedback sensitivity during VD task acquisition for saline and MPTP treated animals.
a) Average rate of WWW (positive outcome feedback) and LWL (negative outcome feedback) responses for saline
and MPTP treated mice during each identified phase. The red broken line marks the equivalence point for wins
and losses (i.e. chance-level performance) b) Comparison of feedback difference index (FDI) for saline and MPTP
treated animals during each identified phase. The red broken line marks the point at which the relative influences
of positive (WWW) and negative (LWL) feedback were equal. Data shown is mean ± SEM with individual values
shown in b) only.
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Phase 3 (P < 0.05 for both comparisons). No other differences between treatment groups
were observed.
Overall, negative outcome feedback seemed to exert greater influence over correct
responding than positive outcome feedback in both groups. This effect was most clearly
observed during the presolution period when performance appeared to be at chance
levels. There also seemed to be some subtle differences in how this manifested between
the two groups over the course of task acquisition.

5.3.9 Differences in the use of positive and negative outcome feedback during VD
task acquisition for saline and MPTP treated animals
To further explore the relative impact of positive and negative outcome feedback on the
choice behaviour of MPTP and saline treated animals, a feedback difference index (FDI)
was generated. This was calculated by taking the difference between the measures of
relative positive and negative feedback (WWW - LWL) for each animal during each phase
(Figure 5.7b). An FDI of zero represented equal impact of positive and negative feedback
on choice behaviour. Positive and negative scores indicated a relatively higher influence
of positive and negative feedback on choice behaviour respectively.
There was a main effect of phase (F(3,39) = 5.415, P = 0.003), with post-hoc comparisons
revealing that the FDI was significantly lower in Phase 1 when compared to Phase 4 (P <
0.004), with no other significant differences observed in the pairwise analysis (P > 0.08
for all pairwise phase comparisons, agnostic to treatment). There was no main effect of
treatment (F(1,13) = 0.297, P = 0.595) but there was a significant phase-treatment interaction
(F(3,39) = 2.946, P = 0.045). Simple main effects testing (see Figure S3.7 In Appendix III
for all statistical outcomes) revealed that MPTP animals had a significantly lower FDI
than saline animals during Phase 1 (P = 0.019), though the two groups did not differ on
this measure for any subsequent phase (P > 0.1 for all remaining pairwise comparisons
of treatment). Further, the FDI for saline animals was not found to significantly change
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over the 4 phases (P > 0.3 for all pairwise comparisons of phase within this group).
However, MPTP animals exhibited a significantly lower FDI during Phase 1 when
compared to Phases 3 and 4 (P < 0.006 for both comparisons).
MPTP treated animals used negative outcome feedback more than positive feedback to
guide choice behaviour during the earliest period of task acquisition. This difference in
relative impact of feedback was significantly larger than that observed in the saline
treated animals, who used both types of feedback significantly more evenly during this
phase. As task acquisition progressed, the MPTP animals came to use both types of
feedback more evenly to guide correct choice behaviour.

5.3.10 Response-dependent outcome feedback sensitivities during VD task
acquisition for saline and MPTP treated animals
In the preceding chapters, there was evidence that the non-preferred response was more
sensitive to positive outcome feedback than the preferred response was. To investigate
whether this same pattern was observable in this altered task, the immediate prospective
influence of both positive (WWW) and negative (LWL) feedback received after preferred
and non-preferred responses was compared for saline and MPTP treated mice (see
Chapter 2 for more details).
When response-specific positive and negative feedback values were assessed over the
entire VD acquisition period (Figure 5.8a), there was a main effect of feedback (F(1,13) =
13.966, P = 0.002), which indicated that WWW response rate was generally higher than
the LWL response rate. There were no main effects of treatment (F(1,13) = 0.223, P = 0.645)
or response (F(1,13) = 2.386, P = 0.146) and no feedback-treatment (F(1,13) = 0.076, P = 0.788),
response-treatment (F(1,13) = 1.602, P = 0.228) or feedback-response-treatment (F(1,13) = 2.069,
P = 0.174) interactions.
There was a significant feedback-response interaction observed (F(1,13) = 42.0398, P <
0.0001). Simple main effects testing (see Figure S3.8 In Appendix III for all statistical
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Figure 5.8: Outcome feedback sensitivity after preferred and non-preferred responses during VD task acquisition for saline and MPTP treated animals. a) Overall average rate of WWW (positive outcome feedback) and LWL
(negative outcome feedback) for preferred and non-preferred responses calculated for the entire VD acquisition
period in saline and MPTP treated animals (Preferred-WWW corresponds to the rate of rewarded preferred responses that were immediately followed by a correct response; see Chapter 2 for more details). b) Comparison of overall
response-specific feedback difference index (FDI) for the entire VD acquisition period in saline and MPTP treated
animals. The red broken line marks the point at which the relative influences of positive (WWW) and negative
(LWL) feedback were equal. Individual data shown with mean ± SEM.
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outcomes) confirmed that positive outcomes (WWW) received after the non-preferred
response were more likely to influence subsequent choice behaviour than negative
outcomes (LWL) were (P < 0.0001), though no significant difference between feedback
types were observed for the preferred response (P = 0.073). Furthermore, while choice
behaviour was more sensitive to positive outcomes (WWW) received after the nonpreferred response when compared to the preferred response (P < 0.0003), it was more
sensitive to negative outcome feedback received after the preferred response when
compared to the non-preferred response (P = 0.012).
To further explore the relationship between positive and negative outcome feedback
signalling after preferred and non-preferred responses, an FDI (WWW - WWL) was
calculated for each response type for each animal over the entire VD acquisition period
(Figure 5.8b). A main effect of response was observed (F(1,13) = 42.039, P < 0.0001),
indicating that the non-preferred response was associated with a significantly higher FDI
than the preferred response. There was no main effect of treatment (F(1,13) = 0.076, P =
0.788) and no response-treatment interaction (F(1,13) = 2.069, P = 0.174).
All of these response-dependent feedback measures were also assessed across the 4
phases of VD task acquisition. The results largely reflected the previous analyses, with
no difference between groups detected and no observable change in relative positive and
negative feedback sensitivities across phases (see Figures S3.9 in Appendix III for plots
and a full description of findings).
Positive outcomes received after a non-preferred response were more likely to influence
subsequent choice behaviour than those received after the preferred response.
Interestingly, negative outcomes were more influential on subsequent choice behaviour
if they occurred after a preferred response as compared to the non-preferred response.
These differential sensitivities between responses were comparable between MPTP and
saline treated animals.
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5.3.11 Estimating deliberation across performance phases for saline and MPTP
treated animals
To explore the timing of response initiation across task acquisition in both MPTP and
saline treated mice, the response latency was calculated for each trial. For each animal,
the median response latency was calculated during each phase and the values aggregated
for each group (Figure 5.9).
When treatment groups were compared across phases, a main effect of phase was
observed (F(1.763,22.917) = 19.178, P < 0.0001). Post-hoc comparisons confirmed that the
response latency in Phase 4 was significantly higher than that all other phases (P < 0.007
for all pairwise phase comparisons to Phase 4), Phase 3 was significantly higher than
Phase 2 (P = 0.001) but not significantly higher than Phase 1 (P = 0.055) and Phase 1 and
Phase 2 had comparable response latencies (P = 0.63). There was no main effect of
treatment (F(1,13) = 0.296, P = 0.595) nor was a treatment-phase interaction detected
(F(1.763,22.917) = 1.433, P = 0.256).
The MPTP treatment did not observably affect the general initiation latency of NP
responses in the IntelliCage system. Furthermore, findings from the preceding chapters
were generally replicated in that animals tended to take more time to initiate a response
as performance improved.

5.3.12 Estimating performance-dependent deliberation for saline and MPTP
treated animals
To characterise how response latency differed between correct and incorrect trials, the
median response latency was calculated for both of these two performance states for all
trials in the VD task and also for each identified phase (Figure 5.10).
When the median value was calculated for all trials and aggregated at the group level
(Figure 5.10a), there was a main effect of performance (F(1,13) = 28.472, P < 0.0002),
281

Response Latency (s)

1.0

0.5

0.0
Phase 1

Phase 2

Phase 3

Phase 4
Saline
MPTP

Figure 5.9: Median response latency during each phase of VD task acquisition for saline and MPTP treated animals. For each trial, the time between trial initiation (entry into the active rewarded corner) and the initiation of the NP response was calculated in seconds (response latency). For each individual data record, the
median response latency (seconds) could be determined for each phase. These values were aggregated for each
treatment group. Individual data shown with mean ± SEM.
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Figure 5.10: Performance-dependent response latency during VD task acquisition for saline and MPTP treated animals. Each trial was categorised as either correct or incorrect (i.e. rewarded or non-rewarded responses) and
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confirming that the response latency was significantly higher for correct than incorrect
trials. There was no main effect of treatment (F(1,13) = 0.046, P = 0.833) nor was there a
significant performance-treatment interaction (F(1,13) = 0.046, P = 0.833).
When examining performance-dependent response latency across the 4 VD phases
(Figure 5.10b), the main effect of performance (F(1,13) = 25.673, P < 0.0003) once again
indicated that correct trials had a significantly higher response latency than incorrect
trials. There was also a main effect of phase (F(1.686,21.922) = 13.545, P < 0.0003), with
post-hoc comparisons confirming the general increase in response latency across phases
(see Figure S3.10 in Appendix III for all statistical outcomes). There was no main effect of
treatment (F(1,13) = 0.364, P = 0.557) and no significant performance-treatment (F(1,13) =
0.771, P = 0.396), phase-treatment (F(1.686,21.922) = 1.755, P = 0.199) = 1.042, P = 0.361) or
performance-phase-treatment (F(1.564,20.33) = 0.542, P = 0.547) interactions detected.
A significant performance-phase interaction was observed (F(1.564,20.33) = 7.365, P = 0.006)
and so simple main effects testing was conducted (see Figure S3.10 in Appendix III for all
statistical outcomes). Of interest was the finding that there was no difference between
correct and incorrect response latencies during Phase 1 (P = 0.459), but the former came
to be initiated with a higher response latency for all subsequent phases (P < 0.006 for all
pairwise comparisons of performance during each phase). Also, both trial types were
associated with a significant increase in response latency across the phases (response
latency in Phase 4 was significantly higher than that in Phase 1 for both trial types, P <
0.03 for both comparisons), though this was more apparent for the correct response.
Correct trials were associated with a higher response latency than incorrect trials, though
both trial types observably increased for this measure as performance improved. There
were no observable differences here between saline and MPTP treated mice.
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5.3.13 Estimating response-dependent deliberation for saline and MPTP treated
animals
To explore whether the MPTP treatment affected the initiation latencies of the two
general response types, the median response latency was calculated for preferred and
non-preferred responses over all trials in the VD task and also for each identified phase
(Figure 5.11).
When response-dependent median initiation latencies for the entire task acquisition
period were compared at the group level (Figure 5.11a), there was a main effect of response
(F(1,13) = 25.649, P < 0.0003), indicating that the preferred response was initiated
significantly faster than the non-preferred response. There was no main effect of treatment
(F(1,13) = 0.017, P = 0.898) nor was there a performance-treatment interaction (F(1,13) =
0.379, P = 0.549).
Response-dependent initiation latency was then compared between treatment groups
across the 4 VD phases (Figure 5.11b). A main effect of response was detected (F(1,13) =
21.121, P = 0.001), confirming that the preferred response was initiated significantly faster
than the non-preferred response. There was also a main effect of phase (F(1.455,18.918) =
8.836, P = 0.004). Post hoc tests (agnostic to treatment) confirmed that response latency
was higher in Phases 3 and 4 when compared to Phase 1 (P < 0.004 for both comparisons,
P > 0.2 for the remaining pairwise phase comparisons). There was no main effect of
treatment (F(1,13) = 0.274, P = 0.61) and no response-treatment (F(1,13) = 0.55, P = 0.471),
phase-treatment (F(1.455,18.918) = 1.121, P = 0.328), response-phase (F(3,39) = 21.121, P = 422)
or performance-phase-treatment (F(2.152,27.971) = 2.058, P = 0.144) interactions observed.
For both treatment groups, the preferred response was associated with a faster initiation
latency than the non-preferred response. Response latency tended to increase as
performance improved, though there was no observable difference between preferred
and non-preferred responses in this regard.
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Figure 5.11: Response-dependent response latency during VD task acquisition for saline and MPTP treated
animals. For each trial, the response made by the animal could be classified as either preferred or non-preferred and
the response latency (in seconds) calculated. For each individual, the average median response time (seconds) for
each response type was calculated for a) the entire VD task and b) each identified phase and these values were aggregated at the group level. Data shown is mean ± SEM with individual values shown in a) only.
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5.3.14 Estimating choice-dependent deliberation for saline and MPTP treated
animals
To investigate whether or not the MPTP treatment had any effect on specific choicedependent estimates of deliberation, the median response latency was calculated for each
specific choice category (PC, PI, NpC and NpI) for the entire task acquisition period and
for each phase (Figure 5.12).
When the median value of each choice category was calculated for the entire task
acquisition period and aggregated at the group level (Figure 5.12a), there was a main
effect of choice (F(1.911,24.838) = 17.875, P < 0.0002.). Post-hoc tests results (agnostic to
treatment; see Figure S3.11 in Appendix III for all statistical outcomes) confirmed that the
PI choice was executed significantly faster than the PC response (P < 0.004), though the
NpC and NpI were not found to be significantly different from one another (P > 0.08).
NpC values were significantly higher than both preferred choices (P < 0.0007) and NpI
values were significantly higher than the PI choice (P = 0.02) but not the PC choice (P =
0.088). There was no main effect of treatment (F(1,13) = 0.052, P = 0.822) and no choicetreatment interaction (F(1.911,24.838) = 0.662, P = 0.518).
Specific choice-dependent response latency was then compared between treatment
groups across the 4 VD phases (Figure 5.12b&c; Saline and MPTP groups plotted
separately but analysed together). A main effect of choice was detected in both analyses
(raw: F(1.509,18.11) = 11.224, P = 0.001. normalised: F(1.931,23.171) = 13.135, P < 0.0002).
Post-hoc tests (agnostic to treatment and phase; see Figure S3.11 in Appendix III for all
statistical outcomes) confirmed that the PI choice was executed significantly faster than
all other choices (P < 0.04 for all pairwise choice comparisons) and that the NpC choice
had a higher latency than both of the preferred responses (P < 0.02 for both comparisons)
but not the NpI choice (P = 1). There was also a main effect of phase (F(1.716,20.59) = 6.06,
P = 0.011; see Figure S3.11 in Appendix III for all statistical outcomes of post-hoc tests).
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Figure 5.12: Specific choice-dependent response latency during VD task acquisition for saline and MPTP
treated animals. For each trial, the choice made by the animal could be classified as either PC, PI, NpC or NpI
and the response latency (in seconds) calculated. For each individual, the average median response time (seconds)
for each choice type was calculated for a) the entire VD task and b-c) each identified phase and these values were
aggregated at the group level. For visibility in values for b) saline and c) MPTP treated groups were plotted separately. Data shown is mean ± SEM with individual values shown in a) only.

There was no main effect of treatment (F(1,12) = 0.182, P = 0.677) and no response-treatment
(F(1.509,18.11) = 0.332, P = 0.662), phase-treatment (F(1.716,20.59) = 0.756, P = 0.463), choicephase (F(3.033,36.396) = 1.266, P = 301) or choice-phase-treatment (F(3.033,36.396) = 1.166, P
= 0.336) interactions for either analysis.
MPTP did not have a statistically observable effect on specific choice-dependent response
latency. As previously found, animals were generally found to be slower to initiate the
preferred response when it was correct as compared to when it was incorrect.

5.3.15 TH+ cell counts
To confirm the efficacy of the MPTP treatment on DA cells in the SNc, 2 anatomically
matched sections were selected each animal, one rostral and one caudal (Figure 5.13a),
and the number of TH+ labelled cells were manually counted in a standardised counting
frame (see methods above).
When the cell counts were compared between the two treatment groups and across the
two anatomical locations (Figure 5.13b), there was a main effect of treatment (F(1,13) =
9.504, P = 0.009) confirming that fewer DA cells were counted in the SNc of MPTP treated
mice as compared to saline controls. There was also a main effect of anatomical position
(F(1,13) = 39.647, P < 0.0001) indicating that rostral counts were higher than caudal counts
but there was no treatment-anatomical position interaction (F(1,13) = 0.277, P = 0.608).
The MPTP treatment regime used in this study was found to be effective in reducing TH+
cell counts in the SNc of mice.
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Fig 5.13: Confirmation of efficacy of the MPTP treatment on TH+ cells in the SNc. a) Representative photomicrographs of TH labelling of the rostral (left images) and caudal (right images) SNc for saline (top row) and MPTP
(bottom row) treated mice. Scale bar = 200 µm. b) Average number of SNc TH+ cells counted bilaterally in approximately matched rostral and caudal sections for saline and MPTP treated mice. Individual data shown with mean ±
SEM.
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5.4 DISCUSSION
The experiments described here provide novel evidence of a specific role for the SNc in
the early stages of discrimination learning. When compared to saline controls, animals
treated with MPTP (a toxin that selectively destroys DA cells in the SNc) exhibited a
significant change in the balance between the use of positive and negative outcome
feedback, with correct choice behaviour being significantly less sensitive to the influence
of positive (i.e. reward receipt) than negative (i.e. reward omission) feedback during the
earliest performance phase. Furthermore, MPTP animals exhibited a subtle yet
observable delay in the initial transitioning of performance to levels above chance. All
other metrics of learning and behaviour were indistinguishable from the saline controls
in this study.
The clearest difference between MPTP and saline treated animals came from observing
their sensitivity to outcome feedback during the earliest performance stage. The relative
influence of rewarded and non-rewarded outcomes on correct choice behaviour was
determined by the creation of a Feedback Difference Index (FDI). A positive FDI would
indicate that a rewarded trial was more likely to be followed by a rewarded trial (i.e. a
correct choice) than a non-rewarded trial was. Negative FDIs ensue when the rate of
making a correct response is higher after a non-rewarded trial than after a rewarded trial.
Crucially, during the presolution period (i.e. Phase 1), MPTP treated mice exhibited a
significantly lower FDI than saline control and so their choices were more likely to be
influenced by negative outcome feedback signals than positive ones during this time.
Saline mice were more balanced in their use of positive and negative feedback to guide
choices. There was no such difference observed in subsequent performance phases.
This finding is generally consistent with studies of human PD patients who, when off
their medication, display a selective deficit in choice tasks when learning from positive
outcome feedback though negative feedback signalling is preserved (Frank et al. 2004,
Schonberg et al. 2010, Piray et al. 2014, Cox et al. 2015). The evidence suggests that this is
due to impaired positive RPE signalling in the nigrostriatal pathway, particularly that
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which is associated with the DLS (Schonberg et al. 2010), while negative RPE signalling
is preserved along with learning from negative outcomes. Crucially, these positive (burst
firing) and negative (pause in tonic firing) DA signals modulate synaptic plasticity in
their striatal targets, allowing for bidirectional changes in both direct (motor initiation
and reinforcement) and indirect (motor inhibition and punishment) pathway synapses
(Reynolds et al. 2001, Frank 2005, Shen et al. 2008, Kravitz et al. 2012). Under normal
circumstances, balanced long-term synaptic modifications in these pathways underlie the
successful acquisition and maintenance of goal-directed actions, habits and motor skills
(Reynolds et al. 2001, Frank 2005, Wickens et al. 2007, Yin et al. 2009, Shan et al. 2014,
Shan et al. 2015). In the Parkinsonian state where SNc DA signalling is abnormal, this
direct-indirect pathway plasticity equilibrium is disturbed leading to dysfunctional
striatum-dependent learning and problems with action initiation (Kreitzer and Malenka
2007, Chen et al. 2008, Shen et al. 2008, Kravitz et al. 2010).
Similar patterns of outcome feedback dysfunction have been observed in animal studies.
For example, Grospe et al. (2018) demonstrated that rats with 6-OHDA lesions to the
dorsomedial-nigrostriatal pathway exhibited enhanced lose-shift behaviour (i.e.
executing the alternate response after receiving no reward on the previous trial) when
compared to control animals undergoing spatial reversal learning in a T-maze.
Interestingly, in that particular study there was no change detected in the rate of win-stay
behaviour (i.e. selecting the same correct response after receiving a reward on the
previous trial) after this particular lesion and so positive outcome feedback signalling
appeared to remain intact. The cited study did not examine feedback sensitive behaviour
during the acquisition of the task (only the reversal), nor did it attempt to assess how
outcome feedback sensitivity may have changed over the course of the reversal task.
Hence it remains unknown how the nigrostriatal projection to the associative
dorsomedial striatum processes positive and negative feedback during the early stages
of choice learning. A closer analysis like that reported in the current study may yield
some insight.
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Other studies have attempted to characterise the role of the DLS (a major reciprocal input
of the SNc) during the different stages of discrimination task acquisition (Bergstrom et al.
2018). For example Bergstrom et al. (2018) revealed that transiently inhibiting the DLS
(using optogenetics) of mice improved sensitivity of choices to immediately preceding
outcome feedback signals during the “early” epochs of a visual discrimination task
(higher rate of win-win and lose-win than the non-inhibited group). However, the fact
that the DLS-inhibited group had a significantly higher correct response rate during the
early acquisition phase was not accounted for in the win-win and lose-win rate
calculations (i.e. the generally higher occurrence of wins would make this group have
higher win-win and lose-win rates which may not have been due to the use of outcome
feedback signals per se), thus calling into question the observed group differences in
feedback sensitivity. Moreover, as stages were not identified statistically (as done in the
current experiments) and only representative portions of the data were assessed, subtle
changes in outcome feedback sensitivity during task acquisition may have been lost. To
our knowledge, the current study is the first to implicate the SNc in guiding choice
behaviour after positive feedback specifically during the systematically defined earliest
stages of discrimination learning in mice.
Evidence from other studies lend support to the general notion that DA signalling as
important for allowing outcome feedback control over choice behaviour. Klanker et al.
(2015) showed that DA activity in the ventromedial striatum was sensitive to positive but
not negative outcome feedback during the reversal of a spatial operant task, and that this
signal correlated with how readily individual animals adapted their choice behaviour
under changing contingencies. In this study, no difference was observed during the initial
acquisition of the task. In a more fine-grained analysis of outcome feedback sensitivity,
Stolyarova et al. (2014) demonstrated that animals with a history of methamphetamine
treatment (a drug known to have a lasting destructive influence on the DA system) relied
significantly more on positive than negative feedback to guide choice behaviour during
the early stages of reversal learning in a visual discrimination task. Both of these studies
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provide insight into how DA signalling may modulate the use of outcome feedback in
choice selection when conditions are highly unstable (such as after a rule reversal).
However, they do not address how this type of processing may contribute to the
emergence of rule-based choice behaviour during discrimination learning. The current
study adds to this growing picture of DA signalling, identifying the importance of the
nigrostriatal pathway in the earliest improvements in choice behaviour, likely driven by
the use of positive outcome feedback signals.
The current study also identified a subtle, yet detectable, delay in the earliest performance
transition. The direct comparison of trials to reach the first CP did not differ between
saline and MPTP animals, though there was a non-significant trend for MPTP animals to
require more trials than saline controls. However, while saline treated animals required
a comparable number of trials to progress to each identified CP, MPTP mice required
significantly more trials to reach the first CP than they did for all other performance
transitions. This delay in performance improvement could be mediated by compromised
reinforcement signals from the SNc to the striatum (Kravitz et al. 2012) and/or impaired
plasticity mechanisms in the striatum (Chen et al. 2008, Shen et al. 2008). Further work
will be required to fully investigate this effect.
Prior to the first identified transition, performance was at chance levels for both groups,
and did not appear to be observably influenced by the position of the visual stimulus (as
evidenced by the comparable rates of PC and PI choices, as well as NpC and NpI choices).
After the first transition, performance improved but the general response strategy did not
change, so that animals appeared to maintain the same bias for their preferred response
even though their choice accuracy was enhanced. The selective reorganisation of specific
choices directly demonstrates that choices had become sensitive to the position of the
visual stimulus. This transition was also associated with a divergence between correct
and incorrect responses in terms of response latency, consistent with the notion that
correct responses were generally becoming executed after a period of deliberation. This
was not obviously due to a change in the distribution of the more rapidly initiated
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preferred and more slowly initiated non-preferred responses, since RBI was not found to
change between these epochs. Therefore, this first performance transition marked a shift
in choice behaviour that reflected sensitivity to the position of the visual stimulus without
observably affecting the general response strategy of the animals, with evidence that
animals had become more deliberative at the choice point.
The SNc therefore appears to play some role in the early discrimination learning process,
though the nature of this role in this scenario and others remains unknown. Activation
of DA cells in the SNc has been shown to be sufficient to promote the acquisition of an
instrumental response (Rossi et al. 2013, Keiflin et al. 2019). Whether this reinforcement
learning is due to the rewarding aspects of the SNc stimulation or due to physiological
changes in the dorsal striatum plasticity required for associative and/or action learning
remains to be determined.
Computationally, actor-critic models (see Chapter 1) place the SNc in position to drive
action learning, with different actions being stored in competitive corticostriatal circuits
or parallel loops (Alexander and Crutcher 1990, Dayan and Balleine 2002). The
dopaminergic signal arising in the SNc is thought to provide the DLS with an error signal
relating to estimates of the future reward prospects for a given action (termed its
“advantage”), which can be compared to that of alternative action(s) that are taken under
current behavioural policy (Dayan and Balleine 2002). In this way, the agent learns about
different actions and selects that which has the highest advantage in a given state. So the
SNc does not necessarily select the action, but rather biases action selection in a statedependent manner (Howard et al. 2017). If indeed the SNc is providing this signal,
weakened nigrostriatal dopaminergic signalling may mean that more experience is
required to sufficiently learn about the different action advantages for a given state. This
may explain the subtle delay in learning to select the non-preferred response when it was
correct to do so in mice treated with MPTP (i.e. in the trial state which required a nonpreferred response as signalled by the position of the visual stimulus). Curiously, no
effect of MPTP treatment was observed here in shifting general responding to incorporate
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a higher rate of non-preferred responses into the behavioural strategy, as observed in the
later performance transitions. Rather, it could be argued that the effect was tied to the
selection of a particular response (i.e. the non-preferred response) in a given trial state
(i.e. position of visual stimulus indicates non-preferred response required).
In addition to the learning of actions, the nigrostriatal pathway also plays a role in
mediating the effect of a stimulus over action selection. In appetitive Pavlovianinstrumental transfer (PIT) experiments (a paradigm for studying how a conditioned
stimulus can influence a separately learned instrumental response; see Chapter 1 for an
overview), the control of instrumental behaviour by a previously conditioned stimulus is
found to be impaired after lesions to the SNc (El‐Amamy and Holland 2007) and the DLS
(Corbit and Janak 2007). Hence, it is thought that learned incentive motivation associated
with the conditioned stimulus influences the selection of specific actions via the
nigrostriatal pathway (Balleine and O'Doherty 2010). In the current experiment,
Pavlovian mechanisms were surely at play as the animals learned about the visual
stimulus, although it is not understood how Pavlovian and instrumental learning interact
during the type of discrimination learning used in the current work. Nonetheless, it is
possible that, in the animals with a compromised nigrostriatal pathway, Pavlovian
mechanisms were less effective at influencing the selection of responses, so that more
experience was required for the position of the visual stimulus to effectively modulate
the

performance

of

the

non-preferred

response

when

appropriate.

Further

experimentation is required to investigate this possibility.
Taken together, the findings reported here provide evidence for a role of SNc
dopaminergic cells in early visual discrimination performance improvements. Key
behavioural effects of MPTP treatment were found to be associated with the presolution
period, which was relatively protracted in these mice and which featured a significant
bias for negative over positive outcome feedback in guiding choice behaviour. Further
work, however, will be required to determine the exact manner in which midbrain DA
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specifically affects different circuits and processes involved in the acquisition of a choice
discrimination task.
To confirm that MPTP treated mice had a significant reduction in functional
dopaminergic cells, manual bilateral counts of TH+ neurons in the SNc were conducted
on 2 representative sections for each animal. Overall, a significant decrease in TH+ cell
counts were observed in MPTP treated cohort.
The MPTP regimen used in this study was similar to that which we and others have used
to obtain an observable decrease in TH+ cells in the SNc (Sedelis et al. 2000, Hofele et al.
2001, Johnstone et al. 2014, Skladnev et al. 2016, Kim et al. 2018). This dose (50 mg/kg) is
considered to be a mild insult (Sonsalla and Heikkila 1986, Gibrat et al. 2009, Meredith
and Rademacher 2011, Johnstone et al. 2014), which may go some way to explaining the
relatively subtle behavioural effects of this treatment even with the fine-grained analyses
employed.

Indeed,

saline

and

MPTP

treated

animals

exhibited

statistically

indistinguishable behaviour on the majority of measures examined. It is possible that a
more moderate to severe regimen would produce more pronounced effects on task
acquisition, choice behaviour and even on more general behavioural measures. Future
studies using increasing dosing regimens would provide insight into whether the effects
observed in this study were the result of a mild insult to the nigrostriatal pathway or
reflect the limited role of this specific pathway in such behavioural tasks.
Moreover, while the histological approach used here was sufficient to confirm that the
MPTP was generally effective in this primarily behavioural study, it did not allow for a
detailed characterisation of estimated cell population in each individual. Future
experiments should look to employ stereology, the gold standard for unbiased estimation
of cell populations in 3D structures (Schmitz and Hof 2005).
Further, striatal DA levels were not examined for this study. The effect of the MPTP
treatment on striatal DA levels, especially between the DMS and DLS regions, would be
enormously helpful for understanding the findings outlined here. Future studies could
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use densitometry to quantify TH+ terminal labelling in this region and therefore assess
the level of striatal DA depletion in individual animals (Gibrat et al. 2009).
Finally, although the VTA is generally thought to be resistant to the MPTP insult (Date et
al. 1990, Phani et al. 2010), some studies have observed effects on the VTA, especially for
aged animals and at high doses (Date et al. 1990, Liang et al. 1996). It would be useful to
quantify DA cells in this region to confirm that interpretation of the behavioural results
can be restricted to the nigrostriatal pathway.
Approaching the anatomical analyses in this ways would allow for a robust assessment
of the efficacy of the MPTP treatment in multiple brain regions in individual animals and
therefore permit a detailed comparison of the extent of nigrostriatal damage with specific
behavioural parameters. This would be particularly useful because, as compared to the
saline controls, the MPTP group appeared to be associated with a higher degree of
variability for several behavioural measures even though no differences were statistically
detected between the two groups on the majority of comparisons (for examples see the
depictions of trials to CP1 in Figure 5.3, outcome feedback sensitivity after non-preferred
responses in Figure 5.8 and a number of response latency measures in Figures 5.9-5.12).
Understanding the nature and extent of DA depletion in individual animals may provide
insight into this perceived variability in behavioural measures for the MPTP group and
perhaps allow for more subtle behavioural effects of nigrostriatal damage to be
characterised.

5.4.1 Future directions
The behavioural effects observed in this study were limited to the earliest identified
performance phase. This may reflect that the SNc has its most apparent effects on
observable performance during the initial learning stages of a discriminative choice task.
However, it is entirely possible that dopamine levels recovered over the course of the
experiment. In one study using a higher dose of MPTP, mice were found to exhibit SNc
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DA levels comparable to controls at 5-weeks post treatment and a significant recovery in
dorsal striatum DA concentrations (Date et al. 1990). In the current study, the animals
commenced the VD task nearly 4 weeks after MPTP treatment and so it is plausible that
DA levels in the SNc had at least partially recovered. Having a treated cohort that does
not undergo behavioural testing but can be used to assess the status of the pathology at
regular time points would be useful here.
To investigate the role of the SNc in choice behaviour more precisely, a chemogenetic
approach could be taken. This approach uses synthetic receptors such as Designer
Receptors Exclusively Activated by Designer Drugs (DREADDs) to gain remote and
transient control over distinct cell populations in a specific anatomical region (Roth 2016,
Smith et al. 2016). Once expressed in the cell population of choice, these receptors lay
dormant until they encounter selective ligands that must be administered by the
researcher. This approach could be used here to gain temporary inhibitory control over
the DA cells in the SNc. Specifically, the designer ligand could be injected into an
individual animal (already expressing the DRREADs in the SNc) just prior to the testing
session which would largely inhibit activity in the SNc and allow for choice behaviour to
be assessed in the absence of nigrostriatal activity. Not only would this approach more
precisely target this pathway than the MPTP treatment, it would not be affected by
functional recovery of DA levels and other potential long-term compensatory
mechanisms that may have occurred in the current study. The use of the more temporally
exact (on the millisecond time scale) optogenetic method would be ideal for this study
since inhibition of the SNc could be restricted even further to cue presentation or from
trial initiation to response selection.
Only male animals were examined in this study and so, as outlined in Chapter 2, any sexspecific effects associated with this animal model and/or behavioural paradigm were not
investigated. In humans, PD is more prevalent in men and there are biological differences
between the sexes in a number of aspects of the nigrostriatal DA system that are thought
to contribute to this phenomenon (Gillies et al. 2014). Furthermore, detectable differences
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are observed between male and female mice in terms of MPTP toxicity at the cellular and
molecular level (Freyaldenhoven et al. 1996, Miller et al. 1998, Ookubo et al. 2009).
However, any motor impairments observed as a result of this treatment appear to be
comparable between the two sexes (Sedelis et al. 2000, Ookubo et al. 2009). It is possible
that the more fine-grained analyses described in this work would allow for the detection
of any subtle sex-differences in behaviour that may be present in MPTP treated mice,
given the reported differences in cellular/molecular responses between males and
females. Future work will aim to provide insight into this matter.
Finally, as addressed in Chapter 2, the influence of social factors over behaviour in the
IntelliCage remains unknown. Although MPTP treated animals display deficits in social
recognition/memory (Dluzen and Kreutzberg 1993) and in the social transmission of
food preference test (Vučković et al. 2008), the neural mechanism underlying these effects
has yet to be determined. It is therefore possible that differences in social factors between
treatment groups may have affected more general aspects of behaviour in the IntelliCage.
For example, any differences in social hierarchy structure or function may have altered
the manner in which animals were able to enter their drinking corner or access food, the
patterning of urine around the environment (which transmits information about territory
and social status as well as location) and circulating glucocorticoid hormones which may
induce wide-ranging alterations in neural function and behaviour, including those
relevant to the choice task under assessment in this study (Wang et al. 2014). Further
work specifically targeted to investigate the effect of MPTP treatment on social behaviour
in general (such as the formation of social dominance hierarchies and aggression levels)
and with specific regard to social behaviour in IntelliCage is required to understand how
these factors interact.
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CHAPTER 6 –
GENERAL DISCUSSION
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6.1 SUMMARY OF RESULTS
The primary aim of this work was to examine the acquisition and adaptation of choice
behaviour using fine-grained analyses in an attempt to better understand how such
behaviour manifests through trial-and-error learning. The experiments were conducted
on group-housed mice living in an automated, complex testing environment, which
allowed for the interrogation of simple, self-paced choice behaviour in a semi-naturalistic
setting. This provided large, rich datasets for each individual animal including
behavioural information that went beyond simple measures of choice performance.
Overall, the results from these experiments reveal distinct epochs of choice strategy and
behaviour during both task acquisition and contingency change adaptation, providing a
statistically principled approach for identifying these periods. The systematic nature of
choice behaviour under a range of conditions was also apparent, along with abrupt
transitions in performance.
Chapter 3 established the statistical method for identifying phases of performance during
the acquisition of a visual discrimination (VD) task. The behaviour of the animals during
each stage was examined to determine not only how choice strategy changed, but also
how more general task-relevant behaviours evolved. An initial period of approximately
chance level performance, consistent with a presolution period (Krechevsky 1932,
Heinemann 1983, Chase et al. 2012), was found to be characterised by a significant bias
for one response over the other (i.e. nosepoke (NP) responses favouring left or right side).
Such response-biases are simple, highly systematic strategies that may reflect the natural
proclivities of the species (Lashley 1929, Spence 1936, Tolman 1951). Curiously, although
the position of the visual stimulus exerted minimal influence over choice behaviour
during the presolution period, its presence did have a significant effect on whether or not
a response was made. It is possible that the stimulus had acquired some Pavlovian control
over response initiation at this time, though the nature of any such association remains
to be determined. It could also be that the animals rapidly learned the different task states
(i.e. the different scenarios that may have different prospects of gaining rewards and may
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require different courses of action in order to obtain these rewards) for the rewarded
corner, with the visual stimulus signalling active visits where reward was available.
Initial performance improvements were not accompanied by any observable change in
the general response profile of the animals. Rather, the relatively infrequent nonpreferred responses became selectively executed when the visual stimulus was presented
on that side. Hence, although a strong response strategy (i.e. the side bias) maintained
control over behaviour during the intermediate phase, a strategy for selecting the NP port
associated with the visual stimulus became apparent during early learning. This subtle
change in choice strategy was accompanied by evidence that the general task structure
(i.e. the different task states) was also being acquired by the animals (as indicated by the
reduction in likelihood of responding during inactive visits, the location-based
distinction between inactive and never-rewarded corner states, and a reduction in visit
errors). Importantly, learning appeared to be a process of gradual improvement when
the entire period of task acquisition was examined as a single learning function,
consistent with classical conditioning studies using the same analytic approach (Kehoe
et al. 2009, Harris 2011). However, when the individual learning curves were treated as
containing more than a single performance transition (Delaney et al. 1998, Donner and
Hardy 2015), abrupt increases in performance were observed, particularly during early
learning. Finally, the time taken to execute a response increased as performance
improved. This was observed for both the preferred and the non-preferred responses.
Although inconsistent with the notion that “reaction time” decreases with performance
improvements (Pasupathy 2005, Smith and Graybiel 2013), it is consistent with the notion
of increased deliberation during effective decision-making (Redish 2016).
Chapter 4 adopted the fine-grained approach detailed in the preceding chapter to
examine how behaviour adapts during two separate changes in task contingencies.
Animals that underwent a rule reversal (RR) exhibited an initial period of below chance
performance, reflecting continued use of the previously learned rule. The subjects then
tended to switch back to a “side preference” based response strategy, exhibiting
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significant biases for one side over the other with no observable influence of the position
of the visual cue over choice behaviour. This pattern of responding bore a striking
resemblance to the strategy used by animals during the presolution period of the VD task
and may indicate that animals switch to previously used strategies during uncertainty or
dearth of reward. Furthermore, responses came to be initiated faster during this time and
animals became less sensitive to the current task state (i.e. reward available or
unavailable) as indicated by the presence or absence of the visual stimulus or by current
location.
For mice that were exposed to a strategy switch (SS) scenario, the visual stimulus no
longer predicted which choice would yield reward, but continued to represent the
current state of the task (i.e. reward available or unavailable). Here the animals were
required to adopt opposing response strategies in the two rewarded corners, one of which
aligned with their existing biases exhibited during VD acquisition and one which did not.
After this manipulation, the position of the visual stimulus maintained observable control
over behaviour in both corners throughout testing, though it was more apparent in the
corner where the non-preferred response was required. An appreciation of current task
state remained stable in the corner requiring the non-preferred response and, though
initially comparable between the two corners, animals exhibited deterioration on this
measure in the corner requiring the preferred response as performance improved,
perhaps due to a transition into automatic behaviour that accompanies well-honed
sensorimotor movements. Similarly, response times became faster in the preferred
response corner as performance improved while remaining steady in the non-preferred
response corner.
In the final results chapter (Chapter 5), the nigrostriatal dopamine system was targeted
to determine how this pathway may be influencing choice behaviour during a similar
though specifically altered discrimination learning task. Animals treated with MPTP had
a reduction in functional DA cells, though most of their recorded measures of behaviour
during the acquisition of the VD task were similar to control mice. MPTP mice did,
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however, exhibit a subtle yet detectable deficit in exhibiting improvements in choice
behaviour during the earliest learning stages. Importantly, there was a clear difference
between the use of positive and negative outcome feedback to guide subsequent choice
behaviour during the earliest phase of task acquisition in the MPTP group that was not
observed in the saline controls. Specifically, MPTP treated mice were significantly more
likely to make a correct choice after an incorrect choice (negative feedback from reward
omission) than after a correct choice (positive feedback from reward receipt), whereas
control mice exhibited no such inequality during this early learning epoch.
These results are discussed in detail in their respective chapters. Here, some general
commonalities between the experiments will be discussed before turning to
methodological considerations and directions for future enquiry.

6.2 THE HIGHLY SYSTEMATIC NATURE OF CHOICE
BEHAVIOUR
Across all identified phases of performance in all experiments described in this work,
choice behaviour appeared to be highly systematic. At any given performance epoch,
some behavioural strategy (whether a visual-stimulus guided strategy, a response bias or
a mixture of both) could be identified in the cohort with comparatively minimal
undirected exploratory behaviour observed.
This preference for one response over another was immediately apparent during the
initial presolution period in the VD tasks. Whether this bias was innate, acquired during
the course of the animals life or learned during the habituation period prior to testing
remains unknown. Regarding the former, organisms are known to possess heuristics or
general “rules of thumb” that appear to be innate strategies for behavioural control under
certain circumstances (Olton and Schlosberg 1978, Evenden and Robbins 1984,
Hutchinson and Gigerenzer 2005, Kahneman and Egan 2011, Skelin et al. 2014, Gruber
and Thapa 2016, Koppe et al. 2017; see Chapter 1 for more information). It is possible that
305

this response strategy is a natural tendency used by rodents for dealing with uncertainty,
since its computational simplicity may free up cognitive resources necessary for learning
task contingencies while still enabling reward procurement (Daw et al., 2005). Indeed,
rats are known to exhibit “position habits” in mazes prior to learning discrimination
rules, manifesting as the repeated selection of the same response or path (Yoshioka 1928,
Spence 1936, Tolman 1939). Rats will also often exhibit a strong preference for one
drinking bottle over another in the absence of any overtly discriminating factor between
the two (Myers 1966, Myers and Holman 1966). Furthermore, in operant conditioning
chambers, rats learn to repeat the same lever-press response that just gave them a reward
(win-stay) faster than if they have to alter their responses (win-shift; Reed 2016). The exact
nature of these biases remain unknown and is potentially multi-faceted (Baum 1974).
Clearly the IntelliCage system promoted the adoption of this strong response bias in
mice. Further study is required to determine why this was the case.
As the animals gained experience with the VD task, their choices came to reflect the
location of the visual stimulus even though their response bias remained observable.
Once performance moved beyond the presolution period, the vast majority of errors were
due to the selection of the preferred response when it was incorrect to do so i.e. the
preferred-incorrect (PI) choice rate was significantly higher than non-preferred-incorrect
(NpI) choice rate, which was negligible. Furthermore, during this intermediate period,
the response bias of the animal was not observed to change. Therefore, choice behaviour
improved without an overt shift in general responding. This underscores the highly
organised nature of choice behaviour during learning, where the budding visual-cue
guided strategy emerges while the side-bias response strategy continues to exert control
over general behaviour. It is not until the solution phase that more evenly distributed
response selection was observed. Even here, where the position of the visual cue had a
significant influence over behaviour, virtually all errors were due to the inappropriate
selection of the preferred response (PI).

306

Curiously, when animals abandoned an obsolete visual-cue guided rule during reversal
learning, the side-bias response strategy re-emerged again to dominate choice behaviour
until the new contingencies were learned. Hence, even after a dramatic change in task
contingencies and reduction in reinforcement rate, choice behaviour remained highly
organised, allowing for successful adaptation of behaviour. In fact, although not optimal,
this very simple strategy allowed animals to increase reward procurement from very low
levels (rate ~0.2 when following the VD rule) to chance levels (rate ~0.5 when executing
a response bias).
The systematic adaptation of behaviour was also clearly observed in animals that
underwent a strategy shift. During the SS task (which required animals to execute unique
response strategies in each corner and thus degraded the relationship between the
position of the visual stimulus and the outcome) animals rapidly reverted to the preferred
response in Corner A (CA, where this response was correct) though they continued to
exhibit a significant visual-cue guided strategy here even when the performance of the
correct response approached criterion levels (as seen in Phase 2 where the correct
response rate was ~0.8). Virtually all errors in CA resulted from selecting the incorrect
non-preferred response when it was paired with the visual stimulus (i.e. the NpL+ choice,
which was chosen significantly more than the incorrect non-preferred non-LED paired
choice, NpL-, which was virtually absent in this corner). In Corner B (CB), animals
learned to select the non-preferred response to gain access to water, though the position
of the visual stimulus maintained observable control over choice behaviour for the entire
period of task acquisition. Errors here were the result of selectively choosing the incorrect
preferred response when associated with the visual stimulus (i.e. the PL+ choice, which
was selected at a significantly higher rate than the incorrect preferred non-LED paired
choice, PL-, over all phases).
Though nature of this systematic evolution of choice behaviour is a deep question, this
study provides some insights. For example, the need to balance known, potentially suboptimal strategies for reward procurement (“exploitation”) with novel, risky though
307

possibly more lucrative alternative choices (“exploration”) is thought to be an important
part of decision-making and choice behaviour

(Cohen et al. 2007). In the current

experiments, exploitative behavioural strategies appeared to eclipse exploratory ones
throughout all phases of performance, as evidenced by the dominance of the preferred
response and visual-cue guided strategies in controlling choice behaviour. This may not
be unexpected in a deterministic task such as this (i.e. stationary reward contingencies
where correct responses always produce reward and incorrect responses never produce
reward), since exploration of options would not increase reward procurement once the
correct visual-stimulus guided strategy has been adopted. However, it was interesting to
observe that response selection during chance level performance was so systematic, a
period where exploration of options would have been most fruitful.
In computational reinforcement learning (RL) terms, animals appeared to be obeying an
ε-greedy policy of response selection during the VD presolution period. The ε-greedy
strategy is a computational solution to decision problems that involves selecting the
response with the highest value (presumably the preferred response here) at all times
except for a small fraction of “exploratory” trials (with probability ε) where a candidate
response is randomly chosen (Sutton et al. 1998). This is one of the simplest ways in which
exploration of options is computationally supported. During VD presolution period, the
non-preferred response could be considered to be an exploratory response since it
deviated from the exploitation of the current preferred response policy. Although a
statistically significant preference for the selection of the non-preferred correct choice
(NpC) over the non-preferred incorrect choice (NpI) during this period was observed in
the Chapter 3 VD task, the magnitude of the difference was very small (mean rate
difference of ~0.03). This may have been due to noise or bias in the CP detection or may
be evidence that learning had started to occur before the identified transition. Indeed, in
Chapter 5 where an additional phase was reliably detected for VD acquisition (perhaps
due to all of the trials being restricted to a single corner), animals exhibited a side-bias
response strategy during the presolution period (comparable to that observed in Chapter
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3) but no such preference for the NpC over the NpI choice was observed during this time.
Hence, for the purposes of this discussion, the selection of the non-preferred response
during the presolution period is considered to be roughly random or relatively
“undirected”.
Of interest in the current work was the occurrence of abrupt shifts in performance from
essentially random (presolution phase) to sub-optimal though significantly above chance
(intermediate phase) in terms of reward procurement. This transition appeared to reflect
a change from the relatively undirected selection of the non-preferred response to a mode
which was highly selective in choosing this response when it was correct to do so.
Importantly, no change in overall sampling rate of the non-preferred response was
observed. Computationally, this more directed policy for selecting the non-preferred
response appeared consistent with the softmax rule, where exploration is guided by
expected value (as opposed to being entirely random, like the ε-greedy strategy), biasing
exploratory choices towards options that have the highest expected likelihood of reward
(Sutton et al. 1998, Daw et al. 2006). Although overall performance appeared to abruptly
shift here (as confirmed by the piecewise Weibull fitting approach), more work is
required to characterise the temporal dynamics of how specific choices changed,
particularly the rate of executing the NpC and NpI choices. Furthermore, computational
modelling using RL algorithms may be useful in confirming how the non-preferred
response was selected in each performance stage (i.e. whether formally consistent with
ε-greedy and/or softmax rules; Daw et al. 2006) and how such so-called “exploratory”
response selection strategies may change within or between computational frameworks
over the course of discrimination learning. Understanding exactly how the directed
selection of the NpC response over the NpI response emerged may provide more general
insight into the mechanisms of early choice performance gains.
Perhaps more interesting from the point of view of the exploration-exploitation balance,
was the systematic approach the animals took for dealing with uncertainty after the
reversal of task contingencies. Here, after a period of low reward (~0.2 rate of
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reinforcement during the perseverative period) and hence increased uncertainty about
reward related contingencies, instead of exploring options to determine the best new
policy for reward procurement as may be expected (Daw et al. 2006, Cohen et al. 2007,
Doya 2008, Karlsson et al. 2012), animals exploited the simple behavioural strategy that
had previously controlled behaviour and that allowed reinforcement on every other trial
under the new contingencies (~0.5 rate of reinforcement). Similar effects have been shown
in rats undergoing reversal of a response strategy in a T-maze, where choice behaviour
reverted to a previously used visual-cue guided strategy before adopting the new
response (Oualian & Gisquet-Verrier, 2010). Therefore, the adoption of a behavioural
strategy that supports increased exploration of choice options is not necessarily induced
under conditions of uncertainty, with the current data suggesting that highly systematic
exploitative behaviour dominated during uncertainty. Indeed, behavioural strategies
that are free of any heuristic or experience-dependent internal model are often only
observed in the laboratory under extreme conditions that explicitly require unpredictable
and stochastic choice selection for reward procurement (Lee et al. 2004, Skelin et al. 2014,
Tervo et al. 2014).
Therefore, while instances of exploratory choices may have been made throughout all
task stages here, multiple exploitative strategies dominated behavioural control in the
current experiments even under conditions of uncertainty where new learning was
required. Whether or not, under a default preferred response strategy, the less frequent
but highly directed visual-cue guided choices on the non-preferred side could be
considered to be instances of exploration (perhaps in line with the aforementioned
softmax rule) seems like a somewhat conceptual or even a definitional matter for
exploration-exploitation theory (Mehlhorn et al. 2015).
Although fine-grained trial-by-trial performance analyses were performed in this work,
much of the conclusions were ultimately drawn from aggregating the closely analysed
individual elements of behaviour within and between distinct performance epochs.
Therefore, while the observed dominance of exploitative behaviour at the general level
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holds, it cannot be said that particular choices were not exploratory in nature. While the
vast majority of choices could be attributed to one or another behavioural strategy (e.g.
visual-cue guided PC and NpC choices, preferred response guided PC and PI choices),
the exact nature of their selection remains unknown. For example, on any given trial, the
PC response could be selected under the visual or preferred response strategy or through
some random selection process. An even closer analysis of individual choice behaviour
and response latency with the incorporation of computational modelling may be useful
in determining instances of exploratory choices from exploitative ones (Daw et al. 2006).
Additionally, a probabilistic task (rather than the deterministic one used here), where the
position of the stimulus predicts the correct choice with a given probability, may provide
a more volatile environment and hence encourage more exploration (Sutton et al. 1998).
It would be interesting to observe how such conditions would affect the allocation of
responses over the course of task acquisition.
In sum, animals exhibited highly systematic behaviour throughout all identified
performance epochs of VD task acquisition, reversal learning and strategy shifting. While
individual decisions could have been exploratory in nature, choices clearly appeared to
be the result of identifiable strategies when viewed as part of ongoing behaviour. Finally,
the ubiquity of the response bias in this task (and others) suggests that it may be a
naturalistic strategy or possibly an innate heuristic for dealing with uncertainty at the
choice point. Hence, studies that attempt to curtail this behaviour (usually to expedite
task acquisition) may be force the animal into particular modes of responding and thus
neglect the more naturalistic course of adaptation (see below for more discussion).

6.3 RESPONSE LATENCY AS AN ESTIMATE OF
DELIBERATION
In situations where animals must decide to respond or withhold responding depending
on the stimulus or current task state, animals come to respond faster to the reinforced
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and slower to the non-reinforced stimulus (Schoenbaum et al. 2003, Setlow et al. 2003).
Furthermore, when an outcome is devalued, response latency increases for putatively
goal-directed actions but not for presumed habitual responses (Sage and Knowlton 2000).
In these scenarios, the response latency is taken to reflect the learned incentive value of
the outcome (i.e. the quality that attracts, encourages or motivates the agent to seek the
outcome).
In the current work, it is proposed that response latency may also be used as a metric for
estimating deliberation. Several lines of evidence support this. First, as clearly shown in
the VD task, response latency generally increased as performance improved and correct
responses tended to have higher initiation latencies. More specifically, the preferred
response was generally initiated faster by an animal when it was the incorrect choice than
when it was the correct choice. This provides a direct link between the initiation latency
of a given response and the performance status of the response. We therefore posit that
the higher response latency prior to a correct choice reflected increased deliberation over
the potential courses of action which in turn allowed for improved choice accuracy when
compared to trials where initiation latency was faster. It is also possible that the longer
response latency facilitated performance by improving sensory processing of the position
of the visual stimulus. Future experiments reducing the duration of stimulus presentation
may help to disambiguate these possibilities, as increased response-latency under such
circumstances would not be useful in processing the current position of the stimulus if it
had already disappeared.
For the most part, there were clear differences between the preferred and non-preferred
responses in terms of initiation latency across tasks. A straightforward explanation of this
difference would be that the preferred response had more opportunity to be honed as a
motor skill and therefore could be initiated faster and with less variability than the nonpreferred response (Jin and Costa 2010, Geddes et al. 2018). While this likely was a factor
as animals gained more and more experience with the motor actions required for
responding in this task, it does not account for all of the observed differences. During the
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VD task the preferred response was generally initiated with differential latency
depending on whether it was correct or incorrect and so there was some modulation that
was not necessarily related to the purely motor aspects of the response. Additionally,
rather than coming to be initiated faster (as one may expect with more experience), the
non-preferred response came to have a higher initiation latency as the animals clearly
started to preferentially select this response when it was correct to do so. Furthermore,
as performance improved in the SS task, initiation latencies diverged for a given response
depending on which corner the animal was in. Specifically, initiation of the preferred
response became significantly delayed in the CB where it was the incorrect response but
actually came to be initiated faster in CA where it was correct. Similarly, the nonpreferred response remained stable in CA where it was incorrect but over time came to
be initiated faster in CB where it was the correct response. If the elimination of contingent
reinforcement drove the increased preferred response latency in CB one would have not
expected to see the same response become more rapidly initiated in CA. Furthermore, if
the quickening of non-preferred response initiation observed in CB was purely due to the
honing of the motor skill with more experience, one may expect to see some effect on the
same response in CA. Since neither of these phenomena were observed, the SS findings
demonstrate location/state-dependent modulation of initiation latency for the same
response. It is proposed that, the recognition of uncertainty in CB associated with the
lower reinforcement rate and the requirement of learning a novel response strategy
encouraged animals to be more deliberative at the choice point, allowing for evaluation
of the different courses of action. A parsimonious and unifying framework for
considering these findings is that a putatively goal-directed controller selected between
the two available responses (which could have both been habits or possibly a goaldirected action in the case of the non-preferred response), with differences in response
latency readily attributable to the degree of deliberation taken over the decision rather
than the degree to which motor aspects were honed (Dezfouli and Balleine 2012, Dezfouli
and Balleine 2013, Dezfouli et al. 2014). Under such an organisation, the same response
could be executed identically once initiated regardless of factors such as performance or
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current task state, but the decision process prior to its initiation would be more or less
deliberative depending on these factors (accounting for why PI choices were generally
initiated more rapidly than PC choices). Animals may have learned to recognise the
different trial states (i.e. state 1 = stimulus on left, state 2 = stimulus on right) and hence
were more likely to engage a more deliberative decision process when the position of the
visual stimulus indicated that the non-preferred response was required and that the
preferred response would not be rewarded. When the current trial state aligned with the
preferred side, the preferred response could be immediately initiated in an automatic
fashion. As performance improved, the vast majority of lapses in choice behaviour were
due to selecting the rapidly initiated PI choice, consistent with a non-deliberative decision
that was insensitive to task-relevant stimuli.
These findings are consistent with studies examining measures of vicarious trial and error
(VTE) in rats navigating T-mazes under conflicting strategies (Schmidt et al. 2013). Here,
rats were trained to follow different place (i.e. go to a location) and response (i.e. make a
turn) strategies in order to obtain reward. When on a given trial the two strategies were
in competition (i.e. the place strategy called for one response and the response strategy
called for another), animals exhibited pausing and exploratory head movements at the
choice point, behaviours which are consistent with the internal evaluation of choices and
outcomes i.e. VTE. Indeed, under such circumstances, neural signatures of VTE have been
observed in the hippocampal formation (HPC), with cell ensemble activity prospectively
playing out the possible courses of action, consistent with a neural process of search and
evaluation (Johnson and Redish 2007). Behavioural and neural VTE are not only observed
after changes in task contingencies or explicit strategy competition but are also observed
during the early, largely goal-directed stages of learning and during behaviour that
requires flexible response selection (Gardner et al. 2013, Schmidt et al. 2013, Smith and
Graybiel 2013, Redish 2016). With more experience, actions and strategies that reliably
procure reward may become automated and hence come under habitual control. Under
such circumstances, VTE is abolished and choice behaviour manifests as a sequence of
314

motor actions that tend to run to completion once initiated (Smith and Graybiel 2013,
Redish 2016).
The results from the current work do differ from these other studies in at least one
significant way. Here, an increase in estimates of deliberation was related to the selection
of the correct response. We interpret this as increased deliberation allowing for the correct
response to be more reliably selected. Other studies have found that deliberation
decreased as performance improved (Schmidt et al. 2013, Smith and Graybiel 2013,
Piantadosi et al. 2019), reflecting the automation of a reliable choice strategy, and that
instances of VTE at the choice point during these later epochs reflected some sort of
confusion on the part of the animal as they seemed to coincide with erroneous choices.
It is possible that this discrepancy lies in the different nature of the tasks utilised. Two of
the referenced studies utilised rats navigating mazes under experimenter defined
schedules (Schmidt et al. 2013, Smith and Graybiel 2013). The current data was gathered
from mice selecting between nosepoke responses in multiple small operant corners in a
self-paced manner. It is possible that the different nature of the responses under
examination may have engaged the decision-making systems in different ways
throughout the acquisition process. For example, it is well established that early
navigation behaviour in a maze is heavily dependent on the HPC, a major mnemonic and
associative hub integrating spatial, temporal and contextual information to support
flexible cognitive behaviour and a putative seat of the cognitive map (O'keefe and Nadel
1978, Wikenheiser and Schoenbaum 2016). Under such an influence, behaviour during
the early phases of task acquisition appears more deliberative and goal-directed and only
becomes procedural or habitual as experience accumulates and navigation paths become
well ingrained. In operant choice tasks however, performance is most often considered
to be under the control of dissociable corticostriatal networks with an emphasis on the
dorsal striatum (Balleine and O'Doherty 2010). Although the goal-directed network
involving the dorsomedial striatum (DMS) is often seen to control behaviour during the
earlier stages of training (Yin et al. 2005), the sensorimotor dorsolateral striatum (DLS)
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network, which supports well-ingrained habitual behaviour, has also been shown to
influence performance at this time (Bergstrom et al. 2018). Hence, it is possible that in the
current study, behaviour was less deliberative during the early stages of VD acquisition
as it was being supported primarily by the habitual striatal network and that the more
goal-directed circuitry only started to observably influence performance as experience
accrued.
The other referenced study (Piantadosi et al. 2019) examined the choice behaviour of mice
using touchscreens in an otherwise traditional operant training setup. Crucially, these
authors utilised “correction trials (as did Schmidt et al. 2013)) which force the animal to
sample the non-preferred response from the outset of testing (discussed in further detail
below), discouraging the formation and/or use of response biases. Such conditions of
imposed choice variation (where a decision between two options had to me made) may
have encouraged behaviour that was less automatic and possibly more deliberative at the
start of training. Response latencies would be comparatively high during the initial stages
of task acquisition and would decline as the correct choice became more reliably
recognised. The experiments described in the current work did not employ correction
trials and so animals were allowed to develop and exploit strong response biases over
the course of habituation and VD task acquisition. Therefore, response latency was
relatively low during the earlier stages of task acquisition where the response bias
dominated (since the same response could be selected on every trial, a decision was not
necessary), increasing as the decision between the two responses had to be weighed in
later stages. Furthermore, optimal choice behaviour in the current study may have
required the inhibition of the seemingly automatic preferred response and the adoption
of the non-preferred response when visually cued, with the former process likely being
attenuated in the studies using correction trials. This putative competition between the
response and visual strategies observed in the current work may have engaged different
decision-making computations than that required in the other studies. This line of
thinking may generally account for why response latency in this task progressed
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upwards as performance improved while that described in other tasks had the opposite
trajectory (i.e. ongoing conflict between competing strategies). Further studies will be
required to resolve this discrepancy.
Finally, the animals in the current study acquired the task in a complex social
environment and in a self-paced manner, unlike traditional tasks which involve the
animal being placed in a controlled environment at the convenience of the experimenter.
Although choice behaviour appeared automatic at the start of training, learning under
more naturalistic conditions may have promoted the maintenance of deliberative
behaviour throughout VD acquisition, after the presolution period in the RR task and
when shifting strategies to the non-preferred response. Again, more work here is
required to understand the influence of this novel testing approach on learning and
choice behaviour (discussed further below).

6.4 OUTCOME FEEDBACK SIGNALS
It is thought that trial-and-error choice learning requires the integration of both positive
(reward receipt) and negative (reward omission) outcome feedback signals to effectively
learn and guide choice behaviour (Rescorla and Wagner 1972, Schultz et al. 1997,
Stolyarova et al. 2014, Klanker et al. 2015). Accordingly, each experiment described in this
work attempted to characterise the feedback profile of animals as they acquired a task
under various conditions. Specifically, reward receipt and reward omission were
compared in terms of their influence over choice behaviour on the following trial in a
given data record. It was also of interest to determine how this may have changed over
the course of task acquisition, after changes in task contingencies and, crucially, with a
compromised nigrostriatal dopaminergic pathway.
On the trial-by-trial level, correct choices were classified as wins (rewarded) and incorrect
trials were losses (unrewarded), consistent with the language typically used to
investigate outcome feedback sensitivity (Gaffan and Davies 1981, Evenden and Robbins
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1984, Bergstrom et al. 2018). Each consecutive pair on trials within a given data record
(with each corner having split records in Chapters 3 and 4) could then be classified as
Win-Win, Win-lose, Lose-Win and Lose-Lose. Hence, this initial categorisation was
purely concerned with whether the outcome of a trial influenced choice performance in
the following trial and was agnostic to the responses that were made (i.e. preferred and
non-preferred). Subsequent analyses were done to compare whether or not the outcomes
gained from either the preferred or the non-preferred response were differentially
effective at guiding correct choices on subsequent trials. While all such measures may be
informative when the correct response rate is at chance levels, performance generally
improves as the task is acquired and so more “wins” ensue making a straight rate
comparison of, say, Win-Win and Lose-Win behaviour misleading.
To allow for a meaningful comparison of how outcomes influenced subsequent choice
behaviour, the likelihood of performing a correct choice after a rewarded trial (win) or
non-rewarded trial (loss) was calculated as a function of all wins and losses for a given
epoch respectively (i.e. WWW and LWL). Similar approaches have been used by others
(Grospe et al. 2018). Examining performance in this way revealed that choice behaviour
was generally found to be more sensitive to the influence of positive feedback as
compared to negative feedback in all of the 2-corner tasks (i.e. the VD, RR and SS tasks
described in Chapters 3 and 4). However, the opposite trend was found to be true in the
single corner task described in Chapter 5.
This discrepancy is most parsimoniously explained by methodological differences. In the
2-corner experiments (i.e. those described in Chapters 3 and 4), animals learned the task
across two locations (CA and CB) in an interleaved fashion and so while consecutive trials
would have occurred in the same corner (e.g. CA-CA) animals were equally likely to
experience consecutive trials between the two corners (e.g. CA-CB-CA). There was no
straightforward way of calculating precise feedback measures here. Since behaviour from
each corner was analysed separately in all other analyses (with a number of betweencorner differences observed), feedback measures were calculated from trials within each
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corner separately. To address this issue in the final experimental chapter, where feedback
sensitivity was a measure of great interest, all trials were executed in the same corner for
a given animal and so consecutive experiences could be parsed in a straightforward
manner. Therefore, the 2 corner studies (Chapters 3 and 4) provide a less precise but still
useful assessment of how outcomes influence prospective choices 1-3 trials into the future
(since there was a maximum of 3 consecutive trials in a given corner, this was the
maximum number of trials separating consecutive trials within a given corner e.g. CACB-CB-CB-CA). The fact that negative outcomes appeared to only have a dominant
influence over choice behaviour in the more precise single corner (Chapter 5) feedback
analysis is consistent with the idea that negative feedback has a relatively short-lived
influence over subsequent behaviour when compared to positive feedback (Gruber and
Thapa 2016). Hence, when truly consecutive trials are less accurately identified (as in the
2-corner analysis), the influence of reward omission over the immediately consecutive
choice (where it will have its largest effect) will not be assessed in many cases (see below).
When examining the influence of positive and negative outcome feedback across task
acquisition phases in the more precise single corner experiment, choices were found to
be more sensitive to negative than positive feedback during the presolution period (note
that this may have been exacerbated by the MPTP treatment; see below), though feedback
sensitivities became more even as performance improved. In the broader assessment of
outcome feedback (i.e. the 2-corner experiment), prospective choices were found to be
equally influenced by positive and negative outcome feedback during the presolution
period, though instances of reward receipt gained significantly more influence over
choice performance than reward omission during the later performance stages. Together,
these results suggest that, although positive and negative outcomes may have had
comparable influences over choice performance on consecutive trials at certain times,
rewards were able to generally influence more trials prospectively in the future than
negative outcomes were, consistent with the notion that these two processes operate over
different time scales (discussed below; Gruber and Thapa 2016). Furthermore, both
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analyses suggest that the influence of negative feedback was more readily observable
during the earliest stages of task acquisition which echoes findings from other studies
demonstrating that lose-shift behaviour (negative feedback) is present throughout the
entire learning period (thus potentially innate) but win-stay behaviour (using positive
feedback) is a learned or acquired phenomenon (Gruber & Thapa, 2016; Reed, 2016). No
clear conclusions could be drawn from examining how feedback sensitivity shifted across
specific RR and SS performance phases in this study. Further studies will be required to
resolve this question.
Interestingly, positive outcomes following the non-preferred response were generally
found to exert a greater influence over subsequent correct choice behaviour than rewards
following the preferred response in both the precise single corner and broad dual corner
feedback analyses. Conversely, in the more precise analysis, negative outcomes produced
by preferred responses were more likely to influence the subsequent choice than reward
omission after the non-preferred responses. This latter pattern was not observed in the
broader feedback analysis, again indicating that the effect of negative feedback may have
been localised to immediately consecutive trials. Therefore, outcomes obtained from
preferred and non-preferred responses may have been processed differently. One
seemingly plausible explanation is that the preferred response was more habitual (or
selected via more automatic decision-making processes) and so animals were less
sensitive to positive outcome feedback signals produced by this response, whilst reward
sensitivity remained strong after performing putatively more deliberative non-preferred
responses. However, a general reduction in outcome feedback sensitivity is not consistent
with the finding that the preferred response was more sensitive to reward omission than
the non-preferred response in the single corner experiment. Hence, for this line of
thinking to be accurate, habitual actions would have to maintain sensitivity to negative
outcome feedback signals. Indeed, the DLS (which is the assumed seat of habitual
responses in the brain) has been shown to be important for altering behavioural responses
after negative outcomes under certain circumstances (Skelin et al. 2014, Gruber and
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Thapa 2016), lending support to the idea that animals remained sensitive to reward
omission after the putative habitual preferred response. However, others have reported
that DLS neurons lose responsivity to negative outcomes as actions become habitual
while retaining reward sensitivity (Smith and Graybiel 2016), though how these neural
signals influence behaviour on a trial-to-trial basis remains to be determined. Further
work will be required to understand the relationship between DLS activity and behaviour
during the acquisition and execution of habit-like choices.
Why negative feedback after the non-preferred response should have been less influential
than that which followed the preferred response remains unknown at this time. Most
likely midbrain dopamine (DA) prediction error signalling is involved (see Chapter 1). If,
as is commonly observed in instrumental and classical conditioning scenarios (Schultz et
al. 1997), the DA signal came to respond to the reward predicting stimulus rather than
the reward itself with learning, the positive outcome received after the preferred response
may not have readily been able to influence subsequent choice (since it may not have
been signalled at all). However, reward omissions would have still likely caused the
pause in DA firing that signalled the negative prediction error and so would have been
more likely to influence subsequent choice than the positive outcome under these
circumstances. To account for the higher positive outcome sensitivity in the nonpreferred response, such an explanation would require more reliable DA outcome
signalling after non-preferred responses, which is possible if the animal was less certain
about the expected outcomes following this response (Fiorillo et al. 2003, Schultz 2007).
Alternatively, midbrain DA cells may have selectively fired in response to the visual
stimulus when it indicated that the preferred response was correct, with animals learning
this cue configuration as a separate state to that characterised by the stimulus being on
the other side. More work will be required to assess these possibilities.
Crucially, MPTP treated mice exhibited relatively more sensitivity to negative than
positive outcome feedback during the earliest stage of task acquisition when compared
to saline controls who were more evenly influenced by the two processes. Such a profile
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is consistent with what is known about how PD patients learn under similar
circumstances (Frank et al. 2004) and also with how positive RPEs signalled by midbrain
DA burst firing are thought to provide the teaching signal necessary for learning (Schultz
et al. 1997). This further suggests that early learning from positive feedback may be
mediated by DA signalling in the nigrostriatal pathway.
Processing the consequences of one’s own behaviour is a crucial factor in the learning
process and remains important after learning has taken place for the detection of changes
in the environment that require behavioural adaptation (Schultz et al. 1997, Izquierdo et
al. 2017). Accordingly, in appetitive operant tasks an agent can track the value of different
states, actions, and outcomes via several mechanisms at different levels of acuity. Firstly,
during the “credit assignment” process, the agent can identify which action or behaviour
was directly responsible for a given outcome (i.e. which action is credited with producing
the outcome). This contingent learning allows for an agent to develop and maintain an
understanding of the causal relationships between their own actions and the ensuing
consequences in their environment (Walton et al. 2010). Such a mechanism is thought to
be crucial for flexible, goal-directed Action-Outcome (A-O) learning and behaviour
(Balleine and Dickinson 1998) and is particularly useful when conditions are dynamic
and call for regular re-evaluation of behavioural strategies (Walton et al. 2010).
In addition to this specific contingent learning, an agent also possesses several dissociable
mechanisms for non-contingent learning. Credit for a given instance of reward is
assigned not only its specific casual action but also other preceding and succeeding
responses that occurred in close temporal proximity (Walton et al. 2010, Jocham et al.
2016), a phenomena known as the “spread of effect” (Thorndike 1933). Furthermore,
agents can also concurrently learn about the overall integrated history of responses and
outcomes, assigning credit to their average choice history or behavioural policy (Jocham
et al. 2016). Such learning processes can be efficient under stable environmental
conditions or when the causal structure of the environment cannot be easily observed
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and broad credit assignment mechanisms may underlie habitual, stimulus-response (SR) and motor learning (Jocham et al. 2016).
The current experiments observed the influence of outcomes on subsequent choice
behaviour. For the Chapter 5 analysis, this was restricted to the trial immediately
following the outcome and was therefore a more precise indication of immediate
outcome feedback effects. In Chapter 3 and 4, a broader selection of prospective choices
(1-3 trials in the future, as outlined above) were assessed. Although less precise, the
feedback data from Chapters 3 and 4 remains informative. As addressed above, direct
contingent action-outcome feedback (as could possibly be observed in immediately
consecutive trials) is not the only type of feedback relevant to task acquisition. The
broader feedback analysis therefore provides a more expansive view for how choices
reflected non-contingent learning about the overall recent history of responses and
outcomes. For example, the fact that choices became relatively more sensitive to positive
than negative feedback during the later stages of the VD task may reflect a change in
credit assignment with improved performance or more experience. Specifically, it is
possible that when reinforcement rate is high and uncertainty about the task
contingencies is low, positive outcomes are credited to the ongoing general behavioural
strategy (hence encouraging more correct responses) while negative outcomes may have
a more limited influence, allowing for rare events in a stable environment to be ignored
(den Ouden et al. 2013). This may be due to a fundamental difference between positive
and negative feedback mechanisms. For example, it has been suggested that win-stay
behaviour (positive feedback) is learned and operates via reinforcement learning (RL)
mechanisms over many trials whereas lose-shift (negative feedback) responding is
innate, functions on a trial-by-trial scale and has a rapidly decaying memory trace (Skelin
et al. 2014, Gruber and Thapa 2016). This would account for several observations in the
current work, such as the general increasing influence of positive over negative outcome
feedback across the task acquisition period, why the influence of negative feedback was
much more obvious in the more precise feedback analysis (especially during the early
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stages) and why positive feedback dominated over negative feedback in the late stages
of the broader feedback analysis, where trials were not necessarily consecutive and hence
potentially missing instances of negative feedback modulation of immediately
subsequent choices. This also raises the possibility that the early feedback deficits
observed in the MPTP mice could be a dysfunction in learning to use positive feedback
to guide subsequent choices rather than a straightforward deficit in the positive feedback
signal itself. A more temporally controlled inhibition of the SNc (e.g. using
chemogenetics) at different stages of task acquisition may help to dissociate these two
processes.
Future analyses should compare how feedback measures differed in the broader analysis
when the two trials were truly consecutive (i.e. CA-CA) to when at least one trial in the
alternate corner was interleaved between (CA-CB-CA or CA-CB-CB-CA etc.). This may
provide insight into how contingent and non-contingent learning mechanisms evolve
throughout the acquisition of this type of task in mice. It may also provide more accurate
view of how exactly positive and negative feedback signals develop and interact over the
course of discrimination learning. Furthermore, examining the influence of outcomes on
a number of prospective trials may be useful in determining how the “spread of effect”
changes throughout the acquisition process, whether it is different between preferred and
non-preferred responses and also in confirming whether negative outcomes actually
have a narrower temporal window of influence over choice behaviour than positive
outcomes in this type of task.

6.5 THE REPRESENTATION OF UNDERLYING TASK
STRUCTURE AND THE COGNITIVE MAP
The experiments described in Chapters 3 and 4 were designed to allow for rich
behavioural profiling that extended beyond explicit choice performance. This is
discussed in detail in Chapter 3. Briefly, animals learned to distinguish between different
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task states in a number of ways. Firstly, active (visual stimulus presented, reward
available) and inactive (no visual stimulus, reward unavailable) rewarded corner states
were clearly recognised by the animals as evidenced by the selective decline in
responding during inactive visits across the stages of VD task acquisition. Such a
distinction would be readily supported by some internal representation of the visual
stimulus. Furthermore, animals also reduced the likelihood of nosepoking during visits
to the never rewarded corners as they acquired the discrimination task. Interestingly,
during the presolution period, animals were equally likely to NP during inactive corner
and never-rewarded corner visits. As performance improved however, animals became
significantly less likely to NP during inactive visits than never-rewarded corner visits
indicating some location-dependent appreciation of task state that was independent of
the visual stimulus (since neither state was signalled by this cue). Whether this was due
to a truly spatial awareness of current position (mediated by the hippocampal formation
and associated structures), differing olfactory profiles in each corner, use of the geometric
differences between corners in the rectangular cage, or the integration of a number of
factors remains to be determined.
The animals therefore learned about general features of the task and environment while
learning the specific rules of the task itself. Interestingly, certain changes in task
contingencies disturbed these behaviours. After a rule reversal, when animals reverted
to a response guided strategy, they also became significantly more likely to NP during
inactive and never-rewarded visits than they were during high VD task performance
levels. A disruption was also observed when animals had to switch from a visual-cue
guided rule to the preferred response strategy during the SS task. Here, once animals
reverted to selecting their preferred response they became equally likely to NP during
inactive and never-rewarded corner visits, suggesting that behaviour was no longer
controlled by the more general representation of current location during this time.
Therefore, in all cases where the preferred response dominated behaviour (including the
VD presolution period), the more general influences of learned task structure were
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diminished, perhaps allowing for the learning or inference of new task states to deal with
the contingency change (or the initial learning in the case of the VD presolution period).
This was not directly due to a change in task contingencies per se, since, when animals
had to shift from a visual-cue guided rule to the non-preferred response during the SS
task (i.e. in CB), they appeared to maintain an undisturbed appreciation of current task
state in this corner. Indeed, in Phase 3 when the use of the visual-stimulus guided strategy
was at its lowest in CB, animals maintained a clear distinction between inactive and
never-rewarded corner visits. In CA though, when the visual-stimulus guided strategy
was at comparable levels (in this case, Phase 2), no distinction was observed between
inactive and never-rewarded corner visits. Therefore, this diminished use of task
structure is not easily explained by straightforward degradation of stimulus-outcome (SO) contingencies (since one would have expected a similar effect in both corners when
the stimulus position was exerting a comparable influence over choice behaviour). The
fact that this measure was dissociable across corners in the SS task demonstrates that
animals were able to distinctly parse more general learned information (such as current
task state) depending on the current choice strategy. Exactly how the representation of
task states may have been acquired, inferred or altered during these studies to support
learning and choice behaviour remains be determined.
These findings support the notion that the preferred response strategy was consistent
with a less-deliberative procedural habit, since discrimination between task states
became less-pronounced (in addition to the reduction in response latency and altered
sensitivity to outcome feedback, as outlined in the preceding sections). Moreover, the fact
that animals learned the non-preferred response rule while maintaining clear distinctions
between task states and a relatively high response latency suggests that behaviour here
remained relatively more deliberative. These results provide insight into how behaviour
changes during different phases of learning and different modes of responding.
However, many questions arise from these observations. For example, when behaviour
reverted to the computationally simple preferred response strategy during the RR
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presolution period and in CA during the SS, was the influence of the rich (though
unnecessary for this mode of responding) representation of general task structure
inhibited in some way? Or did the adoption of a previously used strategy (regardless of
its nature) come with its own representation or “cognitive map” of task structure?
Consistent with this idea is that behaviour during the VD presolution period, RR
presolution period and Phases 2-3 in CA (i.e. preferred response correct) for the SS task
have remarkably similar patterns of behaviour (characterised by a strong side-bias,
relatively low response latency and diminished appreciation of current task state) and
therefore may rely on a shared neural network and hence shared task representation
(Sharpe et al. 2019).
This experimental and analytical approach described in this work has unique potential
to interrogate how a more general understanding of underlying task structure or the
“cognitive map” supports learning and choice behaviour at different times and under
different scenarios. For example, it has been proposed that the orbitofrontal cortex (OFC)
encodes current state of the task at a given time, which is particularly important for
perceptually similar scenarios that require different courses of action and for effectively
adapting to certain contingency changes (Wilson et al. 2014, Bradfield et al. 2015, Schuck
et al. 2016, Wikenheiser and Schoenbaum 2016, Sharpe et al. 2019). One may expect that
temporarily inhibiting OFC function (e.g. via a chemogenetic approach) could
compromise the ability of animals to disambiguate between inactive and never rewarded
corner visits, since entry into these corners would results in perceptually similar
conditions (i.e. LED off) despite these two locations having very different behavioural
relevance in the context of satisfying the biological need to drink. On the other hand,
given the clear discrepancy in reward history between the two corner types, it is possible
that MF RL mechanisms could learn to distinguish between the rewarded and neverrewarded corners without the need for a detailed representation of task structure, hence
minimising the involvement of the OFC on this aspect of task acquisition. It would also
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be of interest to compare such OFC-inhibition effects with the subject’s ability to discern
perceptually different active (LED on) and inactive (LED off) rewarded corner task states.
More long-term manipulations of the OFC (e.g. lesions) used in conjunction with the finegrained analytic approach described here may provide a novel and potentially insightful
look into how learning general underlying task structure supports the acquisition of
choice behaviour. Furthermore, given the OFC’s role in reversal learning (Chudasama
and Robbins 2003, Ragozzino 2007, Schoenbaum et al. 2007) and representing task states
(Wilson et al. 2014, Bradfield et al. 2015, Schuck et al. 2016), such a combined approach
may provide a unique means of examining the manner in which this brain region
regulates these two processes concurrently. Targeting other structures thought to
consolidate and maintain cognitive maps in distinct ways, such as the HPC (O'keefe
(O'keefe and Nadel 1978, Wikenheiser and Schoenbaum 2016, Wikenheiser et al. 2017),
medial prefrontal cortex (mPFC; Durstewitz et al. 2010, Karlsson et al. 2012, Sharpe et al.
2019) and DMS (Bradfield et al. 2013, Bradfield and Balleine 2017), may further our
understanding of how choice behaviour is learned and controlled in naturalistic settings.

6.6 METHODOLOGICAL AND TECHNICAL CONSIDERATIONS
The above discussion highlighted several matters that require consideration when
interpreting the current results and, in many cases, routes to remedy any concerns and
issues in future experiments have been recommended. Several more elements that
require addressing are touched on here, starting with the nature of the primary response
observed in this work.

6.6.1 The nature of the nosepoke response
Instrumental actions are performed with respect to their consequences, such that the
latter is contingent on the former (Dickinson 2015). Such responses can be learned in
order to control events in the environment (Balleine and Dickinson 1998). Pavlovian
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responses (i.e. those observed during classical conditioning) on the other hand are innate
rather than learned behaviours and are elicited by stimuli that predict important
upcoming events (Fanselow and Wassum 2016). In appetitive tasks, this manifests as
natural approach behaviours which are drawn out in anticipation of the signalled reward
(as learned by the CS-US contingency), though the consequences (i.e. the outcomes) of
such responses are not thought to be learned (Dayan and Balleine 2002). This insensitivity
to the causal effects of behaviour is exemplified in Hershberger's chicks who could not
learn to retreat from a reward site to obtain food in a “looking glass” experiment,
continuing to approach it even though this caused the reward site to retreat from them
(Hershberger 1986). This, along with other studies showing similar effects with pigeons
and rats, suggests that animals do not readily learn the instrumental contingency
between withholding natural approach responses and reward (Williams and Williams
1969, Holland 1979). In order to conclude that a response is instrumental, it needs to be
sensitive to changes in its contingency with the outcome.
The nosepoke (NP) was the response that was used to assess choice behaviour in this
discrimination task. While many studies refer to the NP as an instrumental response
(Johnson et al. 2005, Crombag et al. 2008, Homayoun and Moghaddam 2009, Witten et al.
2011, DiFeliceantonio and Berridge 2016, Fischbach-Weiss et al. 2018), and while such
behaviours (also maze running and key-pecking) can be “instrumental” in obtaining
rewards, there is no clear way of disambiguating instrumental associations (i.e. A-O or SR) from Pavlovian approach behaviours that may be controlling the learning and
performance of the response (Hershberger 1986, Dickinson et al. 1996, Bussey et al. 1997,
Dickinson 2015). There were several factors that may have augmented the influence of
Pavlovian mechanisms here. Firstly, the NP port was also the site of reward consumption
(i.e. bottle cap on the other side of the NP port) and the visual stimulus signalling that
reward was available was situated just above the NP port. Hence, the general vicinity of
the response area would have likely encouraged a strong approach behaviour, making it
difficult to determine how truly instrumental the responses were. More work is required
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to understand the interaction between Pavlovian and instrumental processes here.
Further, it would be of interest to replicate some features of this study to data acquired
from animals executing a response that can be more readily assessed in terms of its
instrumentality (such as a lever press).

6.6.2 The IntelliCage system
The experiments described in this work were conducted in the IntelliCage system. This
provided a unique approach to studying discrimination learning, choice behaviour and
adaptation to changes in task contingencies in the home-cage of group housed mice. Such
a preparation eliminates the need for experimenter handling immediately prior to
behavioural testing, which can be a source of stress and anxiety for the animal (Hurst and
West 2010, Gouveia and Hurst 2013) and therefore, usually unavoidably, acting as a
potential confound in decision-making tasks which are influenced by affective state
(Izquierdo and Belcher 2012, Morgado et al. 2012, Roelofs et al. 2016). Moreover, having
the testing area directly accessible within the home-cage provided a means by which
individuals could explore and acquire the task in a relatively open and self-paced
manner, conditions that are seemingly more naturalistic for assessing behaviour.
Observing animals in such settings is important for understanding how their behaviour
in the laboratory may be influenced by innate, ecologically relevant and species-specific
propensities and heuristics (Gerlai and Clayton 1999, Dell’Omo et al. 2000, Vyssotski et
al. 2002).
The current work provided insight into how choice behaviour evolves in this more
complex and naturalistic setting.

Many of the measurements taken to assess task

acquisition appeared to be remarkably consistent across subjects and tasks, as well as
with some, but not all, findings from previous studies (outlined throughout). Indeed, the
fact that were differences between this and prior work suggests that much remains
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unknown about how the complexity of the testing environment (e.g. the introduction of
social factors) affected the observations detailed here.
Mice are known to form dominance hierarchies both in the laboratory and in the wild
(Singleton and Krebs 2007, Weissbrod et al. 2013, Wang et al. 2014). Such hierarchies can
determine access to resources such as food, mates and shelter and are an important
energy conserving mechanism that minimise the cost of constant fighting (van Kreveld
1970, Wang et al. 2014). Social behaviour is a highly complex phenomenon involving
multiple cognitive processes and is thought to be supported in neural networks in brain
regions such as the mPFC (Yizhar et al. 2011), HPC (Kogan et al. 2000, Okuyama et al.
2016), amygdala (Felix-Ortiz and Tye 2014) and VTA (Gunaydin et al. 2014). Therefore,
social behaviour and decision-making appear to be subserved by overlapping circuitries.
It is therefore possible that the complex social environment in the IntelliCage may have
influenced the general foraging and choice behaviour of the animals in this study at the
broad, ongoing level (i.e. dominance hierarchies determining access to particular corners)
and also at the moment-to-moment level (e.g. a recent skirmishes or other interactions
altering current affective state).
Although manipulating social factors in the IntelliCages does lead to observable effects
in behaviour much is unknown about what is being measured (Kiryk et al. 2011, Endo et
al. 2012, Heinla et al. 2018, Ujita et al. 2018). For example, in a genetic mouse model of
Alzheimer’s disease, knockout mice (KO) displayed learning deficits in the IntelliCage
when housed with mice of the same genotype but showed recovered function when
housed with control mice (who did not display the deficit; Kiryk et al. 2011). This finding,
while fascinating, was inappropriately interpreted as the KO mice learning from the
control mice, with causation attached to the social interaction despite the fact that no
follow up manipulations were done to disprove any alternative explanations (e.g. altered
olfactory profiling within the cage, changes to circadian activity etc.). In another study,
the number of visits to the corners during the first 5 minutes of a drinking session was
considered be a measure of “competitive dominance” for a source of water after a period
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of water deprivation (Endo et al. 2012). Again, there was some indication that social
factors were involved in how animals behaved on this measure, though the conclusion
by the authors that they were detecting social abnormalities was not adequately justified
by the experimental design. While it is almost certain that complex social factors are at
play when mice live in the IntelliCage system, future experiments applying more
rigorous and principled approaches (including assessment of social dominance
hierarchies and the analysis of within- and between-cage variables) will be necessary to
understand how these factors relate to general activities within the housing system as
well as more complex cognitive behaviours like that described in this work.
In addition to the psychology of social interactions in the IntelliCage, more biologically
rooted social factors must also be considered. Rodents are known to use olfactory trails
and airborne plumes to navigate through environments (Ferkin and Seamon 1987,
Wallace et al. 2002, Khan et al. 2012, Gire et al. 2016, Jones and Urban 2018), can recognise
individuals urine proteins (Hurst et al. 2001), and even remember locations where they
previously experienced the pheromones of a conspecific (Roberts et al. 2012).
Furthermore, mice extensively mark their environment with their own urine which, aside
from acting as a territorial indicator, is thought to be additionally useful for
communicating environmental topography and information for orientation (Hurst 1987,
Hurst 1990). Therefore, each IntelliCage would have likely been thoroughly marked by
the residents, providing chemical cues that may have been leveraged for negotiating and
identifying specific regions and locations within the arena. How such cues affected choice
behaviour and current task state recognition remains unknown. Future experiments
manipulating internal orientation of corners or switching groups of animals between
IntelliCages may help to answer these questions.
The IntelliCage system provided vast amounts of behavioural data for each individual
subject over a number of weeks, only a fraction of which was analysed and presented in
this work. Although beyond the scope of the current experiments, additional parameters
could be examined in the data which would provide insight into the behaviour of mice
332

living in a semi-naturalistic environment. For example, the temporal and spatial
patterning of corner visits of each individual in an IC with respect to the other residents
would be useful in determining the extent to which animals follow and avoid each other
in the environment and hence how social factors may influence choice behaviour and
general foraging. This would be interesting to quantify during the habituation period (to
determine whether one animal establishes which drinking sites will be favoured by the
group), across sessions, within sessions and during each phase of a given task for each
animal. Future work will further interrogate the data collected in these studies which may
provide a richer context for interpreting the findings presented here, particularly with
regard to social factors in the IC. However, in order to truly examine how social factors
influence behaviour in the IC system, studies would need to be specifically designed with
this complex issue in mind.

6.6.3 The analytic approach
Mice learned to procure reward from two of four possible locations in the IntelliCage (in
the experiments described in Chapters 3 and 4). This introduced an element of complexity
that allowed for rich profiles of behaviour to be generated, providing insight into how
animals represented general task structure, how responding was generally controlled
under different circumstances and, importantly, how the same response was selected
across different locations where its reward contingencies were opposing (as in the SS
task). All of these findings contributed to a deeper understanding of how rule-based
choice behaviour emerges during acquisition and how it responds to changes in task
contingencies.
All analyses were done by siloing the data from each corner so that a fine-grained analysis
could be done on acquisition dynamics at a given choice point. This was initially done
due to the observation that a number of animals had obviously diverging acquisition
curves between the two corners (e.g. see animals 7.5, 7.9 and 7.13 in Figure S1.1, Appendix
I). This was further justified by the finding that the median difference in trials to first CP
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between CA and CB for each animal was >150 trials in the 2P analysis and >225 in the 3P
analysis (data not shown). In effect, the CPs identified in CA and CB were more than 2
sessions apart for the median animal (for this measure) in the 2P analysis (nearly 4
sessions apart for the 3P). Hence, if the trial-by-trial interleaved data were analysed, the
significant upward performance change observed around the CP in one corner would be
masked by the continued low correct response rate in the other, perhaps leading to the
impression that performance had uniformly increased. Furthermore, no correlation was
found when the RBI for each animal was compared between the two corners during the
presolution period (linear regression, R2 < 0.01 for both the 2P and 3P analyses; data not
shown), demonstrating that preferred response strategy was not necessarily
implemented to the same degree in each corner for a given animal. This manifested
clearly when the data from each corner were grouped based on overall performance
metrics; the poorer performing corner (CB) was associated with a significantly higher
RBI. Hence, it appeared that the response bias had different starting weights (Bathellier
et al. 2013) in each corner, possibly based on accumulated experience during habituation
or some other unknown factor (e.g. preference for a particular bottle, social cues marking
salient locations etc.).
Given these discrepancies, it was felt that separating the two corners for analysis was
warranted. However, this does not mean that the choices and outcomes in one corner did
not affect behaviour in the other. Indeed, in a preliminary follow up study to this work,
animals learning opposing visual-cue guided rules in each corner require more trials to
reach criterion than animals learning a single rule between two corners (not shown).
Therefore, in this work we presume that the animals learned the task concurrently
between the two corners and that differences between the corners were due to response
selection processes (perhaps due to a more or less dominant preferred response bias
competing with the emerging visual-cue guided rule) rather than differences in learning
per se. This could be explicitly probed by pre-training the animals to have differentially
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strong response-biases in the two corners and observing how improvements in choice
behaviour manifested.
Although beyond the scope of the current study, a closer examination of how learning
progressed in the two corners concurrently is warranted. It would be especially
interesting with regard to how choices in one affected subsequent choices in the other
during the different identified phases, especially when performance appears to be in
different stages between the two. It is important to note that remarkably similar patterns
of behaviour and abrupt transition dynamics were observed in the data collected from
the final study (Chapter 5), where all trials for a given animal were performed in a single
corner and so no data was missing from the analysis. Therefore, the abrupt transitions
that appeared in the 2 corner analyses are unlikely to be an artefact of missing data. In
fact, the general findings across both approaches were so similar that it is possible that
not much was lost when separating the data in the 2-corner analysis (apart from the
feedback analysis, described above). Nonetheless, future work should aim to look even
more closely at the data across corners.
Although much was learnt from the outcomes of these experiments, the analyses
performed in this work were not exhaustive. For example, the CPA was only applied to
the binary performance (correct/incorrect) data and so all subsequent phase analyses
were based on significant changes in reward-procurement (i.e. the visual-cue guided rule
in the VD task). This also meant that performance was the only measure for which the
temporal dynamics were formally examined. Therefore, the analyses could be repeated
by running CPAs on the binary general response data (preferred/non-preferred) and on
each specific choice dataset (PC, PI, NpC and NpI). The transitions in responses and
choices could then be used to demarcate phase boundaries all over again and so all trials
could be re-assigned to align with the new phases and aggregated for all of the other
measures. Re-configuring the data this way could lead to insights not available in the
current analysis. For example, does response latency only increase when the animal starts
to exhibit choice behaviour that is sensitive to the position of the visual-stimulus?
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Answering this question would require a more precise analysis of the NpC choice
transition profile. Furthermore, Weibull functions could be fit to all of these measures in
addition to response latency, outcome feedback, and state-dependent nosepoking data,
to allow for a comparison of how each of these behaviours change over identified
transitions or more generally across the entire task.
Finally, for each analysis, all data records were divided into the same number of phases.
This was a useful means of systematically organising task acquisition profiles into what
largely turned out to be consistent epochs for several measures on aggregate. However,
it is not suggested that such a neat arrangement would apply uniformly to all acquisition
profiles. Therefore, it would be a matter of future inquiry to develop a method for
identifying the optimal number of CPs that occurred for a given dataset. Donner and
Hardy (2015) described a method by which the optimal number of piecewise power laws
describing a single learning curve (as quantified by that which had the most minimal
total fit error) could be determined by using recursive dynamic programming algorithms.
An approach in this vein could be useful for determining how many Weibull functions
(or even power laws) optimally capture the dynamics of a single learning curve. This
could be then used to dictate the number of transitions detected by the CPA for each data
record. Once this procedure was established, more formal computational modelling
could then be done to establish a generalisable account of individual behavioural
dynamics during discrimination learning.

6.7 CHOICE BEHAVIOUR GOING FORWARD:
RECOMMENDATIONS
This work has provided novel insights into how choice behaviour changes as an animal
learns a discrimination task and adapts to changes in task contingencies. Consequently,
there are some elements of the experimental and analytic approaches that should be
considered when utilising this kind of task and interpreting the results.
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Firstly, the ubiquity of the preferred response strategy here and in other entirely different
experimental scenarios suggests that the selection of a single option or response may be
a natural tendency of rodents under certain circumstances (Yoshioka 1928, Spence 1936,
Tolman 1939, Myers 1966, Myers and Holman 1966, Baum 1974, Reed 2016). Indeed, in
the current study it was most obvious in the first stage of VD acquisition (before evidence
that the visual rule had been learned) and after the reversal of task contingencies.
Therefore, although this bias was observed under almost all conditions, it was perhaps
most useful at times of greatest uncertainty. Indeed, this response could be reliably
executed in the VD and RR tasks to procure reward on every other trial and so was a
suitable, if sub-optimal, strategy.
Such biases, however, are mostly viewed as confounds (due to uneven sampling of
responses or stimuli) and so many studies attempt to minimise their influence over choice
behaviour (Baum 1974, Adams et al. 2001, Mar et al. 2013). One common route to achieve
this in 2 choice discrimination tasks is the “correction trial” which is the repetition of a
trial configuration/state following an incorrect choice until the animal makes the correct
response (Brigman et al. 2013, Koppe et al. 2017, Zeleznikow-Johnston et al. 2017). For
example, if the target stimulus appears on the left and the animal incorrectly chooses the
right response (unrewarded), the following trial will present the stimulus on the left
again, continuing until the animal selects the left response manipulandum. This
scheduling structure discourages the use of a strong response bias strategy since it would
lead animals to inevitably "get stuck" executing their preferred “incorrect” choice, as trial
after trial they would be presented with the stimulus arrangement requiring their nonpreferred response. Similar effects would be seen after a reversal in task contingencies,
where following the previously learned rule would yield no reward and executing a
response bias (like that observed in the current experiments) would essentially yield no
reward either. Therefore, animals may be forced away from their natural tendencies and
seek alternate patterns of behaviour in order to procure reward. While this is a matter of
personal preference on the part of the researcher, it is an important factor to consider
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when planning experiments and interpreting results. For example, the use of a different
behavioural strategies is thought to rely on dissociable neural circuits (as discussed in
Chapter 1) and so discouraging the animal from using a response bias may change how
different networks engage throughout the learning process and how choices are selected
at any given moment.
Indeed, the current work highlights a potential concern when interpreting results from
studies using the correction trial. By way of an example, consider an animal in the current
study that had learned to use the position of the visual stimulus to guide response
selection. When reversed, this animal continued to use the previously learned rule but
received no reward for doing so. When the animal adopted the strategy of selecting the
preferred response (as seen in the RR presolution period), it was rewarded every other
trial when the position of the stimulus indicated that the preferred response was correct.
If correction trials were in place however, the animal would soon be faced with a situation
where, due to an incorrect selection of the preferred response, the system would continue
to present the animal with the same stimulus configuration until they selected the nonpreferred response. Such an arrangement may lead to the erroneous conclusion that an
animal is persevering with the old rule (since to the experimenter it would appear to be
continually selecting the choice previously indicated as correct and now as incorrect by
the stimulus) when actually behavioural control has shifted to a new strategy. This of
course is purely speculative but is a question that is worth pursuing, especially since
many studies using correction trials are attempting to assess “executive functions” and
“cognitive flexibility” in models of neuropsychiatric dysfunction (Nithianantharajah et
al. 2013, Romberg et al. 2013, Fellini et al. 2014). Hence, a precise understanding of how
behaviour adapts after a contingency change is crucial for normative understanding
about how the brain deals with such problems. This will in turn be important for
understanding cognitive deficits associated with neuropsychiatric dysfunction and for
developing relevant therapies and behavioural interventions.
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This work also reiterates the importance of studying the individual animal (Gallistel et
al. 2004, Morris and Bouton 2006, Daw and Courville 2008, Kehoe et al. 2009, Harris 2011).
Although the bulk of the analyses examined data aggregated over the cohort, the
systematic and statistical identification of the distinct phases of task acquisition was
achieved by the fine-grained CPA on individual trial-by-trial performance records. Also,
the rate of performance improvement was estimated by fitting Weibull functions to
individual data in a piecewise manner. This work therefore demonstrates how key
measurements (particularly those to do with detecting transitions and estimating their
rate of change) can be drawn from the individual subjects before turning to the ensemble
for a richer assessment of choice behaviour.
The current results also demonstrate the utility in adopting a more systematic approach
to defining performance phases. Many studies of this nature do not assess choice
behaviour across task acquisition, instead assessing trials required to reach criterion
levels (Ragozzino et al. 2002, Floresco et al. 2008, Zeleznikow-Johnston et al. 2017,
Bergstrom et al. 2018). Of those that do attempt to study the performance in a stage-wise
fashion, it is usually criterion based (i.e. all trials up until a certain performance level is
attained will be classed as the early performance stage, with the late stage being all
subsequent trials) and not statistically determined (Barnes 2005, Brigman et al. 2013,
DePoy et al. 2013, Marquardt et al. 2017, Zeleznikow-Johnston et al. 2018). The more
precise means of identifying performance phases described here may be a useful for
future discrimination learning studies or for revisiting old datasets. This may be
especially helpful for reversal learning studies that often characterise errors as
perseverative (following the old rule) or regressive (slips in maintaining the new rule)
based on presumed learning stage (Floresco et al. 2008). Furthermore, considering the
emergence of discrimination learning as a process that involves multiple instances of
change (as opposed to a single learning epoch) allows for a more nuanced assessment of
learning and choice behaviour, making subtle effects of experimental manipulations
detectable (as seen in Chapter 5).
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Finally, insight was gained here by closely profiling general responses and specific
choices over the course of task acquisition, rule reversal and strategy shifting. This went
beyond simply characterising changes in rate over the course of learning and included
rich information about initiation latencies for specific choices and outcome feedback
signals for each response. Such measures furnished the more straightforward metrics of
performance with a detailed account of how choices manifested at different stages of
learning. Again, this approach may allow others to more precisely discern how learned
choice behaviour emerges in their animal models.
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Figure S1.1: Individual performance records by session during VD task acquisition. Each plot depicts
session-by-session performance (% correct responses of total trials) for an individual animal in both corners (CA
and CB) from the start of testing until performance criteria was reached (2 consecutive sessions of > 80 % performance; red broken line indicates criterion level) in both corners. Numbers inset represent animal ID.
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Figure S1.2: Single transition CPA results executed on trial-by-trial performance data for each animal in
each corner. Each plot relates to data for a single corner for a given animal (therefore 2 plots per individual, with
animal and corner ID inset on each graph). Black lines represent the cumulative sum of correct responses (right
y-axis). Broken red dotted lines indicate the trial on which the first viable upward CP was detected and hence
indicate the junction between Phase 1 (pre-CP) and Phase 2 (post-CP). Dark grey lines represent the slope of the
cumulative record (i.e. the correct response rate; left y-axis) in each phase. Light grey lines represent raw results
from CPA (note: this is only included for animals where a single neat CP could not be detected. See Chapter 2
for further information).
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Figure S1.3: Average trials to performance transitions during VD task acquisition. For each corner, the CPA
could be systematically adjusted to yield either a) 1 (2P analysis) or b) 2 (3P analysis) significant upward transitions in performance (change points; CPs) in each individual data record. The number of trials from the start of
the data record to the first CP (CP1) and, for the 3P analysis only, the first post-CP1 trial to the second CP
(CP2) were calculated for each individual data record and aggregated at the group level. Individual data shown
with mean ± SEM.
Statistical analysis outcomes || 2P: paired samples t-test, t(18)=-2.872, P = 0.01. 3P: repeated-measures ANOVA,
corner (F(1,18)=6.259, P = 0.022), CP (F(1,18)=8.792, P = 0.008), corner-CP (F(1,18)=1.952, P = 0.179).
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Figure S1.4: Multiple transition CPA results executed on trial-by-trial performance data for each animal in
each corner. Each plot relates to data for a single corner for a given animal (therefore 2 plots per individual, with
animal and corner ID inset on each graph). Black lines represent the cumulative sum of correct responses (right
y-axis). Red broken lines indicate the trials on which the first two viable upward CPs were detected and hence
indicate the junction between Phase 1 (pre-CP1), Phase 2 (post-CP1:CP2) and Phase 3 (post-CP2). Dark grey
lines represent the slope of the cumulative record (i.e. the correct response rate; left y-axis) in each phase. Light
grey lines represent raw results from CPA (note: this only applies to animals where spurious CPs were observed.
See Chapter 2 for further information).
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Repeated Measures ANOVA, Corner (CA, CB) x Choice (PC,PI,NpC,NpI) x Phase (1-2 or 1-3)
2P: post-hoc comparisons for Response

3P: post-hoc comparisons for Response

Post-hoc comparisons: Choice
Mean
Comparison Difference P value
PC-PI
0.154
< 0.0001
PC-NpC
0.243
< 0.0001
PC-PNpI
0.384
< 0.0001
PI-NpC
0.089
0.008
PI-NpI
0.231
< 0.0001
NpC-NpI
0.141
< 0.0001

Post-hoc comparisons: Choice
Mean
Comparison Difference P value
PC-PI
0.175
< 0.0001
PC-NpC
0.238
< 0.0001
PC-PNpI
0.396
< 0.0001
PI-NpC
0.063
0.037
PI-NpI
0.221
< 0.0001
NpC-NpI
0.158
< 0.0001

Figure S1.5: Statistical outcomes relating to Figure 3.4. A repeated-measures ANOVA was conducted to
analyse specific choice profiles including within-subjects factors of corner (CA, CB), choice (PC, PI, NpC,
NpI) and phase (1-2 or 1-3). Results reported here are from post-hoc pairwise comparisons investigating the
main effect of choice detected in the 2P (left table) and 3P (right table) analyses.
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Repeated Measures ANOVA, Corner (CA, CB) x Choice (PC,PI,NpC,NpI) x Phase (1-2 or 1-3)
Table A1.3a: 2P, simple main effects

Measure
PC
PI
NpC
NpI

CornerA

CornerB

PC
PI
NpC
NpI

Phase 1

Phase 2

Mean
Comparison Difference
Choice-Corner Interaction
CA-CB
-0.029
CA-CB
-0.08
CA-CB
0.074
CA-CB
0.036
PC-PI
0.179
PC-NpC
0.191
PC-NpI
0.352
PI-NpC
0.012
PI-NpI
0.173
NpC-NpI
0.161
PC-PI
0.128
PC-NpC
0.295
PC-NpI
0.417
PI-NpC
0.166
PI-NpI
0.288
NpC-NpI
0.122
Choice-Phase Interaction
Phase1-Phase2 -0.076
Phase1-Phase2
0.19
Phase1-Phase2 -0.168
Phase1-Phase2
0.053
PC-PI
0.021
PC-NpC
0.289
PC-NpI
0.32
PI-NpC
0.268
PI-NpI
0.299
NpC-NpI
0.031
PC-PI
0.286
PC-NpC
0.197
PC-NpI
0.449
PI-NpC
-0.089
PI-NpI
0.162
NpC-NpI
0.252

Table A1.3b: 3P, simple main effects

P value

Mean
Comparison Difference
Choice-Corner Interaction
PC
CA-CB
-0.029
PI
CA-CB
-0.056
NpC
CA-CB
0.056
NpI
CA-CB
0.027
PC-PI
0.189
PC-NpC
0.196
PC-NpI
0.368
CornerA
PI-NpC
0.007
PI-NpI
0.179
NpC-NpI
0.172
PC-PI
0.162
PC-NpC
0.281
PC-NpI
0.424
CornerB
PI-NpC
0.119
PI-NpI
0.263
NpC-NpI
0.144
Choice-Phase Interaction
Phase1-Phase2 -0.082
Phase1-Phase3 -0.109
PC
Phase2-Phase3 -0.026
Phase1-Phase2
0.077
PI
Phase1-Phase3
0.249
Phase2-Phase3
0.172
Phase1-Phase2 -0.057
NpC Phase1-Phase3 -0.216
Phase2-Phase3 -0.159
Phase1-Phase2
0.062
NpI
Phase1-Phase3
0.076
Phase2-Phase3
0.013
PC-PI
0.003
PC-NpC
0.266
PC-NpI
0.287
Phase 1
PI-NpC
0.263
PI-NpI
0.284
0.021
NpC-NpI

Measure

0.062
< 0.0005
< 0.0005
0.029
< 0.0001
< 0.0001
< 0.0001
1.000
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
0.064
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
0.025
< 0.0001
< 0.0001

Figure S1.6: Statistical outcomes relating to Figure 3.4.
A repeated-measures ANOVA was conducted to analyse
specific choice profiles including within-subjects factors of
corner (CA, CB), choice (PC, PI, NpC, NpI) and phase
(1-2 or 1-3). Results reported here are from simple main
effects testing to investigate the significant corner-choice
and choice-phase interactions detected in the 2P (left table)
and 3P (right table) analyses.
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PC-PI
PC-NpC
PC-NpI
PI-NpC
PI-NpI
NpC-NpI
PC-PI
PC-NpC
PC-NpI
PI-NpC
PI-NpI
NpC-NpI

0.161
0.29
0.43
0.129
0.269
0.14
0.361
0.158
0.471
-0.202
0.11
0.313

P value
0.068
0.002
0.003
0.066
< 0.0001
< 0.0001
< 0.0001
1.000
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
0.001
< 0.0001
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< 0.0001
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< 0.0005
< 0.0001
< 0.0001
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Figure S1.7: Best fitting Weibull functions capturing the entire period of task acquisition (i.e. task acquisition as a single period of performance improvement). The entire performance record for each individual was
binned into 5 trial blocks (starting with the first trial) and best-fit Weibull functions were calculated for each individual data record (2 per animal, one for each corner). Each plot depicts data from a single corner for a given
animal (therefore 2 plots per individual, with animal and corner ID inset on each graph). Grey lines represent the
correct response rate per 5 trial bin with the black lines showing the best-fitting Weibull function (W0) for that
dataset.
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Figure S1.8: Best fitting Weibull functions for piecewise analysis of task acquisition (i.e. task acquisition
as multiple periods of performance improvement). Each data record was separated into 2 overlapping
segments that each contained one of the 2 performance transitions identified by CPA. The first transition comprised the first 2 phases (all data up to the second CP) and the second transition included all data after the first
CP (i.e. phases 2 and 3). Each truncated data record was binned into 5 trial blocks and best-fit Weibull functions (W1: Phase1-2; W2: Phase2-3) were calculated (a total of 4 per animal, two for each corner). Each plot
depicts data for a single corner for a given animal (therefore 2 plots per individual, with animal and corner ID
inset on each graph). Light lines represent the correct response rate per 5 trial bin (each segment has a unique
colour). Dark lines are the best-fitting Weibull functions.
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Repeated Measures ANOVA, Corner (CA, CB) x Feedback (WWW, LWL) x Phase (1-2 or 1-3)
2P: simple main effects
Feedback-Phase Interaction
Mean
Measure
Comparison Difference
Phase 1
WW W -LWL
-0.009
WW W -LWL
Phase 2
0.057
WW W
Phase1-Phase2 -0.261
LWL
Phase1-Phase2 -0.196

3P: simple main effects
Feedback-Phase Interaction
Mean
Measure
Comparison Difference
Phase 1
WW W -LWL
-0.019
Phase 2
WW W -LWL
0.007
WW W -LWL
Phase 3
0.023
WW W
Phase1-Phase2 -0.152
WW W
Phase1-Phase3 -0.338
WW W
Phase2-Phase3 -0.186
LWL
Phase1-Phase2 -0.126
LWL
Phase1-Phase3 -0.296
LWL
Phase2-Phase3
-0.17

P value
0.385
<0.0001
<0.0001
<0.0001

P value
0.149
0.686
0.123
<0.0001
<0.0001
<0.0001
<0.0001
<0.0001
<0.0001

Figure S1.9: Statistical outcomes relating to Figure 3.7a & c. A repeated-measures ANOVA was conducted to
analyse outcome feedback sensitivity including within-subjects factors of corner (CA, CB), feedback (WWW,
LWL) and phase (1-2 or 1-3). Results reported here are from simple main effects testing to investigate the significant feedback-phase interactions detected in the 2P (left table) and 3P (right table) analyses.
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Repeated Measures ANOVA,
Corner (CA, CB) x Feedback (WWW, LWL) x Response (Preferred, Non-Preferred)
Simple main effects
Response-Feedback Interaction
Mean
Measure
Comparison Difference
WW W
Pref-NonPref
-0.036
LWL
Pref-NonPref
0.003
WW W -LWL
0.067
Preferred
Non-Preferred WW W -LWL
0.105

P value
<0.0001
0.877
<0.0001
<0.0001

Figure S1.10: Statistical outcomes relating to Figure 3.8a. A repeated-measures ANOVA was conducted to
analyse response-dependent outcome feedback sensitivity including within-subjects factors of corner (CA,
CB), feedback (WWW, LWL) and response (preferred, non-preferred). Results reported here are from simple
main effects testing to investigate the significant response-feedback interaction.
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Figure S1.11: Outcome feedback sensitivity after preferred and non-preferred responses across each identified phase in the VD task. Average rate of WWW (positive outcome feedback) and LWL (negative outcome feedback) for preferred and non-preferred responses calculated in both corners for each identified phase in the a) 2P
and b) 3P analysis (Preferred-WWW corresponds to the rate of rewarded preferred responses that were immediately followed by a correct response; see Chapter 2 for more details). For visibility, data from Corner A and Corner
B is plotted separately (left and right plots respectively). Red broken lines represent equivalency point for wins
and losses (i.e. chance performance). Data shown is mean ± SEM.
Statistical analysis outcomes || corner (2P: F(1,15) = 4.893, P = 0.043. 3P: F(1,9) = 1.522, P = 0.249), response
(2P: F(1,15) = 2.714, P = 0.12. 3P: F(1,9) = 1.149, P = 0.312), feedback (2P: F(1,15) = 1.519, P = 0.237. 3P:
F(1,9) = 1.094, P = 0.323), phase (2P: F(1,15) = 685.589, P < 0.0001. 3P: F(2,18) = 269.526, P < 0.0001). No
interactions except for feedback-phase (3P: F(2,18) = 5.479, P = 0.014, though no significant simple main
effects) and response-feedback-phase (2P: F(1,15) = 6.016, P = 0.027). Simple main effects showed that preferred
and non-preferred responses had comparable WWW rates in each phase (P>0.5 for all). Preferred and non-preferred responses had comparable LWL, rates in Phase 1, but this measure became higher for the non-preferred
than the preferred response in Phase 2. For the preferred response, the WWW rate was greater than the LWL rate
in Phase 2 (P < 0.0001), though no other differences were observed for any pairwise comparisons (P > 0.6).
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Figure S1.12: Outcome feedback sensitivity differences after preferred and non-preferred responses across
each identified phase in the VD task. Comparison of response-specific feedback difference index (FDI) in both
corners during each identified phase in the a) 2P and b) 3P analysis. For visibility, data from Corner A and Corner
B is plotted separately (left and right plots respectively). The red broken lines indicate point of equivalence
between WWW and LWL response rates. Individual data shown with mean ± SEM.
Statistical analysis outcomes || corner (2P: F(1,15) = 3.578, P = 0.078. 3P: F(1,8) = 0.415, P = 0.538), response
(2P: F(1,15) = 0.135, P = 0.719. 3P: F(1,8) = 3.312, P = 0.106). phase (2P: F(1,15) = 2.936, P = 0.107. 3P:
F(2,16) = 3.652, P = 0.046, post-hoc comparisons did not indicate any significant differences after Bonferroni
corrections), corner-response (2P: F(1,15) = 0.424, P = 0.525. 3P: F(1,8) = 1.111, P = 0.323), response-phase
(2P: F(1,15) = 0.007, P = 0.936. 3P: F(2,16) = 2.662, P = 0.1) corner-response-phase (2P: F(1,15) = 0.183, P =
0.675. 3P: F(2,16) = 0.944, P = 0.41), corner-phase (2P: F(1,15) = 6.016, P = 0.027. 3P: F(2,16) = 0.154, P =
0.859). Simple main effects testing demonstrated that the FDI was comparable between the two corners in Phase
1 (P = 0.942) but was significantly higher in CA when compared to CB in Phase 2 (P = 0.024). Furthermore, the
FDI was found to increase significantly from Phase 1 to Phase 2 in CA (P < 0.0001) but did not observably change
between phases in CB (P = 0.923).
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Repeated Measures ANOVA,
Corner (CA, CB) x Performance (Correct, Incorrect) x Phase (1-2 or 1-3)
2P: simple main effects
Performance-Phase Interaction
Measure
Phase 1
Phase 2
Correct
Incorrect

Comparison
Correct-Incorrect
Correct-Incorrect
Phase1-Phase2
Phase1-Phase2

Mean
Difference P value
0.015
0.027
0.095
<0.0002
-0.129
<0.0001
-0.049
0.033

3P: simple main effects
Performance-Phase Interaction
Measure
Phase 1
Phase 2
Phase 3
Correct
Correct
Correct
Incorrect
Incorrect
Incorrect

Comparison
Correct-Incorrect
Correct-Incorrect
Correct-Incorrect
Phase1-Phase2
Phase1-Phase3
Phase2-Phase3
Phase1-Phase2
Phase1-Phase3
Phase2-Phase3

Mean
Difference
0.012
0.053
0.087
-0.069
-0.164
-0.095
-0.028
-0.089
-0.060

P value
0.125
0.006
0.012
<0.0003
<0.0001
<0.0002
0.107
0.064
0.180

Figure S1.13: Statistical outcomes relating to Figure 3.10. A repeated-measures ANOVA was conducted to
analyse performance-dependent response latency including within-subjects factors of corner (CA, CB), performance (correct, incorrect) and phase (1-2 or 1-3). Results reported here are from simple main effects testing to
investigate the significant performance-phase interactions detected in the 2P (left table) and 3P (right table) analyses.
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Repeated Measures ANOVA,
Corner (CA, CB) x Response (Preferred,Non-Preferred) x Phase (1-2 or 1-3)
2P: simple main effects

3P: simple main effects

Response-Phase Interaction
Mean
Measure
Comparison Difference
Phase 1
Pref-NonPref
-0.176
Phase 2
Pref-NonPref
-0.277
Preferred
Phase1-Phase2
-0.066
Non-Preferred Phase1-Phase2
-0.167

P value
<0.0003
<0.0001
0.001
<0.0002

Response-Phase Interaction
Mean
Measure
Comparison Difference
Phase 1
Correct-Incorrect -0.145
Phase 2
Correct-Incorrect -0.307
Phase 3
Correct-Incorrect -0.260
Preferred
Phase1-Phase2
-0.035
Preferred
Phase1-Phase3
-0.088
Preferred
Phase2-Phase3
-0.053
Non-Preferred Phase1-Phase2
-0.197
Non-Preferred Phase1-Phase3
-0.202
Non-Preferred Phase2-Phase3
-0.005

P value
0.001
<0.0001
<0.0001
0.068
0.002
0.002
<0.0001
<0.0004
1.000

Figure S1.14: Statistical outcomes relating to Figure 3.11. A repeated-measures ANOVA was conducted to
analyse response-dependent response latency including within-subjects factors of corner (CA, CB), response (preferred, non-preferred) and phase (1-2 or 1-3). Results reported here are from simple main effects testing to investigate the significant response-phase interactions detected in the 2P (left table) and 3P (right table) analyses.
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Repeated Measures ANOVA,
Corner (CA, CB) x State (Inactive,Active) x Phase (1-2 or 1-3)
2P: simple main effects
Measure
Phase 1
Phase 2
Inactive
Active
CA
CB
Inactive
Active

Mean
Comparison Difference
State-Phase Interaction
Inactive-Active
-0.328
Inactive-Active
-0.638
Phase1-Phase2
0.328
Phase1-Phase2
0.018
Corner-State Interaction
Inactive-Active
-0.506
Inactive-Active
-0.459
CA-CB
-0.037
CA-CB
0.011

3P: simple main effects
P value

Measure

<0.0001
<0.0001
<0.0001
0.014

Phase 1
Phase 2
Phase 3
Inactive
Inactive
Inactive
Active
Active
Active

<0.0001
<0.0001
0.118
0.125

Mean
Comparison Difference
State-Phase Interaction
Inactive-Active
-0.291
Inactive-Active
-0.569
Inactive-Active
-0.674
Phase1-Phase2
0.286
Phase1-Phase3
0.406
Phase2-Phase3
0.12
Phase1-Phase2
0.008
Phase1-Phase3
0.023
Phase2-Phase3
0.015

P value
<0.0001
<0.0001
<0.0001
<0.0001
<0.0001
<0.0001
0.602
0.023
0.064

Figure S1.15: Statistical outcomes relating to Figure 3.13. A repeated-measures ANOVA was conducted to
analyse nosepoke behaviour during active and inactive visits including within-subjects factors of corner (CA,
CB), state (active, inactive) and phase (1-2 or 1-3). Results reported here are from simple main effects testing to
investigate the significant state-phase and corner-state interactions detected in the 2P analysis (left table) and the
significant state-phase interaction detected in the 3P analysis (right table).
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Repeated Measures ANOVA,
Corner (CA, CB) x State (Inactive,Never-Rewarded) x Phase (1-2 or 1-3)
2P: simple main effects
Mean
Difference
Comparison
State-Phase Interaction
Phase 1
Inactive-NeverRew -0.039
Phase 2
Inactive-NeverRew -0.244
Inactive
Phase1-Phase2
0.328
Never-Rewarded Phase1-Phase2
0.123
Measure

3P: simple main effects
P value
0.041
<0.0001
<0.0001
<0.0001

Mean
Difference
Comparison
State-Phase Interaction
Phase 1
Inactive-NeverRew -0.020
Phase 2
Inactive-NeverRew -0.185
Phase 3
Inactive-NeverRew -0.259
Inactive
Phase1-Phase2
0.286
Inactive
Phase1-Phase3
0.406
Inactive
Phase2-Phase3
0.12
Never-Rewarded Phase1-Phase2
0.122
Never-Rewarded Phase1-Phase3
0.167
Never-Rewarded Phase2-Phase3
0.046
Measure

P value
0.258
<0.0001
<0.0001
<0.0001
<0.0001
<0.0001
<0.0001
<0.0001
0.099

Figure S1.16: Statistical outcomes relating to Figure 3.14. A repeated-measures ANOVA was conducted to
analyse nosepoke behaviour during inactive and never-rewarded corner visits including within-subjects factors of
corner (CA, CB), state (inactive, never-rewarded) and phase (1-2 or 1-3). Results reported here are from simple
main effects testing to investigate the significant state-phase interactions detected in the 2P (left table) and 3P
(right table) analyses.
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Performance (% Correct Trials)
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Figure S2.1: Individual performance records by session during RR task acquisition. Each plot depicts session-by-session performance (% correct responses of total trials) for an individual animal in both corners (CA and CB) from the start
of testing until performance criteria was reached (2 consecutive sessions of > 80 % performance; red broken line indicates
criterion level) in both corners or until the experiment was terminated. Numbers inset represent animal ID.
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Figure S2.2: Three-transition CPA results executed on trial-by-trial performance data for each animal in each
corner during the RR task. Each plot relates to data for a single corner for a given animal (therefore 2 plots per
individual, with animal and corner ID inset on each graph). Black lines represent the cumulative sum of correct
responses (right y-axis). Red broken lines indicate the trials on which the first three viable upward CPs were detected and hence indicate the junction between Phase 1 (pre-CP1), Phase 2 (post-CP1:CP2), Phase 3 (post-CP2:CP3)
and Phase 4 (post-CP3). Dark grey lines represent the slope of the cumulative record (i.e. the correct response rate;
left y-axis) in each phase. Light grey lines represent raw results from CPA (note: this only applies to animals where
spurious CPs were observed. See Chapter 2 for further information).
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Repeated Measures ANOVA,
Corner (CA, CB) x Choice (PC,PI,NpC,NpI) x Phase (1-4)
Simple main effects
Mean
Difference
Measure
Comparison
Choice-Phase Interaction
Phase1-Phase2
-0.292
Phase1-Phase3
-0.251
Phase1-Phase4
-0.330
PC
Phase2-Phase3
0.041
Phase2-Phase4
-0.038
Phase3-Phase4
-0.079
Phase1-Phase2
0.037
Phase1-Phase3
0.233
Phase1-Phase4
0.389
PI
Phase2-Phase3
0.196
Phase2-Phase4
0.352
Phase3-Phase4
0.156
Phase1-Phase2
-0.015
Phase1-Phase3
-0.205
Phase1-Phase4
-0.329
NpC
Phase2-Phase3
-0.190
Phase2-Phase4
-0.313
Phase3-Phase4
-0.124
Phase1-Phase2
0.270
Phase1-Phase3
0.223
Phase1-Phase4
0.270
NpI
Phase2-Phase3
-0.047
Phase2-Phase4
0.000
Phase3-Phase4
0.047
PC-PI
-0.358
PC-NpC
0.098
PC-NpI
-0.211
Phase 1
PI-NpC
0.456
PI-NpI
0.147
NpC-NpI
-0.309
PC-PI
-0.029
PC-NpC
0.375
PC-NpI
0.351
Phase 2
PI-NpC
0.404
PI-NpI
0.380
NpC-NpI
-0.024
PC-PI
0.126
PC-NpC
0.144
PC-NpI
0.263
Phase 3
PI-NpC
0.018
PI-NpI
0.137
NpC-NpI
0.118
PC-PI
0.362
PC-NpC
0.100
PC-NpI
0.389
Phase 4
PI-NpC
-0.262
PI-NpI
0.027
NpC-NpI
0.289

P value
< 0.0004
< 0.0009
< 0.0001
0.210
1.000
0.075
0.636
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0007
1.000
< 0.0004
< 0.0002
< 0.0002
< 0.0001
0.035
0.000
< 0.0007
< 0.0009
0.094
1.000
0.445
< 0.0002
0.206
0.076
< 0.0002
0.201
< 0.0007
0.886
< 0.0001
< 0.0002
< 0.0001
< 0.0001
0.120
0.002
0.097
0.004
1.000
Figure S2.3: Statistical outcomes relating to
0.087
Figure 4.3. A repeated-measures ANOVA was con0.014
ducted to analyse specific choice profiles including
< 0.0001
within-subjects factors of corner (CA, CB), choice
0.219
(PC, PI, NpC, NpI) and phase (1-4). Results
< 0.0002
reported here are from simple main effects testing to
< 0.0002
investigate the significant choice-phase interaction.
1.000
< 0.0001 405
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Figure S2.4: Best fitting Weibull functions for piecewise analysis of the RR task. Each data record was separated into 3 overlapping segments that each contained one of the 3 performance transitions identified by CPA.
The first transition comprised the first 2 phases (all data up to the second CP), the second transition included
all data after the first CP up to the third CP (i.e. phases 2 and 3) and the final transition included all data after
the second CP (i.e. phases 3 and 4). Each truncated data record was binned into 5 trial blocks and best-fit Weibull functions (W1: Phase1-2; W2: Phase2-3, W3: Phase3-4) were calculated (a total of 6 per animal, two for
each corner). Each plot depicts data for a single corner for a given animal (therefore 2 plots per individual, with
animal and corner ID inset on each graph). Light lines represent the correct response rate per 5 trial bin (each
segment has a unique colour). Dark lines are the best-fitting Weibull functions.
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a)

0.5

0.0

Phase1
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Phase3

Non-Preferred WWW

Preferred LWL
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d)
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Feedback Difference Index
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CA
0.2
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Phase 2

Phase3

-0.4

Phase 4

Preferred
Non-Preferred
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Preferred
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Figure S2.5: Outcome feedback sensitivity after preferred and non-preferred responses across each identified phase in the RR task. Average rate of WWW (positive outcome feedback) and LWL (negative outcome
feedback) for preferred and non-preferred responses calculated for each identified phase in a) Corner A and b)
Corner B (Preferred-WWW corresponds to the rate of rewarded preferred responses that were immediately
followed by a correct response; see Chapter 2 for more details). Red broken lines represent equivalency point for
wins and losses (i.e. chance performance). Comparison of response-specific feedback difference index (FDI)
during each identified phase in c) Corner A and d) Corner B. The red broken lines indicate point of equivalence
between WWW and LWL response rates. Data shown is mean ± SEM with individuals included in c-d) only.
5/7 animals had at least 1 missing values concentrated in the earlier stages of the RR task. This was largely due
to the non-existent occurrence of NpC responses (hence no WW or WL for the non-preferred response) during
the perseverance period. Hence, the repeated measures analysis could not be done for these measures.
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Repeated Measures ANOVA,
Corner (CA, CB) x Choice (PC,PI,NpC,NpI) x Phase (1-4)
Simple main effects

Corner-Choice Interaction
Mean
Difference

Measure

Comparison

PC
PI
NpC

CA-CB
CA-CB
CA-CB

-0.049
-0.050
0.034

0.123
0.228
0.501

NpI

CA-CB

0.093

0.207

PC-PI
PC-NpC
PC-NpI

0.065
-0.147
-0.125

0.564
0.182
0.420

PI-NpC
PI-NpI
NpC-NpI

-0.211
-0.189
0.022

0.034
0.039
1.000

PC-PI

0.064

0.002

PC-NpC

-0.064

1.000

PC-NpI
PI-NpC
PI-NpI
NpC-NpI

0.018
-0.127
-0.046
0.081

1.000
0.496
1.000
1.000

CA

CB

P value

Figure S2.6: Statistical outcomes relating to Figure 4.11a. A repeated-measures ANOVA was conducted to
analyse choice dependent response latency including within-subjects factors of corner (CA, CB), choice (PC,
PI, NpC, NpI) and phase (1-4). Results reported here are from simple main effects testing to investigate the
significant corner-choice interaction.
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Repeated Measures ANOVA,
Corner (CA, CB) x State (Active,Inactive) x Phase (1-4)
Simple main effects

State-Phase Interaction
Mean
Measure

Comparison

Difference

P value

Phase1

Active-Inactive

0.571

< 0.0002

Phase2

Active-Inactive

0.534

< 0.0002

Phase3

Active-Inactive

0.765

< 0.0001

Phase4

Active-Inactive

0.821

< 0.0001

Phase1-Phase2

-0.003

1.000

Phase1-Phase3

0.009

1.000

Phase1-Phase4

0.027

0.097

Phase2-Phase3

0.012

1.000

Phase2-Phase4

0.031

0.125

Phase3-Phase4

0.019

0.385

Phase1-Phase2

-0.040

0.046

Phase1-Phase3

0.202

0.086

Phase1-Phase4

0.278

0.019

Phase2-Phase3

0.243

0.028

Phase2-Phase4

0.318

0.010

Phase3-Phase4

0.075

0.884

Active

Inactive

Figure S2.7: Statistical outcomes relating to Figure 4.12a. A repeated-measures ANOVA was conducted to
analyse nosepoking behaviour during active and inactive visits including within-subjects factors of corner (CA,
CB), state (active, inactive) and phase (1-4). Results reported here are from simple main effects testing to investigate the significant state-phase interaction.
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Figure S2.8: Individual performance records by session during SS task acquisition. Each plot depicts
session-by-session performance (% correct responses of total trials) for an individual animal in both corners
(CA and CB) from the start of testing until performance criteria was reached (2 consecutive sessions of >80%
performance; red broken line indicates criterion level) in both corners. Numbers inset represent animal ID.
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Figure S2.9: Two-transition CPA results executed on trial-by-trial performance data for each animal in
each corner during the SS task. Each plot relates to data for a single corner for a given animal (therefore 2
plots per individual, with animal and corner ID inset on each graph). Black lines represent the cumulative sum
of correct responses (right y-axis). Red broken lines indicate the trials on which the first two viable upward CPs
were detected and hence indicate the junction between Phase 1 (pre-CP1), Phase 2 (post-CP1:CP2) and Phase
3 (post-CP2). Dark grey lines represent the slope of the cumulative record (i.e. the correct response rate; left
y-axis) in each phase. Light grey lines represent raw results from CPA (note: this only applies to animals where
spurious CPs were observed. See Chapter 2 for further information).
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Repeated Measures ANOVA, Corner (CA, CB) x Choice (PL+,PL-,NpL+,NpL-) x Phase (1-3)
Mean
Simple main effects
Measure 1 Measure 2
Comparison
Mean
Difference
Choice-Phase Interaction
(PL+)-(PL-)
0.375
(PL+)-(NpL+)
0.147
(PL+)-(NpL-)
0.472
Phase 1
(PL-)-(NpL+)
-0.228
(PL-)-(NpL-)
0.097
(NpL+)-(NpL-)
0.325
(PL+)-(PL-)
0.260
(PL+)-(NpL+)
0.128
(PL+)-(NpL-)
0.345
Phase 2
(PL-)-(NpL+)
-0.132
(PL-)-(NpL-)
0.086
(NpL+)-(NpL-)
0.218
(PL+)-(PL-)
0.095
(PL+)-(NpL+)
0.050
(PL+)-(NpL-)
0.167
Phase 3
(PL-)-(NpL+)
-0.045
(PL-)-(NpL-)
0.072
(NpL+)-(NpL-)
0.117
Phase1-Phase2
0.065
Phase1-Phase3
0.170
PL+
Phase2-Phase3
0.105
Phase1-Phase2
-0.050
PLPhase1-Phase3
-0.109
Phase2-Phase3
-0.059
Phase1-Phase2
0.046
NpL+
Phase1-Phase3
0.074
Phase2-Phase3
0.028
Phase1-Phase2
-0.061
NpLPhase1-Phase3
-0.134
Phase2-Phase3
-0.073
Corner-Choice Interaction
PL+
CA-CB
0.168
PLCA-CB
0.236
NpL+
CA-CB
-0.237
NpLCA-CB
-0.167
(PL+)-(PL-)
0.209
(PL+)-(NpL+)
0.311
(PL+)-(NpL-)
0.496
CornerA
(PL-)-(NpL+)
0.102
(PL-)-(NpL-)
0.287
(NpL+)-(NpL-)
0.185
(PL+)-(PL-)
0.277
(PL+)-(NpL+)
-0.094
(PL+)-(NpL-)
0.161
CornerB
(PL-)-(NpL+)
-0.371
(PL-)-(NpL-)
-0.117
(NpL+)-(NpL-)
0.254
Measure

Comparison

P value
PL+

< 0.0001
0.111
< 0.0001
0.007
0.013
< 0.0001
< 0.0001
0.002
< 0.0001
0.058
0.179
< 0.0002
0.001
0.175
0.001
0.635
0.019
0.010
0.057
< 0.0001
< 0.0001
0.105
0.000
0.019
0.049
0.072
0.218
0.001
< 0.0001
< 0.0004

PL-

NpL+

NpL-

CA

< 0.0002
< 0.0001
< 0.0001
< 0.0001
< 0.0002
< 0.0002
< 0.0001
0.586
< 0.0001
0.001
< 0.0001
0.143
0.026
< 0.0001
0.028
< 0.0001

CB

Figure S2.10: Statistical outcomes relating to Figure 4.18.
A repeated-measures ANOVA was conducted to analyse
specific choice profiles including within-subjects factors of
corner (CA, CB), choice (PL+, PL-, NpL+, NpL-) and phase
(1-3). Results reported here are from simple main effects
testing to investigate the significant choice-phase,
corner-choice and corner-choice-phase interactions.

CA

CB
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Difference
Corner-Choice-Phase Interaction
Phase 1
CA-CB
-0.031
Phase 2
CA-CB
0.178
Phase 3
CA-CB
0.356
Phase 1
CA-CB
0.046
Phase 2
CA-CB
0.234
Phase 3
CA-CB
0.429
Phase 1
CA-CB
0.004
Phase 2
CA-CB
-0.248
Phase 3
CA-CB
-0.467
Phase 1
CA-CB
-0.020
Phase 2
CA-CB
-0.164
Phase 3
CA-CB
-0.318
(PL+)-(PL-)
0.336
(PL+)-(NpL+)
0.130
(PL+)-(NpL-)
0.466
Phase 1
(PL-)-(NpL+)
-0.207
0.130
(PL-)-(NpL-)
(NpL+)-(NpL-)
0.337
(PL+)-(PL-)
0.231
(PL+)-(NpL+)
0.340
(PL+)-(NpL-)
0.516
Phase 2
(PL-)-(NpL+)
0.109
(PL-)-(NpL-)
0.285
(NpL+)-(NpL-)
0.176
(PL+)-(PL-)
0.059
(PL+)-(NpL+)
0.462
(PL+)-(NpL-)
0.504
Phase 3
(PL-)-(NpL+)
0.403
(PL-)-(NpL-)
0.445
(NpL+)-(NpL-)
0.042
(PL+)-(PL-)
0.413
(PL+)-(NpL+)
0.164
(PL+)-(NpL-)
0.477
Phase 1
-0.249
(PL-)-(NpL+)
(PL-)-(NpL-)
0.064
(NpL+)-(NpL-)
0.313
(PL+)-(PL-)
0.288
(PL+)-(NpL+)
-0.085
(PL+)-(NpL-)
0.175
Phase 2
(PL-)-(NpL+)
-0.373
(PL-)-(NpL-)
-0.113
(NpL+)-(NpL-)
0.260
(PL+)-(PL-)
0.131
(PL+)-(NpL+)
-0.361
(PL+)-(NpL-)
-0.170
Phase 3
(PL-)-(NpL+)
-0.492
(PL-)-(NpL-)
-0.301
(NpL+)-(NpL-)
0.191
Phase1-Phase2
-0.039
PL+
Phase1-Phase3
-0.023
Phase2-Phase3
0.016
Phase1-Phase2
-0.144
PLPhase1-Phase3
-0.300
Phase2-Phase3
-0.157
Phase1-Phase2
0.172
NpL+
Phase1-Phase3
0.309
Phase2-Phase3
0.137
Phase1-Phase2
0.011
NpLPhase1-Phase3
0.015
Phase2-Phase3
0.004
Phase1-Phase2
0.169
PL+
Phase1-Phase3
0.363
Phase2-Phase3
0.194
Phase1-Phase2
0.044
PLPhase1-Phase3
0.082
Phase2-Phase3
0.038
-0.080
Phase1-Phase2
NpL+
Phase1-Phase3
-0.162
Phase2-Phase3
-0.082
Phase1-Phase2
-0.133
NpLPhase1-Phase3
-0.284
Phase2-Phase3
-0.150

P value
0.378
0.001
< 0.0001
0.299
< 0.0002
< 0.0001
0.938
< 0.0002
< 0.0001
0.155
0.001
< 0.0001
< 0.0001
0.498
< 0.0001
0.168
0.038
< 0.0004
0.007
< 0.0004
< 0.0001
0.951
< 0.0004
0.008
0.152
< 0.0001
< 0.0001
< 0.0001
< 0.0001
0.271
< 0.0001
0.149
< 0.0001
0.004
0.429
< 0.0001
< 0.0001
0.046
0.059
< 0.0001
0.176
0.000
< 0.0001
< 0.0001
0.017
< 0.0001
< 0.0001
0.034
0.489
1.000
1.000
0.001
< 0.0001
0.002
< 0.0002
< 0.0005
0.004
0.637
0.281
0.529
< 0.0005
< 0.0001
< 0.0001
0.239
0.022
0.028
0.054
0.009
0.027
0.001
< 0.0001
< 0.0003
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Figure S2.11: Best fitting Weibull functions for piecewise analysis of the SS task. Each data record was separated into 2 overlapping segments that each contained one of the 2 performance transitions identified by CPA.
The first transition comprised the first 2 phases (all data up to the second CP) and the second transition included
all data after the first CP (i.e. phases 2 and 3). Each truncated data record was binned into 5 trial blocks and
best-fit Weibull functions (W1: Phase1-2; W2: Phase2-3) were calculated (a total of 4 per animal, two for each
corner). Each plot depicts data for a single corner for a given animal (therefore 2 plots per individual, with
animal and corner ID inset on each graph). Light lines represent the correct response rate per 5 trial bin (each
segment has a unique colour). Dark lines are the best-fitting Weibull functions.
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Repeated Measures ANOVA, Corner (CA, CB) x Phase (1-3 or VD3+SS1-3)
Simple main effects

Simple main effects

Corner-Phase Interaction
Measure

Comparison
Phase1-Phase2

CA

Phase1-Phase3
Phase2-Phase3
Phase1-Phase2

CB

Phase1-Phase3
Phase2-Phase3

Phase 1
Phase 2
Phase 3

CA-CB
CA-CB
CA-CB

Corner-Phase Interaction

Mean
Difference

P value

0.089
0.114
0.025
-0.029
-0.010
0.019
-0.032
-0.150
-0.155

0.047
0.015
0.961
1.000
1.000
0.227
0.361
0.006
0.001

Measure

Comparison
VDPhase3-SSPhase1
VDPhase3-SSPhase2

CA

VDPhase3-SSPhase3
SSPhase1-SSPhase2
SSPhase1-SSPhase3
SSPhase2-SSPhase3
VDPhase3-SSPhase1
VDPhase3-SSPhase2

CB

VDPhase3-SSPhase3
SSPhase1-SSPhase2
SSPhase1-SSPhase3
SSPhase2-SSPhase3

VDPhase3
SSPhase1
SSPhase2
SSPhase3

CA-CB
CA-CB
CA-CB
CA-CB

Mean
Difference

P value

-0.009
0.080
0.104
0.089
0.114
0.025
-0.020
-0.049
-0.030
-0.029
-0.010
0.019
-0.021
-0.032
-0.150
-0.155

1.000
0.525
0.109
0.094
0.030
1.000
1.000
0.783
1.000
1.000
1.000
0.455
0.482
0.361
0.006
0.001

Figure S2.12: Statistical outcomes relating to Figure 4.21 interactions. A repeated-measures ANOVA was
conducted to analyse response latency including within-subjects factors of corner (CA, CB) and phase (1-3 or
VD3+SS1-3). Results reported here are from simple main effects testing to investigate the significant
corner-phase interactions for the SS task only (left table) and for the final phase of the VD task plus the SS task
(right table).
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Repeated Measures ANOVA,
Corner (CA, CB) x Response (Preferred,Non-Preferred)
Simple main effects
Corner-Response Interaction
Measure

Comparison

Preferred
CA-CB
NonPreferred
CA-CB
Corner A
Pref-NonPref
Corner B
Pref-NonPref

Mean
Difference

P value

-0.118
0.092
-0.285
-0.074

0.001
0.017
< 0.0007
0.077

Figure S2.13: Statistical outcomes relating to Figure 4.22a interaction. A repeated-measures ANOVA was
conducted to analyse response-dependent initiation latency including within-subjects factors of corner (CA,
CB) and response (preferred, non-preferred). Results reported here are from simple main effects testing to
investigate the significant choice-response interaction.
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Repeated Measures ANOVA,
Corner (CA, CB) x Response (Preferred,Non-Preferred) x Phase (1-3)
Simple main effects
Corner-Response Interaction

Measure

Comparison

Mean
Difference

Preferred
NonPreferred
Corner A
Corner B

CA-CB
CA-CB
Pref-NonPref
Pref-NonPref

-0.135
0.089
-0.287
-0.064

P value

< 0.0001
0.062
< 0.0008
0.092

Simple main effects

Figure S2.14: Statistical outcomes
relating to Figure 4.22b interaction. A
repeated-measures ANOVA was conducted to analyse response-dependent
initiation latency across phases including
within-subjects factors of corner (CA,
CB), response (preferred, non-preferred)
and phase (1-3). Results reported here
are from simple main effects testing to
investigate the significant choice-response and corner-response-phase interactions.

Corner-Response-Phase Interaction
Measure 1
Preferred

Non-Preferred

CA

CB

Measure 2

Comparison

Phase 1
Phase 2
Phase 3
Phase 1
Phase 2
Phase 3
Phase 1
Phase 2
Phase 3
Phase 1
Phase 2
Phase 3

CA-CB
CA-CB
CA-CB
CA-CB
CA-CB
CA-CB
Pref-NonPref
Pref-NonPref
Pref-NonPref
Pref-NonPref
Pref-NonPref
Pref-NonPref
Phase1-Phase2
Phase1-Phase3
Phase2-Phase3
Phase1-Phase2
Phase1-Phase3
Phase2-Phase3
Phase1-Phase2
Phase1-Phase3
Phase2-Phase3
Phase1-Phase2
Phase1-Phase3
Phase2-Phase3

Preferred
CA
Non-Preferred

Preferred
CB
Non-Preferred
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Mean
Difference
-0.041
-0.140
-0.223
-0.004
0.071
0.200
-0.224
-0.278
-0.360
-0.188
-0.067
0.063
0.051
0.061
0.010
-0.002
-0.074
-0.072
-0.048
-0.121
-0.073
0.073
0.130
0.057

P value
0.064
< 0.0004
< 0.0001
0.865
0.082
0.032
0.007
< 0.0008
0.002
0.009
0.082
0.054
0.012
0.193
1.000
1.000
0.951
0.751
0.438
0.032
0.027
0.023
0.001
0.048

Repeated Measures ANOVA,
Corner (CA, CB) x State(Inactive,Active) x Phase (1-3)
Simple main effects

Measure
Inactive
Active
CA
CB
Phase 1
Phase 2
Phase 3
CA

CB

Phase 1
Phase 2
Phase 3
Active

Inactive

Mean
Difference P value
Comparison
Corner-State Interaction
CA-CB
0.126
0.002
CA-CB
0.04
0.018
Inactive-Active
-0.597
<0.0001
Inactive-Active
-0.682
<0.0001
Phase-Corner Interaction
0.039
0.025
CA-CB
CA-CB
0.12
0.002
CA-CB
0.09
<0.0005
Phase1-Phase2
-0.069
0.010
Phase1-Phase3
-0.034
0.517
Phase2-Phase3
0.035
0.384
0.013
1.000
Phase1-Phase2
Phase1-Phase3
0.017
0.699
Phase2-Phase3
0.004
1.000
State-Phase Interaction
Inactive-Active
-0.673
<0.0001
Inactive-Active
-0.604
<0.0001
Inactive-Active
-0.641
<0.0001
-0.062
0.084
Phase1-Phase2
Phase1-Phase3
-0.024
1.000
Phase2-Phase3
0.038
0.156
Phase1-Phase2
0.007
1.000
Phase1-Phase3
0.008
1.000
Phase2-Phase3
0.001
1.000

Repeated Measures ANOVA,
Corner (CA, CB) x Phase (VD3+SS1-3)
Simple main effects
Measure

CA

CB

VDPhase3
SSPhase1
SSPhase2
SSPhase3

Mean
Difference
Comparison
Corner-Phase Interaction
VDPhase4-SSPhase1
-0.059
VDPhase4-SSPhase2
-0.193
VDPhase4-SSPhase3
-0.124
SSPhase1-SSPhase2
-0.133
SSPhase1-SSPhase3
-0.065
SSPhase2-SSPhase3
0.069
VDPhase4-SSPhase1
-0.051
VDPhase4-SSPhase2
-0.042
VDPhase4-SSPhase3
-0.035
SSPhase1-SSPhase2
0.009
SSPhase1-SSPhase3
0.016
SSPhase2-SSPhase3
0.007
CA-CB
0.043
CA-CB
0.051
CA-CB
0.194
CA-CB
0.132

P value
1.000
0.009
0.019
0.016
0.941
0.801
0.978
1.000
1.000
1.000
1.000
1.000
0.134
0.136
0.008
0.006

Repeated Measures ANOVA,
Corner (CA, CB) x State(Inactive,Never-Rewarded) x Phase (1-3)
Simple main effects
Corner-State Interaction
Measure

Comparison

Inactive
CA-CB
Never-Rewarded
CA-CB
CA
Inactive-NeverRew
CB
Inactive-NeverRew

Mean
Difference

0.126
0.016
-0.135
-0.245

P value

0.002
0.275
0.019
<0.0001

Figure S2.15: Statistical outcomes relating to Figure 4.25-26 interaction. A repeated-measures ANOVA was conducted to analyse nosepoke behaviour during active and inactive visits including within-subjects factors of corner
(CA, CB), state (active, inactive) and phase (1-3 or VD3+SS1-3). Results reported here in the upper tables are from
simple main effects testing to investigate the significant corner-state, phase-corner and state-phase interactions for
the SS task only (upper left table) and for the significant corner-phase interaction observed in the analysis including
the final phase of the VD task plus the SS task (upper right table). A repeated-measures ANOVA was also conducted
to analyse nosepoke behaviour during inactive and never-rewarded corner visits including within-subjects factors of
corner (CA, CB), state (inactive, never-rewarded) and phase (1-3). Results reported in the lower table are from
simple main effects testing to investigate the significant corner-state interaction.
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Figure S3.1: Individual performance records by session for saline and MPTP treated animals during VD
task acquisition. Each plot depicts session-by-session performance (% correct responses of total trials) for an
individual animal from the start of testing until performance criterion was reached (2 consecutive sessions of >
80% performance; red broken line indicates criterion level). Inset text represent animal ID and treatment group.
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Sessions to Criterion

60

40

20

0

Saline

MPTP

Figure S3.2: Average sessions required to achieve performance criterion for saline and MPTP treated
animals during VD task acquisition. For each animal, the number of nightly sessions required to reach performance criterion (2 consecutive sessions of > 80% performance) was calculated and aggregated for each treatment
group. NOTE: One MPTP animal (A1) did not achieve the performance criterion prior to the termination of
the experiment. However it did exhibit a run of nine consecutive sessions of performance > 70%, 2 of which
were > 80% which indicated that the animal had acquired the task contingencies (see Figure S3.1). Hence, this
animal was included in all subsequent analyses, with the second session of > 80% performance used to mark it
reaching criterion.
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Figure S3.3: Three-transition CPA results executed on trial-by-trial performance data for each animal
(saline and MPTP) during VD task acquisition. Each plot relates to data for a single animal (animal ID and
treatment group allocation indicated above each plot). Black lines represent the cumulative sum of correct
responses (right y-axis). Red broken lines indicate the trials on which the first three viable upward CPs were
detected and hence indicate the junction between Phase 1 (pre-CP1), Phase 2 (post-CP1:CP2), Phase 3
(post-CP2:CP3) and Phase 4 (post-CP3). Dark grey lines represent the slope of the cumulative record (i.e. the
correct response rate; left y-axis) in each phase. Light grey lines represent raw results from CPA (note: this only
applies to animals where spurious CPs were observed. See Chapter 2 for further information).
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Repeated Measures ANOVA,
Treatment (MPTP, Saline) x Transition (CP1, CP2, CP3)
Simple main effects

Transition-Treatment Interaction

Mean
Measure Comparison Difference P value
CP1
MPTP-SAL
1351.429
0.076
CP2
MPTP-SAL
-490.446
0.301
CP3
-226.750
0.219
MPTP-SAL
CP1-CP2
1829.875
0.018
MPTP
CP1-CP3
2001.750
0.004
CP2-CP3
171.875
1.000
-12.000
1.000
CP1-CP2
Saline
CP1-CP3
423.571
1.000
CP2-CP3
435.571
0.605
Figure S3.4: Statistical outcomes relating to Figure 4.22b interaction. A mixed-model repeated measures
ANOVA was conducted to analyse trials to reach each performance transition with treatment (MPTP, saline) as
a between-subjects factor and transition (CP1, CP2, CP3) as a within-subjects factor. Results reported here are
from simple main effects testing to investigate the significant transition-treatment interaction detected in this
analysis.
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Repeated Measures ANOVA, Treatment (MPTP, Saline) x Choice (PC,PI,NpC,NpI) x Phase (1-4)
Simple main effects

Measure

Phase1

Phase2

Phase3

Phase4

PC

PI

NpC

NpI

Choice-Phase Interaction
Mean
Comparison Difference
-0.002
PC-PI
PC-NpC
0.229
PC-PNpI
0.230
PI-NpC
0.231
0.232
PI-NpI
NpC-NpI
0.001
PC-PI
0.099
PC-NpC
0.206
0.287
PC-PNpI
PI-NpC
0.107
PI-NpI
0.188
NpC-NpI
0.081
0.185
PC-PI
PC-NpC
0.149
PC-PNpI
0.329
PI-NpC
-0.036
PI-NpI
0.144
0.180
NpC-NpI
PC-PI
0.314
PC-NpC
0.081
PC-PNpI
0.384
-0.232
PI-NpC
PI-NpI
0.071
NpC-NpI
0.303
Phase1-Phase2
-0.034
-0.052
Phase1-Phase3
Phase1-Phase4
-0.081
Phase2-Phase3
-0.018
Phase2-Phase4
-0.047
Phase3-Phase4
-0.029
Phase1-Phase2
0.067
Phase1-Phase3
0.136
Phase1-Phase4
0.235
Phase2-Phase3
0.069
0.168
Phase2-Phase4
Phase3-Phase4
0.099
Phase1-Phase2
-0.057
Phase1-Phase3
-0.132
-0.228
Phase1-Phase4
Phase2-Phase3
-0.075
Phase2-Phase4
-0.171
Phase3-Phase4
-0.097
0.023
Phase1-Phase2
Phase1-Phase3
0.047
Phase1-Phase4
0.074
Phase2-Phase3
0.024
Phase2-Phase4
0.050
0.026
Phase3-Phase4

P value
1.000
<0.0001
<0.0001
<0.0001
<0.0001
1.000
<0.0001
0.002
<0.0002
0.227
0.008
<0.0002
<0.0001
0.002
<0.0001
1.000
0.007
<0.0001
<0.0001
0.103
<0.0001
<0.0001
0.171
<0.0001
0.712
0.170
<0.0007
1.000
0.067
0.213
0.066
<0.0002
<0.0001
0.004
<0.0001
<0.0001
0.149
0.000
<0.0001
<0.0005
<0.0001
<0.0001
1.000
0.271
0.004
0.894
0.066
0.428

Figure S3.5: Statistical outcomes relating to Figure 5.3.
A mixed-model repeated measures ANOVA was conducted to analyse specif choice profiles with a between-subjects
factor of treatment (MPTP, saline) and within-subjects
factors of choice (PC, PI, NpC, NpI) and phase (1-4).
Results reported here are from simple main effects testing
to investigate the significant choice-phase interaction
detected in this analysis.

Repeated Measures ANOVA, Treatment (MPTP, Saline) x Feedback (WWW,LWL) x Phase (1-4)
Simple main effects
Feedback-Phase Interaction
Mean
Measure Comparison Difference P value
Phase1
Phase2
Phase3
Phase4

WW W

LWL

WW W -LWL
WW W -LWL
WW W -LWL
WW W -LWL

Phase1-Phase2
Phase1-Phase3
Phase1-Phase4
Phase2-Phase3
Phase2-Phase4
Phase3-Phase4
Phase1-Phase2
Phase1-Phase3
Phase1-Phase4
Phase2-Phase3
Phase2-Phase4
Phase3-Phase4

-0.056
-0.02800299
-0.0182463
-0.0006208
-0.108
-0.206
-0.337
-0.098
-0.229
-0.131
-0.08
-0.169
-0.282
-0.089
-0.202
-0.113

< 0.0001.
0.0703483
0.1298721
0.9609447
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0002
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0002

Feedback-Phase-Treatment Interaction
Mean
Measure1 Measure2 Comparison Difference
Phase1-Phase2
-0.116
Phase1-Phase3
-0.219
Phase1-Phase4
-0.340
WW W
-0.103
Phase2-Phase3
-0.224
Phase2-Phase4
Phase3-Phase4
-0.121
MPTP
Phase1-Phase2
-0.075
-0.141
Phase1-Phase3
-0.266
Phase1-Phase4
LWL
Phase2-Phase3
-0.066
Phase2-Phase4
-0.191
Phase3-Phase4
-0.125
-0.099
Phase1-Phase2
Phase1-Phase3
-0.193
Phase1-Phase4
-0.333
WW W
Phase2-Phase3
-0.094
-0.234
Phase2-Phase4
-0.140
Phase3-Phase4
Saline
Phase1-Phase2
-0.085
Phase1-Phase3
-0.196
-0.297
Phase1-Phase4
LWL
-0.111
Phase2-Phase3
Phase2-Phase4
-0.212
Phase3-Phase4
-0.101

MPTP

Saline

WW W

LWL

Phase1
Phase2
Phase3
Phase4
Phase1
Phase2
Phase3
Phase4
Phase1
Phase2
Phase3
Phase4
Phase1
Phase2
Phase3
Phase4

WW W -LWL
WW W -LWL
WW W -LWL
WW W -LWL
WW W -LWL
WW W -LWL
WW W -LWL
WW W -LWL
MPTP-SAL
MPTP-SAL
MPTP-SAL
MPTP-SAL
MPTP-SAL
MPTP-SAL
MPTP-SAL
MPTP-SAL

-0.078
-0.037
0.000
-0.004
-0.033
-0.019
-0.036
0.003
-0.022
-0.006
0.004
-0.015
0.023
0.013
-0.032
-0.008

P value
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
0.004
< 0.0001
< 0.0001
0.002
< 0.0001
< 0.0009
< 0.0007
< 0.0001
< 0.0001
< 0.0001
< 0.0001
< 0.0001
0.003
< 0.0001
< 0.0001
< 0.0001
< 0.0001
0.009
< 0.0001
0.076
0.998
0.810
0.017
0.388
0.045
0.861
0.291
0.831
0.863
0.492
0.151
0.694
0.272
0.786

Figure S3.6: Statistical outcomes relating to Figure 5.7a. A mixed-model repeated measures ANOVA was conducted to analyse outcome feedback sensitivity with a between-subjects factor of treatment (MPTP, saline) and
within-subjects factors of feedback (WWW, LWL) and phase (1-4). Results reported here are from simple main
effects testing to investigate the significant feedback-phase (left table) and feedback-treatment-phase (right table)
interactions detected in this analysis.
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Repeated Measures ANOVA,
Treatment (MPTP, Saline) x Phase (1-4)
Simple main effects

Phase-Treatment Interaction
Mean
Measure Comparison Difference P value
Phase1
MPTP-SAL
-0.045
0.019
Phase2
MPTP-SAL
-0.019
0.516
Phase3
MPTP-SAL
0.036
0.131
Phase4
MPTP-SAL
-0.008
0.759
Phase1-Phase2
-0.041
0.572
Phase1-Phase3
-0.078
0.005
-0.074
0.005
Phase1-Phase4
MPTP
Phase2-Phase3
-0.037
0.269
Phase2-Phase4
-0.033
0.625
Phase3-Phase4
0.004
1.000
-0.015
1.000
Phase1-Phase2
Phase1-Phase3
0.003
1.000
Phase1-Phase4
-0.036
0.383
Saline
Phase2-Phase3
0.018
1.000
Phase2-Phase4
-0.022
1.000
Phase3-Phase4
-0.040
0.563
Figure S3.7: Statistical outcomes relating to Figure 5.7b. A mixed-model repeated measures ANOVA was conducted to analyse FDI with a between-subjects factor of treatment (MPTP, saline) and a within-subjects factor of
phase (1-4). Results reported here are from simple main effects testing to investigate the significant phase-treatment interaction detected in this analysis.
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Repeated Measures ANOVA,
Treatment (MPTP, Saline) x Feedback (WWW,LWL) x Response (Preferred,Non-Preferred)
Simple main effects

Feedback-Response Interaction
Mean
Measure
Comparison Difference P value
Preferred
WW W -LWL
Non-Preferred WW W -LWL
WW W
Pref-Non-Pref
LWL
Pref-Non-Pref

-0.022
0.105
-0.083
0.044

0.073
< 0.0001
< 0.0003
0.012

Figure S3.8: Statistical outcomes relating to Figure 5.8a. A mixed-model repeated measures ANOVA was conducted to analyse response-specific outcome feedback sensitivity with a between-subjects factor of treatment
(MPTP, saline) and within-subjects factors of feedback (WWW, LWL) and response (preferred, non-preferred).
Results reported here are from simple main effects testing to investigate the significant feedback-response interaction detected in this analysis.
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Figure S3.9: Outcome feedback sensitivity after preferred and non-preferred responses across each phase for
saline and MPTP treated animals during VD task acquisition. a) Average rate of WWW (positive outcome
feedback) and LWL (negative outcome feedback) for preferred and non-preferred responses calculated for each
identified phase in saline and MPTP treated animals (Preferred-WWW corresponds to the rate of rewarded
preferred responses that were immediately followed by a correct response; see Chapter 2 for more details). Red
broken lines represent equivalency point for wins and losses (i.e. chance performance). Saline and MPTP groups
plotted separately for visibility (left and right plots respectively). b) Comparison of response-specific feedback
difference index (FDI) during each identified phase for saline and MPTP treated animals. The red broken lines
indicate point of equivalence between WWW and LWL response rates. Data shown is mean ± SEM. Statistical
analysis outcomes || a) Main effect of phase (F(3,36) = 153.598, P < 0.0001, reflecting general increase of “wins”
across all phases), no main effects of treatment (F(1,12) = 0.241, P = 0.632), response (F(1,13) = 0.332, P =
0.575) or feedback (F(1,12) = 0.477, P = 0.503). No significant interactions (all P > 0.1) except for a
response-feedback interaction (F(1,12) = 11.238, P = 0.006). Simple main effects testing (agnostic to treatment
or phase) confirmed that the rate of WWW (positive outcome feedback) was significantly higher for the non-preferred response as compared to the preferred response (P = 0.015), while the rate of LWL (negative outcome feedback) was significantly higher for the preferred response as compared to the non-preferred response (P=0.024).
Furthermore, negative outcomes were more influential over subsequent choice than positive outcomes when
received after the preferred response (LWL>WWW; P=0.001), while the opposite was true for the non-preferred
response (WWW>LWL; P=0.027). b) No main effect of phase (F(3,39) = 0.819, P = 0.491) or treatment (F(1,13)
= 0.044, P = 0.837) but main effect of response (F(1,12) = 14.253, P = 0.002, non-preferred > preferred). No
phase-treatment (F(3,39) = 0.125, P = 0.945), response-treatment (F(1,13) = 0.898, P = 0.36), phase-response
(F(3,39) = 0.913, P = 0.444) or phase-treatment-response (F(3,39) = 0.509, P = 0.678) interaction.
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Repeated Measures ANOVA, Treatment (MPTP, Saline) x Performance (Correct,Incorrect) x Phase (1-4)
Post-hoc pairwise comparisons

Main Effect of Phase
Mean
Comparison Difference P value
Phase1-Phase2
-0.054
0.764
Phase1-Phase3
-0.106
0.076
Phase1-Phase4
-0.176
< 0.0001
-0.052
0.002
Phase2-Phase3
Phase2-Phase4
-0.122
0.008
Phase3-Phase4
-0.070
0.240

Simple main effects

Performance-Phase Interaction
Mean
Measure Comparison Difference P value
Phase1 Correct-Incorrect
-0.005
0.459
Phase2 Correct-Incorrect
0.053
0.003
Phase3 Correct-Incorrect
0.089
< 0.0002
Phase4 Correct-Incorrect
0.131
0.005
Phase1-Phase2
-0.083
0.381
Phase1-Phase3
-0.153
0.011
-0.243
< 0.0001
Phase1-Phase4
Correct
Phase2-Phase3
-0.070
0.004
Phase2-Phase4
-0.161
< 0.0002
Phase3-Phase4
-0.091
0.002
-0.025
1.000
Phase1-Phase2
Phase1-Phase3
-0.059
0.770
Phase1-Phase4
-0.108
0.020
Incorrect
Phase2-Phase3
-0.033
0.252
Phase2-Phase4
-0.083
0.338
-0.050
1.000
Phase3-Phase4

Figure S3.10: Statistical outcomes relating to Figure 5.10b. A mixed-model repeated measures ANOVA was
conducted to analyse performance-dependent response latency with a between-subjects factor of treatment
(MPTP, saline) and within-subjects factors of performance (correct, incorrect) and phase (1-4). Results reported
here are from post-hoc pairwise comparisons investigating the main effect of phase (left table) and from simple
main effects testing to investigate the significant performance-phase interaction detected in this analysis (right
table).
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Repeated Measures ANOVA,
Treatment (MPTP, Saline) x Choice(PC,PI,NpC,NpI)
Simple main effects

Main Effect of Choice
Mean
Difference
Comparison

P value

PC-PI

0.106

0.003

PC-NpC

-0.818

< 0.0003

PC-NpI

-0.380

0.088

PI-NpC

-0.924

< 0.0007

PI-NpI

-0.486

0.020

NpC-NpI

0.438

0.082

Repeated Measures ANOVA, Treatment (MPTP, Saline) x Choice(PC,PI,NpC,NpI) x Phase (1-4)
Post-hoc pairwise comparisons

Post-hoc pairwise comparisons

Main Effect of Choice

Main Effect of Phase

Mean

Mean

Comparison

Difference

P value

Comparison

Difference

P value

PC-PI
PC-NpC
PC-NpI
PI-NpC
PI-NpI
NpC-NpI

0.065
-0.208
-0.196
-0.273
-0.261
0.013

0.011
0.011
0.134
0.001
0.038
1.000

Phase1-Phase2
Phase1-Phase3
Phase1-Phase4
Phase2-Phase3
Phase2-Phase4
Phase3-Phase4

-0.117
-0.135
-0.201
-0.018
-0.084
-0.066

0.742
0.032
0.005
1.000
0.843
0.174

Figure S3.11: Statistical outcomes relating to Figure 5.12. A mixed-model repeated measures ANOVA was
conducted to analyse choice-dependent response latency with a between-subjects factor of treatment (MPTP,
saline) and a within-subjects factor of choice (PC, PI, NpC, NpI). Results reported in the upper table are from
post-hoc pairwise comparisons investigating the main effect of choice in this analysis (corresponds to Figure
5.12a). Additionally, a mixed-model repeated measures ANOVA was conducted to analyse choice-dependent
response latency across phases with a between-subjects factor of treatment (MPTP, saline) and within-subjects
factors of choice (PC, PI, NpC, NpI) and phase (1-4). Results reported in the lower tables are from post-hoc pairwise comparisons investigating the main effects of choice (lower left table) and phase (lower right table) detected
in this analysis.
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APPENDIX IV – PUBLICATIONS AND PROCEEDINGS
PUBLICATIONS
Rountree-Harrison, D., Burton, T. J.*, Leamey, C. A., & Sawatari, A. (2018). Environmental
enrichment expedites acquisition and improves flexibility on a temporal sequencing task in mice.
Frontiers in behavioral neuroscience, 12, 51. *co-first author.

Mohammadi, S. A., Burton, T. J., & Christie, M. J. (2017). α9-nAChR knockout mice exhibit
dysregulation of stress responses, affect and reward-related behaviour. Behavioural brain research,
328, 105-114.

Skladnev, N. V., Ganeshan, V., Kim, J. Y., Burton, T. J., Mitrofanis, J., Stone, J., & Johnstone, D.
M. (2016). Widespread brain transcriptome alterations underlie the neuroprotective actions of
dietary saffron. Journal of neurochemistry, 139(5), 858-871.

Tung, V. W., Burton, T. J., Quail, S. L., Mathews, M. A., & Camp, A. J. (2016). Motor Performance
is Impaired Following Vestibular Stimulation in Ageing Mice. Frontiers in aging neuroscience, 8.

O'Connor, A. M., Burton, T. J., Leamey, C. A., & Sawatari, A. (2014). The Use of the Puzzle Box
as a Means of Assessing the Efficacy of Environmental Enrichment. JoVE (Journal of Visualized
Experiments), (94), e52225-e52225.

Tung, V. W., Burton, T. J., Dababneh, E., Quail, S. L., & Camp, A. J. (2014). Behavioral assessment
of the aging mouse vestibular system. JoVE (Journal of Visualized Experiments), (89), e51605-e51605.
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ORAL PRESENTATIONS
Invited Lectures
Burton TJ. Testing Executive Functions of Mice using the IntelliCage. Invited lecture at: Life
Science Tokyo Advanced Research Centre, Hoshi University, Tokyo, Japan. 2015 April 7.

Burton TJ. The IntelliCage as the Centrepiece for the Bosch Institute Animal Behavioural Facility.
Invited lecture at: TSE Systems, Bad Homburg, Germany. 2013 September 11.

Conferences and Symposia
Burton TJ. Rapid Changes in Behavioural Control During Discrimination Learning and Reversal.
Oral Presentation at: Inter-University Neuroscience and Mental Health Conference; 2017 September
14-15

Burton TJ. Controlling Brains & Behaviour with Optogenetics and DREADDs. Oral presentation
at: Bosch Facilities User Group Meeting; 2017 October 19; Sydney, Australia.

Burton TJ. Consistent evolution of choice behaviour across periods of learning and adaptation to
change in complex scenarios. Oral Presentation at: Inter-University Neuroscience and Mental Health
Conference; 2016 September 20-21; Sydney, Australia.

Burton TJ. Learning and choice in a complex and dynamic world. Oral Presentation at: the
Australian Learning Group Journal Club; 2015 December 8; Sydney, Australia.

Burton TJ. Learning and Choice in a Complex and Dynamic World. Oral Presentation at: InterUniversity Neuroscience and Mental Health Conference; 2015 September 24-25; Sydney, Australia.
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Burton TJ. A novel approach to testing executive functions in mice. Oral Presentation at: Kioloa
Neuroscience Colloquium; 2015 January 31; Kioloa, Australia.

Burton TJ. A More Naturalistic Approach to Assessing Cognitive Flexibility in Mice. Oral
presentation at: The Bosch Young Investigator's Symposium; 2014 December 9; Sydney, Australia.

Burton TJ. New Methods for Investigating Cognitive Flexibility in Mice. Oral presentation at:
Bosch Facilities User Group Meeting; 2014 October 23; Sydney, Australia.

Burton TJ. Behavioural Phenotyping at the Bosch ABF. Oral presentation at: Bosch Facilities User
Group Meeting; 2013; Sydney, Australia.
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POSTER PRESENTATIONS
International Conferences
Burton TJ. Abrupt transitions in behavioural control over action selection during both
discrimination and reversal learning. Poster session presented at: 11th Federation of European
Neuroscience Societies Forum; 2018 July 7-11; Berlin, Germany.

Burton TJ, Sawatari A. Assessing cognitive flexibility in the social home-cage. Poster session
presented at: Society for Neuroscience 45th Annual Meeting; 2015 October 17-21; Chicago, USA.

Burton TJ, Sawatari A. Place, procedure and strategy: Analysing a range of brain processes in the
IntelliCage. Poster session presented at: European Brain and Behaviour Society Meeting, 2013
September 6-9; Munich, Germany.

National and Local Conferences
Burton TJ, Sawatari A. Characterising the temporal evolution of optimal choice behaviour in a
complex and naturalistic environment. Poster session presented at: 26th Australian Society for
Medical Research NSW Annual Scientific Meeting; 2018 June 8; Sydney, Australia.

Burton TJ, Sawatari A. Transitions in choice behaviour over the course of both discrimination
and reversal learning. Poster session presented at: Neurons, synapses and Circuits: from Function to
Disease; 2018August 16-18; Sydney, Australia.

Burton TJ, Sawatari A. Abrupt Transitions in Behavioural Control During Discrimination
Learning and Rule Reversal. Poster session presented at: Australasian Neuroscience Society 37th
Annual Scientific Meeting; 2017 December 3-6; Sydney, Australia.
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Burton TJ, Sawatari A. Consistency in the Evolution of Choice Behaviour Across Epochs of
Learning and Adaptation to Change. Poster session presented at: Australasian Neuroscience Society
36th Annual Scientific Meeting; 2016 December 4-7; Hobart, Australia.

Burton TJ, Sawatari A. Distinct Phases of Behavioural Adaptation to Task Contingency Changes
in Complex Environments. Poster session presented at: International Society for Comparative
Psychology; 2016 July 14-16; Sydney, Australia.

Burton TJ, Sawatari A. Phases of Behavioural Adaptation to Change in Complex Environments.
Poster session presented at: Kioloa Neuroscience Colloquium; 2016 April 9-10; Kioloa, Australia.

Burton TJ. Distinct Phases of Adapting Behaviour Change. Poster presentation at: The Bosch
Institute Annual Scientific Meeting; 2016 July 21; Sydney, Australia.

Burton TJ, Sawatari A. Assessing Mouse Cognition in the IntelliCage. Poster session presented
at: The Bosch Young Investigator's Symposium; 2015 July 16-17; Sydney, Australia. Awarded
Outstanding Poster Prize.

Burton TJ, Sawatari A. Environmental Enrichment Affects Behaviour and Cognitive Task
Performance in the IntelliCage. Poster session presented at: The Bosch Young Investigator's
Symposium; 2013 December 11; Sydney, Australia.
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